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Local image structures and optic flow estimation
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Abstract
Different kinds of local image structures (such as homogeneous, edge-like and junction-like patches)
can be distinguished by the intrinsic dimensionality of the local signals. Intrinsic dimensionality makes
use of variance from a point and a line in spectral representation of the signal in order to classify it as
homogeneous, edge-like or junction-like. The concept of intrinsic dimensionality has been mostly exercised using discrete formulations; however, recent work (Felsberg & Krüger 2003; Krüger & Felsberg
2003) has introduced a continuous definition. The current study analyzes the distribution of local
patches in natural images according to this continuous understanding of intrinsic dimensionality. This
distribution reveals specific patterns than can be also associated to local image structures established
in computer vision and which can be related to orientation and optic flow features. In particular, we
link quantitative and qualitative properties of optic-flow error estimates to these patterns. In this way,
we also introduce a new tool for better analysis of optic flow algorithms.
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Introduction
Natural images are dominated by specific local image structures, such as homogeneous
patches, edges, corners, or textures. Sub-domains of Computer Vision have extracted
and analyzed such structures in edge detection (see, e.g., Canny 1986), junction classification (see, e.g., Rohr 1992) and texture interpretation (see, e.g., Sochen et al. 1998;
Ribeiro & Hancock 2001). There exists evidence that also in human vision such structures are processed (see, e.g., Hubel & Wiesel 1969; Shevelev et al. 1995) and that they
play distinguishable roles in the information processing (see, e.g., Koenderink & Dorn
1982).
The intrinsic dimension (see, e.g., Zetzsche & Barth 1990; Felsberg 2002) has proven to
be a suitable descriptor that distinguishes such structures. Homogeneous image patches have
an intrinsic dimension of zero (i0D); edge-like structures are intrinsically one-dimensional
(i1D) while junctions and most textures have an intrinsic dimension of two (i2D).1
The association of intrinsic dimension to a local image structure has been done mostly by
a discrete classification (Zetzsche & Barth 1990; Jähne 1997; Felsberg 2002). A continuous
definition of intrinsic dimensionality has been recently given in Felsberg & Krüger (2003);
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Figure 1. Illustration of intrinsic dimensionality ((a,b,c) taken from Felsberg & Krüger (2003). (a) Three image
patches for three different intrinsic dimensions, (b) The 2D spatial frequency spectrum of the local patches in (a),
from top to bottom: i0D, i1D, i2D. (c) The topology of intrinsic dimensionality. Origin variance is variance from a
point, i.e., the origin. Line variance is variance from a line; this measures the junction-ness of the signal. cjND for
N = 0,1,2 stands for confidence for being i0D, i1D and i2D, respectively, (d) The decision areas for local image
structures.

Krüger and Felsberg (2003). In these studies, it has also been shown that the topological
structure of intrinsic dimension essentially has the form of a triangle which is spanned by two
axes corresponding to amplitude and variance in orientation (see Figure 1). In this paper, we
will use this continuous definition to investigate the structure of the distribution of signals
in natural images according to their intrinsic dimensionality. More specifically, we will show
that:
D0. i0D signals split into two clusters; one peak corresponding to over-illuminated (white)
or under-illuminated (black) patches and a Gaussian-shaped cluster corresponding to
image noise at homogeneous but not under- or over-illuminated image patches (see
Figure 2a).
D1. For i1D signals, there exists a concentration of signals in a stripe-shaped cluster
corresponding to high origin variance (high amplitude) and low line variance (see
Figure 2a). This also reflects the importance of an orientation criterion that is based
on local amplitude and orientation information (see, e.g., Princen et al. 1990).

Figure 2. a) Schematic representation of the distribution of local image patches in natural images according to their
intrinsic dimension, b) Schematic representation of the quality of optic flow estimation according to the intrinsic
dimension of the underlying signal.
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D2. In contrast to the i0D and i1D cases, there exists no cluster for i2D signals but there is a
smoothly decreasing surface towards the i2D corner. This continuity in the distribution
for the i2D case indicates that it is rather difficult to formulate a purely local criterion
to detect corners in natural images.
Thus, the continuous formulation of intrinsic dimension allows for a more precise characterization of established local image structures in terms of their statistical manifestation in
natural images. As a consequence, properties and inherent problems of classical computer
vision algorithms can be reflected.
The property of optic flow estimation at homogeneous image patches, edges and corners
has been discussed extensively (see, e.g., Zetzsche et al. 1991; Barron et al. 1994; Mota &
Barth 2000). It has been argued that many different motion detectors specialised to particular
image structures exist in human vision (for a discussion, see Cavanagh and Mather 1989;
Johnston and Clifford 1995). In general, it is acknowledged that:
A0. Optic flow estimates at homogeneous image patches tend to be unreliable as the lack
of structure makes it impossible to find correspondences in consecutive frames.
A1. Optic flow at edge-like structures faces the aperture problem; i.e., using local information, only the normal flow for these structures can be computed.
A2. Only for i2D structures, optic flow estimation can lead to true optic flow estimates by
local methods. However, many i2D structures result from depth discontinuities where
optic flow estimation algorithms fail to estimate the true motion. In order to get the
true motion field, flow algorithms need to deal with at least two different motions in
the local area (Bayerl & Neumann 2005).
In this paper, we investigate these claims more closely for several optic flow algorithms
(Lucas & Kanade 1981; Nagel & Enkelmann 1986; Gautama & Van Hulle 2002). We will
show that the continuous formulation of intrinsic dimensionality allows for a better quantitative investigation and characterization of the quality of optic flow estimation (and hence
the optic flow properties as stated in A0–A2) depending on the local signal structure. In this
paper, we will show that:
• The algorithms we have tested all had problems with local image structures that were
very close to the i0D corner of the iD-triangle (see Figure 2b).
• The performance for image structures in the stripe shaped cluster corresponding to edgelike structures was effected by the aperture problem (see Figure 2b). However, the results
depend both quantitatively and qualitatively on the different algorithms and even on
different parameters when the same algorithm was used.
• The improvement of performance for signals in the i2D area was visible but small.
Average performance increases smoothly and slightly towards the i2D corner (see
Figure 2b).
These results support the above-mentioned statements (A0–A2) about optic flow estimation.
However, by making use of a continuous understanding of intrinsic dimensionality, these
statements can be made quantitatively more specific in terms of (1) characterization of subareas for which they hold and (2) their strength. Our analysis suggests a relationship between
the distribution of the signals in the continuous intrinsic dimensionality space and properties
of optic flow estimation. In this way, we also introduce a new tool for better analysis of optic
flow algorithms.
There has been other works addressing the analysis of errors in optic flow estimates
(Simoncelli et al. 1991; Nagel & Haag 1998; Fermueller et al. 2001) In Simoncelli et al.
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(1991), using a probabilistic framework for estimating optical flow, it is proven that uncertainty is involved in this estimation process due to several causes such as image noise and
inherent limits of motion estimation. In Nagel and Haag (1998), it is shown that gradientbased motion estimation methods underestimate the true flow. In Fermueller et al. (2001),
too, it is analytically shown that certain kinds of bias in different classes of optic flow algorithms caused by noise in the image data usually lead not only to underestimate of the
magnitude of optical flow and but also to consistent bias in the estimation of the direction.
In contrast to the investigations in these studies, in this paper, we are specifically interested
in the quality of flow estimates depending on the local image structure. This is done not by
analytic means but by statistical comparisons using ground truth data.
The outline of the paper is as follows: in the next section, we introduce the concept of intrinsic dimensionality in its continuous definition as first formulated in Felsberg and Krüger
(2003) and Krüger and Felsberg (2003). After this, we investigate the distribution of local
image patches according to their intrinsic dimensionality and discuss its consequences for
image processing. Then, we look at the statistics of orientation in natural images. Following
this, we give an overview of the optic flow algorithms we used in this paper while in the penaltimated section, we look at the statistics of optic flow and the error of optic flow estimation.

Intrinsic dimensionality
When looking at the spectral representation of a local image patch (see Figure 1a and b), we
see that the energy of an intrinsically zero-dimensional signal is concentrated in the origin
(Figure 1b-top), the energy of an intrinsically one-dimensional signal is concentrated along
a line (Figure 1b-middle) while the energy of an intrinsically two-dimensional signal varies
in more than one dimension (Figure 1c-bottom).
In image processing, the intrinsic dimensionality was introduced by Zetzsche and Barth
(1990) and was used to formalise a discrete distinction between edge-like and junction-like
structures. This corresponds to a classical interpretation of local image structures in computer
vision. A large variety of edge and corner extraction algorithms have been developed over the
last twenty years, and their role in artificial as well as biological systems has been discussed
extensively (Koenderink & Dorn 1982; Parida et al. 1998). The three kinds of signals have
quite specific characteristics and problems that have been addressed in different contexts
(Granlund & Knutsson 1995; Jähne 1997).
Recently, it has been shown (Felsberg & Krüger 2003; Krüger & Felsberg 2003) that the
topological structure of the intrinsic dimensionality can be understood as a triangle that is
spanned by two measures: origin variance and line variance. The origin variance describes
the deviation of the energy from a concentration at the origin while the line variance describes
the deviation from a line structure (see Figure 1b and 1c); in other words, origin variance
measures non-homogeneity of the signal whereas the line variance measures the junctionness.
The corners of the triangle then correspond to the ‘ideal’ cases of intrinsic dimensionality.
The surface of the triangle corresponds to signals that carry aspects of the three ‘ideal’ cases,
and the distance from the specific corners indicates the similarity (or dissimilarity) to ideal
i0D, i1D and i2D signals.
The triangular topological structure of the intrinsic dimension is counter-intuitive, in the
first place, since it realizes a two-dimensional topology in contrast to a linear one-dimensional
structure that is expressed in the discrete counting 0, 1 and 2. As shown in Felsberg and
Krüger (2003) and Krüger and Felsberg (2003), this triangular interpretation allows for a
continuous formulation of intrinsic dimensionality in terms of three confidences assigned to
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each discrete case. This is achieved by first computing two measurements of origin and line
variance. There are different ways to compute these (see Felsberg & Krüger 2003; Krüger &
Felsberg 2003). Our approach is based on local magnitude and orientation measurements
(see Krüger & Felsberg 2003). Using these measurements, we can associate the local magnitude to the origin variance and associate the variance of the computed orientation in a local
neighbourhood to the line variance.2 These two measurements define a point in the triangle
(see Figure 1c). The bary-centric coordinates (see, e.g., Coxeter 1969) of this point of the
triangle directly lead to a definition of three confidences that add up to one. These three
confidences reflect the volume of the three areas constituted by the points (see Figure 1c).
For example, for a point P in the triangle, the area of the sub-triangle i0D-P-i1D denotes
the confidence for i2D as shown in Figure 1c. That leads to the decision areas for i0D, i1D
and i2D as seen in Figure 1d. We would like to note that the bary-centric coordinates are
only one possibly way to distinguish the different structures (see, e.g., Wegmann & Zetzsche
1990).
Statistics of intrinsic dimensionality
We use a set of seven natural sequences with ten images each (see Figure 6). The images have
a resolution of 1276 × 1016. For our statistics, we first compute a measure for the origin and
line variance (for details see Krüger and Felsberg 2003). This corresponds to one point in
the triangle of Figure 1c. The distribution of the frequency of these points in the triangular
structure is shown in Figure 3a. Since there exist large differences in the histogram, the
logarithm is shown.
In the rest of the paper, a signal is inD for n = 0, 1, 2 if the associated confidence is the
highest. That is, a signal will be called i0D, i1D or i2D if the confidence for i0D, i1D or i2D,
respectively, is the highest. That means that ‘non-ideal’ cases of i0D, i1D and i2D structures
also become labelled as being inD.
The distribution shows two main clusters. The peak close to the origin corresponds to low
origin variance. It is visible that most of the signals that have low origin variance have high
line variance. These correspond to nearly homogeneous image patches. Since the orientation
is almost random for such homogeneous image patches, it causes high line variance. There

Figure 3. Logarithmic plot of the distribution of intrinsic dimensionality, (a) The distribution for regularly sampled points, (b) The distribution when the positions are modified according to iD (see the text for details of this
modification).
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is also a small peak at position (0, 0) that corresponds to saturated/black image patches.
The other cluster is for high origin variance signals with low line variance, corresponding
to edge-like structures. The form of this cluster is a small horizontal stripe rather than a
peak. Finally, there is a smooth decrease while approaching to the i2D area of the triangle.
That means that there does not exist a cluster for corner-like structures like the ones for
homogeneous image patches or edges. Along the origin variance axis, a small continuous
gap is observed. This gap suggests that there are no signals with zero line variance. This is
due to the fact that at positions with positive origin-variance (i.e., positive magnitude) there
is always noise included which causes some line variance.
We also see from the figure that there are far more i0D signals than i1D or i2D signals.
That means we have much more homogeneous structures than edge-like or junction-like
structures. Besides, it is clear that there are more i1D structures than i2D structures in
natural images. The percentages of i0D, i1D and i2D structures are 86%, 11% and 3%,
respectively.
Edges or corners are structures that are bound to a specific position. For example, the
position of an edge is supposed to be placed directly on the image discontinuity; or, for a
corner, in which a certain number of lines intersect, we want the corner to be placed directly
on the intersection. We can achieve this positioning by making use of the local amplitude information in the image depending on the intrinsic dimensionality which is described in detail
in Krüger et al. (2004). Note also that features such as orientation and optic flow depend on
this positioning. When we determine the position for edges and corner-like structures accordingly, we get the distribution shown in Figure 3b. It is qualitatively similar to the distribution
achieved with regular sampling. However, since the position is determined depending on the
local amplitude (and in this way by maximizing origin variance; see Krüger and Felsberg
2003), there is a shift towards positions with higher amplitude that constitute the gaps at
the border between i0D, i1D and i2D signals and the stripe along the i1D–i2D border of
the triangle. In the later stages of our analysis, we adopted this positioning. Positioning is
illustrated in Figure 4.
Wegmann and Zetzsche (1990) also investigated the distribution of local image structures.
They analyzed the multi-dimensional hyperspace which was constructed from all possible
combinations of orientation filter outputs. The hyperspace consisted of m axes corresponding
to m different orientations such that the origin denoted the homogeneous signals; the axes
and the planes between the neighboring axes denoted the i1D structures; and, the planes
between the non-neighboring axes denoted i2D signals. Zetzsche and his colleagues could
drive proportions of the different local structures (which basically reflect the percentages we
have provided above) and visualize clusters of the structures for a few orientation pairs. Due
to the complexity of the hyperspace, however, the visualisation becomes more complex than
our triangular reresentation.

Figure 4. Illustration of positioning for an edge, (a) Without positioning, (b) With positioning as explained in the
text.
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Figure 5. Orientation distribution depending on iD. The first image shows the total distribution. The sequences
we have used are introduced in the ‘Statistics of intrinsic dimensionality’ section.

Distribution of orientation depending on intrinsic dimensionality
It is known (see, e.g., Coppola et al. 1998; Krüger 1998) that the distribution of orientations
of i1D signals shows strong peaks at horizontal and vertical structures (i.e., for the values 0,
π /2 and π). However, neither for a completely homogeneous image patch nor for a corner the
concept of orientation (although computable) makes sense and the computed orientation is
random. Therefore, it is expected that the distribution of orientations of i0D and i2D signals
should be homogeneous.
The distribution of the orientation of signals and the quantitative differences depending
on the intrinsic dimensionality of the patches is displayed in Figure 5. The figure shows
that there are significant peaks for the i0D and i2D signals although they are smaller than
the peaks in the distribution of i1D signals. This suggests that orientation is a meaningful

Figure 6. Some of the image sequences used in our analysis. The first 3 images are from one of the sequences (the
starting image, the middle image and the last image). Remaining figures are the images from other sequences.
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concept for some non-i1D signals, too. This also stresses the advantages of a continuous
understanding of intrinsic dimensionality.
Optic flow algorithms
In this section, we give general information about the optic flow algorithms we have used in
our analysis. We applied examples of algorithms corresponding to two important classes of
optic flow algorithms: differential techniques (Lucas–Kanade and Nagel–Enkelmann) and
phase-based techniques.
The Lucas–Kanade algorithm
The Lucas–Kanade algorithm works by minimizing the following functional (Lucas &
Kanade 1981) over a spatial neighborhood :
 


W 2 (x, y)(∇ I(x, y, t) · v + It (x, y, t))2 dxdy

(1)

where W(x, y) is the window function over  that gives more influence to constraints at
the center of the neighborhood; ∇ I(x, y, t) denotes the intensity gradient at time t at spatial
location (x, y); v is the velocity field to be found; and, It denotes the derivative of I with respect
to t. Basically, the Lucas–Kanade algorithm makes use of the well-known gradient constraint
equation ∇T I · v + It = 0 where weighting is performed over a local neighbourhood.
The Lucas–Kanade is an optic flow algorithm which uses first order derivatives. Due to
its smaller complexity when compared with others, it is known as a fast algorithm.
The Nagel–Enkelmann algorithm
The Nagel–Enkelmann algorithm (Nagel & Enkelmann 1986) also makes use of the gradient
constraint equation but applies a second order derivative constraint in addition. The following
functional is minimized:
 
(∇ I T v+ It )2 +



α2
[(u x Iy −u y Iz)2 +(vx Iy −v y Ix )2 +δ u2x +u2y +vx2 +v 2y dxdy (2)
∇ I22 + 2δ

where a and δ are constants; uand v are respectively the horizontal and the vertical components of the velocity vector v; and, for a function F, Fz denotes the partial derivative of
F with respect to variable z. Main terms of the formula are (u x Iy − u y Ix )2 + (vx Iy − v y Ix )2
and (u2x + u2y + vx2 + v 2y ). The first term smoothes velocity anisotropically, i.e., orthogonal to
the intensity gradient. The second isotropic term states that velocity should be constant over
position.3
Since the Nagel–Enkelmann algorithm can be interpreted as a diffusion process (see
Alvarez et al. 2000) with fixed number of iterations, an increase in the number of iterations means an increase in the region of influence used in the computation, and hence, using
more global information. The Nagel–Enkelmann algorithm encourages slow variations in the
gradient of the vector field by the smoothing term in Equation 2. This leads with increasing
number of iterations (i.e., increasing diffusion) naturally to a more regular distribution of
directions (as visible in the first two rows of Figure 7). In this study, we will show how using
more global information affects the accuracy of the flow estimation.
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Figure 7. Distribution of direction of optic flow vectors depending on the intrinsic dimension. The histograms
show the summed up distributions over the sequences which are introduced earlier. From top to bottom: the
Nagel–Enkelmann algorithm with 10 iterations; the Nagel–Enkelmann algorithm with 100 iterations; the phasebased approach; the Lucas–Kanade algorithm. From left to right: the total distribution; the distribution for i0D
signals; the distribution for i1D signals; the distribution for i2D signals.

The phase-based approach
Phase-based optic flow algorithms make use of the phase gradient for finding the flow. It
has been shown that temporal evolution of contours of constant phase provides a better
approximation to local flow (see e.g., Fleet & Jepson 1990). The basic assumption is that
phase contours should be constant over time (Fleet & Jepson 1990; Gautama & Van Hulle
2002). This assumption can be formulated as φ(x, y, t) = c, where φ(x, y, t) denotes the
phase component at spatial location (x, y) at time t. Taking differentiation with respect to
time, the following constraint is found:
∇φ(x, y, t) · (∇(x, y), 1) = ∇φ(x, y, t) · (v, 1) = 0.

(3)

Among phase-based approaches, we chose a recent implementation (Gautama & Van
Hulle 2002) in which the constraint (3) is solved for a number of Gabor filters and the flow
orthogonal to the orientation of each filter is found. Combining the solutions reached by the
filters yields the true displacement. We will show that in this way, even for a large number of
i0D signals good optic flow can be estimated.
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Optic flow and intrinsic dimensionality
In this section, we investigate the statistics of optic flow direction and the error of optic flow
estimation and its relation to the iD triangle.
Optic flow direction
The distribution of the flow direction of the optic flow vectors (using the Nagel–Enkelmann
algorithm with 10 and 100 iterations, and the phase-based approach) is shown in Figure 7.4
The distribution of the direction varies significantly with the intrinsic dimensionality. The
statistics of the true flow can be expected to show some homogeneity since a translational
forward motion is dominant in the sequences that leads to a regular flow field (see, e.g.,
Lappe et al. 1999). A detailed discussion of first order statistics of optic flow in natural
scenes can be found in (Calow et al. 2004). They showed that the main factor for irregularity
is the large amount of structure near in the lower visual field as compared to the lack of
structure in the upper visual field causes larger flow in the lower visual field. This, however,
does not effect the magnitude but only the orientation. However, for the Nagel–Enkelmann
algorithm with 10 iterations (Figure 7, top row), the distribution of the direction of optic flow
vectors of i1D signals directly reflects the distribution of orientation of i1D signals. Since
only the normal flow can be computed for ideal i1D signals (using local information only),
the dominance of vertical and horizontal orientations leads to peaks at horizontal and vertical
flows. The fact that basically there exits a direct quantitative equivalence of the distribution
of i1D orientations and the distribution of optic flow directions reflects the seriousness of the
aperture problem. In contrast, the distribution of direction of optic flow vectors of i0D and
i2D signals is much more homogeneous. When the number of iterations is increased (and
hence, more global information is used in the computation of the flow as explained in the
previous section), the peaks that correspond to horizontal and vertical lines become smaller
(Figure 7, middle row). For the phase-based approach and Lucas–Kanade, a different picture
occurs (Figure 7, last two rows): the peaks are less apparent.
As a summary, in Figure 7 we observe that there is a relation between the direction of
estimated optic flows and the orientation distribution of signals. However, the strength of
this relation depends on the particular algorithm and its parameters. For example, when
the used information is very local, the Nagel–Enkelmann algorithm computes basically the
normal flow which results in a strong relation between the distribution of optic flow direction
and distribution of orientations in the images. However, when the number of iterations is
increased, this relation becomes weaker because of the decrease of the aperture effect due to
using more global information.
Analysis of quality of optic flow estimation using the intrinsic dimensionality triangle
We now analyze the qualities of the optic flow estimation depending on the intrinsic dimension. For this, we need to compare the computed flow with a ground truth. For our
investigations, we used the Brown Range Image Database (BRID), a database of 197 range
images collected by Ann Lee, Jinggang Huang and David Mumford at Brown University
(see also Huang et al. 2000). The range images are recorded with a laser range-finder.5 The
data of each point consist of four values: the distance, the horizontal angle and the vertical
angle in spherical coordinates and a value for the reflected intensity of the laser beam (see
Figure 8).
The knowledge about the 3D data structure allows for a simulation of a moving camera in
a scene and is used to estimate the correct flow for nearly all pixel positions of a frame of an

Local image structures and optic flow estimation

351

Figure 8. Sequences with ground truth optic flow. Reflected intensity of the laser beam is shown. The first line is
from the same sequence (the starting image, the middle image and the last image). Other images are taken from
the other sequences.

image sequence. We would like to note that this approach cannot produce correct flow for
occlusions.
The simulated motion is forward translation. Different motion types (such as rotation, and
rotation and translation) may produce different global motion types. Therefore, the results
in this paper are valid only for translational motions, and other types of motions should be
expected to yield quantitatively if not qualitatively different results.
Different flow estimation algorithms yield flow fields with different densities; i.e., they can
make an estimation of the motion for a certain proportion of the image data. By adjusting
the parameters of the flow algorithms we have used, the flow fields were made as dense
as possible for our analysis, which happened to be on the average 100%, 90% and 86%
respectively for the Nagel–Enkelmann, the Lucas–Kanade algorithms and the phase-based
approach.
The quality of optic flow estimation is displayed in a histogram over the iD triangle (see Figu·v+1
ures 9, 10). The error is calculated using the well known measure e(u, v) = acos( u·u+1)(v·v+1)
),
6
wnere u and v the flow vectors (see also Barron et al. 1994). We call this error ‘combined
error’.
For the Nagel–Enkelmann algorithm with ten iterations, the combined error computed
using the original ground truth (see Figure 9a) is high for signals close to the i0D corner
of the triangle as well as on the horizontal stripe from the i0D to the i1D corner. In the
other parts, there is a smooth surface which shows that the error decreases towards the i2D
corner (note that the peaks in the middle of the triangle are due to few samples and can
be ignored). This is in accordance with the notion that optic flow estimation at corner-like
structures is more reliable than for edges and homogeneous image patches (A2). However, in
Figure 9a, it becomes obvious that the area where more reliable flow vectors can be computed
is very broad and covers also i0D and i1D signals. Furthermore, the decrease of error is rather
slight which points to the fact that the quality of flow computation is limited in these areas, as
well. When the number of iterations is increased (Figure 9c), the estimation of flow becomes
better. In fact, we observe that the area where optic flow is estimated with low error covers
almost the whole triangle except some parts in the i1D area of the triangle.

352

S. Kalkan et al.

Figure 9. Qualities of the optic flow algorithms depending on iD. Left column shows the errors between computed
flow and the ground truth. Right column shows the errors between computed flow and the ground truth projected
orthogonal to the orientation of signals. Color bars show the error values for corresponding colors of corresponding
graphs. (a,b) Nagel–Enkelmann with 10 iterations. (c,d) Nagel–Enkelmann with 100 iterations.

Among all, the phase-based approach produces the best results for quite a large area
(Figure 10c). However, for many i1D signals the estimate is more unreliable than for most
i0D and i2D cases. For the Lucas–Kanade algorithm, we again observe that the area where
error is low smoothly extends to some i0D and i1D signals (Figure 10a). The figures 9a, 9c,
10a and 10c suggest that this only slight decrease is a general property of the investigated
optic flow algorithms.
For better analysis of the aperture problem, we have also computed errors with the projection of the ground truth over the normal vectors (i.e., the true normal flow). For this, we first
compute the normal vector of the image patch using the local orientation; then, the ground
truth is projected over this vector, and the error is computed between the optic flow vector
and this projected ground truth. In Figures 10 and 9, this is called as normal combined error.
For the error computed using the normal ground truth (see Figures 9b, 9d), a different
picture occurs. For the Nagel–Enkelmann algorithm with 10 iterations (Figure 9b), the error
is very low for a horizontal stripe from the middle point between the i0D and i1D corners to
the i1D corner. When compared to Figure 9a, this figure reflects the effect of the aperture
problem when only local information is used. When the number of iterations is increased,
we see that using more global information decreases the effect of the aperture problem
(Figures 9c, 9d). However, it is visible that the quality of the estimated error area in the i1D
area of the triangle is always significantly lower than the quality of the estimated normal flow
with a small number of iterations (i.e., using only very local information).
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Figure 10. Qualities of the optic flow algorithms depending on iD. Left column shows the errors between computed
flow and the ground truth. Right column shows the errors between computed flow and the ground truth projected
orthogonal to the orientation of signals. Color bars show the error values for corresponding colors of corresponding
graphs. (a,b) The Lucas–Kanade. (c,d) The phase-based approach.

Comparing the results for the Nagel–Enkelmann algorithm with 10 and 100 iterations,
we observe that increasing the region of influence means an increase in the overall quality
of optic flow estimation. However, it is visible that the error in estimation of flow in the i1D
area of the triangle using more global information (Figure 9c) is always significantly higher
than the error of the estimated normal flow using more local information (see, Figure 9b),
which can be computed with high reliability. The information for such signals is of great
importance since (1) there exists a large number of local image patches corresponding to
such edge-like structures (see, Figure 3) and (2) constraints for global motion estimation can
be defined on line-correspondences (see, e.g., Rosenhahn 2003; Krüger & Wörgötter 2004),
i.e., correspondences that only require normal flow. For these tasks, a reliably estimated
normal flow might be a better basis than an unreliably estimated true flow.
Discussion
We have analyzed the distribution of local signal patches according to their intrinsic dimensionality. Furthermore, we investigated how the quality of optic flow estimates depends on
intrinsic dimensionality.
A continuous understanding of the concept of intrinsic dimension (Felsberg & Krüger
2003; Krüger & Felsberg 2003) allows for a more precise characterization of established
structures in terms of their statistical manifestation in natural images (see Figure 2a and
Figure 3). The continuous formulation of intrinsic dimensionality also allows for a more
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quantitative investigation and characterization of the quality of optic flow estimation depending on local signal structures. We could justify and more precisely quantify generally
acknowledged ideas about such estimates (see A0–A2 in the introduction). More specifically,
we showed (see also Figure 2b, Figure 9, and 10):
Q0. In general, homogeneous structures lead to low quality optic flow estimation. However,
for many i0D signals, true flow can be estimated with good accuracy. In fact, we
observe that the algorithms compute the flow with quite a low error for most of the
i0D structures.
Q1.1. There exist significantly more horizontal and vertical structures in natural images (see
also, e.g., Coppola et al. 1998; Krüger 1998). In this paper, we show that the strength
of the dominance of these structures depends crucially on the intrinsic dimension.
Furthermore, we show that the distribution of orientations is directly reflected in
the distribution of the estimates of optic-flow directions as an effect of the aperture
problem. However, we observe that the degree of this reflection is very much dependent
on the particular optic flow algorithm and the parameters used.
Q1.2. The optic flow estimates in the stripe-shaped cluster with high origin–variance and low
line–variance (corresponding to edges) are in general worse than for i2D signals for all
investigated algorithms. However, for the Nagel–Enkelmann algorithm, normal flow
can be estimated reliably for this stripe-shaped cluster in the i1D signal domain. We
think that it is important to note that this reliably computed normal flow is an important
information as such. For example, line–line correspondences that can be derived from
the normal flow play an important role in Rigid Body Motion estimation (see, e.g.,
Krüger & Wörgötter 2004; Shevlin 1998; Rosenhahn & Sommer 2002). Using the
Nagel–Enkelmann algorithm, we showed how using more global information affects
the quality of optic flow estimation for i1D signals.
Q2. The quality of optic flow estimation is higher for i2D signals. However, in analogy to
the lack of a cluster for i2D signals, there exists a continuous signal domain (covering
also sub-areas of i0D and i1D signals) for which a higher quality in the optic flow
estimation can be achieved. The increase of the quality, on the other hand, is only
slight which suggests that the role of i2D structures for motion estimation might not
be as important as suggested by some authors (see, e.g., Mota & Earth 2000). By
using different optic flow algorithms, we show that this is a general property of optic
flow algorithms.
We want to stress that our aim was not to find the ‘best’ algorithm but to make general
properties of optic flow algorithms explicit. In particular, we do not want to make a statement
about a superiority of phase-based approaches to differential techniques. For example, we
have started to investigate a very recently developed algorithm (Brox et al. 2004) related to the
class of differential based algorithms which showed superior performance to the algorithms
discussed here. The choice of the ‘best’ algorithm depends a lot on the context determined
by time constraints or hardware constraints. Furthermore, we could show that even different
parameter settings leading to qualitatively different estimates are plausible for different tasks.
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End notes
1. For convenience, intrinsic dimension of zero, intrinsic dimension of one, intrinsic dimension of two and intrinsic
dimensionality (and intrinsic dimension) will be called i0D, i1D, i2D and iD, respectively, in the rest of the
paper.
2. Note that a continuous interpretation can be derived also from the structure tensor (Jähne 1997) by computing
origin and line variance using the two eigenvalues.
3. In our simulations, we used the standard values 0.5 and 1.0 for α and δ, respectively, as suggested and usually
practiced in the literature (see, e.g., Barron et al. (1994)).
4. We also analyzed the distribution of magnitude, but as expected found no dependence on the intrinsic dimensionality (for details, see Kalkan et al. (2004)).
5. Each image contains 44 × 1440 measurements with an angular separation of 0.18 degree. The field of view is
80 degree vertically and 259 degree horizontally. The distance of each point is calculated from the time of flight
of the laser beam, where the operational range of the sensor is 2–200 m. The laser wavelength of the laser beam
is 0.9 µm in the near infrared region.
6. We also made measurements using angular and magnitudal errors with the formulas
|u|−|v|
u·v
e ang (u, v) = acos ( |u|·|v|
), e mag (u, v) = ( abs|u|+|v|
), respectively. However since they show similar patterns they are
not shown in this paper (for details, see Kalkan et al. (2004)).
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Kalkan S, Calow D, Felsberg M, Wörgötter F, Lappe M, Krüger N. 2004. Optic flow statistics and intrinsic dimensionality. Proc. of Brain Inspired Cognitive Systems, Scotland, available at http://www.cs.stir.ac.uk/
lss/BICS2004/CD/toc.html.
Koenderink JJ, Dorn AJ. 1982. The shape of smooth objects and the way contours end. Perception 11:129–173.
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