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Abstract

Cosmic inflation is the leading paradigm for explaining the origin of the primordial perturbations
that seed the anisotropies observed in the cosmic microwave background and later grow into
the large-scale structure of the Universe. In the conventional model of slow-roll inflation, these
primordial perturbations, together with primordial gravitational waves (GW), are generated from
vacuum fluctuations of the spacetime metric and the scalar inflaton field that drives inflation. An
appealing extension of this framework is axion inflation. In this model, the inflaton field is a
pseudoscalar coupled to an Abelian gauge field via the shift-symmetric Chern–Simons operator
ϕFF̃ . Through this interaction, the rolling inflaton excites and amplifies helical gauge fields
during inflation, which in turn directly source enhanced primordial perturbations. Among other
effects, this can amplify inflationary GWs to a level where they may be observable with current or
next-generation GW experiments.

However, making quantitatively accurate predictions in axion inflation is challenging, since
the underlying dynamical equations are highly nonlinear. Through their interaction, the inflaton
and the gauge field continuously exchange energy, which not only drives gauge-field production
but also induces backreaction on the inflaton. Moreover, in realistic extensions of this model, the
gauge field may itself couple to charged fields. This can lead to the direct production of charged
particles during inflation via the Schwinger effect. While this is phenomenologically appealing,
for instance as a mechanism for dark matter production during inflation, it also increases the
dynamical complexity of the model, since the produced charged particles can themselves backreact
on gauge-field production. Such effects must be self-consistently accounted for to determine
relevant observable signatures, such as the spectrum of primordial GWs from axion inflation.

This thesis presents four research projects connected by the common requirement of accurately
modelling gauge-field production in axion inflation. The backbone of these analyses is the gradient-
expansion formalism (GEF), a semi-analytical method designed to describe the nontrivial interplay
between the inflaton field, the gauge field, and possible charged particles.

The first two analyses employ the GEF to study the backreaction of gauge-field production on
the inflaton field. The first revisits the stability of the Anber–Sorbo solution, which describes a
stable attractor in which gauge-field production is perfectly stabilized and the inflaton follows a
steady-state evolution sustained entirely by gauge-field friction. We substantiate existing claims
that this solution is unstable, but we also identify previously unexplored regions of axion-inflation
parameter space in which the Anber–Sorbo solution may be stable.

The second study revisits the effective treatment of the Schwinger effect in axion inflation, in
which the backreaction of charged particles is modelled as a conductive medium that dampens
gauge-field production. We propose a refined effective description that accounts for two effects.
First, we relax an idealizing assumption that Schwinger pair production in axion inflation proceeds
through perfectly collinear electric and magnetic fields. Second, we implement Schwinger damping
as a scale-dependent effect, such that only gauge-field modes with wavelengths above the typical
separation of charged particles in the conductive medium are subject to damping. In a comparative
analysis with existing approaches in the literature, we demonstrate that these modifications can
lead to order-of-magnitude differences in the energy density of gauge fields and charged particles
in axion inflation. In addition, we identify a new dynamical regime in which strong Schwinger
damping and gauge-field backreaction coexist, whereas earlier results had suggested that gauge-
field backreaction is fully suppressed once Schwinger damping becomes important.

The final two studies use the GEF to determine the complex inflationary background and, on
that basis, compute the effect of gauge-field production on primordial perturbations. The first of
these revisits the impact of gauge fields on the generation of primordial curvature perturbations.
A formalism is developed that consistently includes effects previously neglected in this context,
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namely the direct sourcing of metric perturbations by gauge fields and the backreaction of gauge
fields on the perturbations themselves. In a first application of this formalism, we show that
gauge-field-induced metric perturbations remain subdominant in the total spectrum of curvature
perturbations as long as backreaction on the perturbations is neglected.

Finally, we employ the GEF to study the production of primordial GWs. Building on our
revised effective treatment of the Schwinger effect, we compare two scenarios of axion inflation:
one in which the Schwinger effect is neglected and one in which it effectively produces Standard
Model fermions during inflation. For both models of axion inflation, we assess the detectability
of gauge-field-induced GWs in current or next-generation GW observatories through a systematic
parameter-space analysis. We find qualitatively different behavior in the two scenarios. Without
Schwinger damping, gauge-field production is either too weak to yield observable GWs or becomes
so efficient that it drives a dynamical instability and ultimately overproduces GWs in conflict with
existing cosmological bounds on their amplitude. By contrast, when Schwinger pair production of
Standard Model fermions is included, the resulting damping can prevent the onset of this instability,
thereby opening regions of parameter space in which GWs from axion inflation may be observable
with future ground-based or space-based GW interferometers.

Collectively, the four analyses presented in this thesis develop the GEF into a practical frame-
work for studying aspects of axion inflation whose phenomenology depends sensitively on nonlin-
ear gauge-field dynamics. In this way, the thesis connects the treatment of background evolution,
Schwinger pair production, primordial GW production, and scalar perturbations within a common
semi-analytical approach, thereby opening the possibility for more detailed analyses of the rich
phenomenology of axion inflation in future work.



iii

Acknowledgements

I would like to extend my sincerest gratitude to all the people who supported me throughout the
years I spent working towards my PhD.

My first thanks go to my advisor Kai Schmitz for giving me the opportunity to pursue my PhD in
his research group. I was fortunate to have been among its first members, and to have experienced
firsthand how Kai’s dedication, enthusiasm, and commitment to both his work and his students
shaped the group into what it is today. Throughout this time, Kai provided me with guidance and
support, while also encouraging me to always aim higher. For, this I am deeply grateful.

I would also like to thank Oleksandr Sobol, who was in many ways a second advisor to my PhD.
All projects presented in this thesis were developed in close collaboration with him, and I benefited
enormously from his insight and experience.

My sincere thanks also extend to Ruth Durrer, Deepen Garg, Marco Peloso, Lorenzo Sorbo, and
Stanislav Vilchinskii for our fruitful collaboration on two of the articles I present in this thesis.

During my PhD, I was lucky to have had the opportunity to pursue an extended research stay at
West Virginia University, and I want to thank Maura McLaughlin for hosting me. During this stay,
I had the great pleasure of meeting many delightful people, and I want to especially thank Antik
Sihi and Jackson Taylor for making my time in West Virginia as enjoyable as it was.
I also would like to thank Marco Peloso for hosting me at the University of Padova for a brief
research visit there.

Pursuing a PhD can be a dull affair without good colleagues to accompany it, and I was fortunate
enough to have had many of them. For our shared time together, I want to thank Amin Abouibrahim,
Adeela Afzal, Olivia Bitcon, Jonah Fabian, Adrian Finke, Doa Hashemi, Pia Leonie Jones, Justus
Kuhlmann, Laura Moreno Valero, Johannes Pirsch, Anne Poppe, Peter Risse, Rafael Lino dos
Santos, Colum de Vries, Luca Paolo Wiggering and Jan Wissmann.
My special gratitude is also to Jan-Christopher Knetsch and Katrin Greve who consistently stood
by my side as both colleagues and friends while I was writing this thesis.
Most of all, I want to thank Tobias Schröder. Not only have we been colleagues and office mates
for three years, but through our shared experience we have grown into close friends. I will fondly
remember the many discussions and laughs that we shared throughout this time.

At this point, I would also like to thank my colleagues who have taken time out of their day
to proofread this thesis and to provide me with valuable feedback. My gratitude goes to Jan
Christopher Knetsch, Justus Kuhlmann, Paolo Pianizzola, Oleksandr Sobol, Tobias Schröder and
Colum de Vries.

Finally, I am lucky to have many people dear to me who always stand by my side. I want to thank
Flippi, Clu, Eros, Ella, Silvia, Reto, Pauli, and Rino for all their love and support during my PhD.
I also want to thank my family for providing me the stability that I needed in my academic pursuit.
My love goes to my father Arnold, my mother Sigrid, my sister Lorenza, and my brother Leonard.
And never forget the dogs, Lara and Yuri, for what would life be without them?





v

List of Publications

The following lists the author’s contributions to the original publications/preprints that are included
in this thesis. The articles are given in chronological order:

[1] R. von Eckardstein, M. Peloso, K. Schmitz, O. Sobol, L. Sorbo; Axion inflation in the
strong-backreaction regime: decay of the Anber-Sorbo solution, JHEP 11 (2023) 183
[2309.04254]
This work was conceptualized by K. Schmitz and O. Sobol. I actively participated
in these discussions. Together, O. Sobol and I developed the strategy to initialize the
gradient-expansion formalism (GEF) in the Anber–Sorbo solution. The results and
figures in this article were produced by O. Sobol, while I partially cross-checked them
and produced the data for Figs. 9 and 10. The manuscript was written by O. Sobol,
K. Schmitz and M. Peloso, while L. Sorbo and I helped finalize it.

[2] R. Durrer, R. von Eckardstein, D. Garg, K. Schmitz, O. Sobol, S. Vilchinskii; Scalar
perturbations from inflation in the presence of gauge fields, Phys. Rev. D 110 (2024)
4, 043533 [2404.19694]
This work was initiated by R. Durrer, O. Sobol and S. Vilchinskii. The formalism
present in this article was devised by O. Sobol and S. Vilchinskii while D. Garg and
I realized its numerical implementation. I produced the final numerical data for this
article which D. Garg cross-checked. All figures in this article were created by myself.
The manuscript was written by R. Durrer, O. Sobol, D. Garg, and S. Vilchinskii, while
K. Schmitz and I helped finalize it.

[3] R. von Eckardstein, K. Schmitz, O. Sobol; On the Schwinger effect during axion
inflation, JHEP 02 (2025) 096 [2408.16538]
This work was initialized by K. Schmitz and O. Sobol. The idea for the mixed picture
representation of the induced Schwinger current was brought forth by O. Sobol and K.
Schmitz. O. Sobol and I independently derived the corresponding expressions. The
idea for the Schwinger pair-creation scale was proposed by O. Sobol. I devised its
implementation into the equations of motion for axion inflation. The implementation
of the revised effective model into the GEF was worked out by myself with input from
O. Sobol. All results in this article were produced by myself, while O. Sobol partially
cross-checked them. I created all figures in this article. O. Sobol and I wrote the
manuscript and finalized it together with K. Schmitz.

[4] R. von Eckardstein, K. Schmitz, O. Sobol; Gravitational waves from axion inflation in
the gradient expansion formalism. Part I. Pure axion inflation, JHEP 01 (2026) 018
[2508.00798]
This work was initialized by K. Schmitz, O. Sobol and myself. I derived all expressions
and formulae in the article, realized their numerical implementation, produced all
results and created all figures. The manuscript was written by myself and finalized
with the aid of K. Schmitz, O. Sobol.

[5] R. von Eckardstein, K. Schmitz, O. Sobol; Gravitational waves from axion inflation in
the gradient expansion formalism. Part II. Fermionic axion inflation, JHEP 03 (2026)
072 [2509.25013]
This work was initialized by K. Schmitz, O. Sobol and myself. I derived all expressions
and formulae in the article, realized their numerical implementation, produced all
results and created all figures. The manuscript was written by myself and finalized
with the aid of K. Schmitz, O. Sobol.

https://arxiv.org/abs/2309.04254
https://arxiv.org/abs/2404.19694
https://arxiv.org/abs/2408.16538
https://arxiv.org/abs/2508.00798
https://arxiv.org/abs/2509.25013


vi

[6] O. Sobol, R. von Eckardstein, E. Koch, S. Gurevich, U. Thiele, K. Schmitz; Nonlinear
physics of axion inflation [2603.02570] (preprint)
This work was initialized by K. Schmitz, O. Sobol as a continuation of Ref. [1].
All results and figures in this article were produced by O. Sobol. I participated in
discussions that lead to its conceptualization, and my software package [7] was used to
produce the results in Fig. 6 in this article. The manuscript was written and finalized
by O. Sobol, while I added minor comments.

The following software package was developed alongside this thesis:

[7] R. von Eckardstein; GEFF: The Gradient Expansion Formalism Factory [2510.12644]
GitHub repository: github.com/richard-von-eckardstein/GEFF
Documentation: richard-von-eckardstein.github.io/GEFF
This software package was fully developed by myself. I wrote the documentation and
the manual. The package was used to obtain the results in Refs. [4, 5] and partially
those of Ref. [6]. It was also used to obtain several results and figures in this thesis
which were not included in the original publications listed above.

Furthermore, the author contributed to the following publications during his doctoral training, but
they are not included in this thesis:

[8] G. Weymann-Despres, S. Henrot-Versillé, G. Moultaka, V. Vennin, L. Duflot, R. von
Eckardstein; MSSM inflation revisited: Toward a coherent description of high-energy
physics and cosmology, Phys. Rev. D 108 (2023) 2, 023511 [2304.04534]

[9] NANOGrav Collaboration (A. Afzal et al.); The NANOGrav 15 yr Data Set: Search
for Signals from New Physics, Astrophys. J. Lett. 951 (2023) 1, L11, Astrophys. J.
Lett. 971 (2024) 1, L27 (erratum) [2306.16219]

[10] NANOGrav Collaboration (G. Agazie et al.); The NANOGrav 15 yr Data Set: Running
of the Spectral Index, Astrophys. J. Lett. 978 (2025) 2, L29 01 (2023) 11 [2408.10166]

The author also contributed to the development of the following software package for pulsar-
timing–array data analysis which was used in Refs. [9, 10]:

[11] A. Mitridate, D. Wright, R. von Eckardstein, T. Schröder, J. Nay, K. Olum, K. Schmitz,
T. Trickle; PTArcade [2306.16377]
GitHub repository: github.com/andrea-mitridate/PTArcade
Documentation: andrea-mitridate.github.io/PTArcade/

https://arxiv.org/abs/2603.02570
https://arxiv.org/pdf/2510.12644
https://github.com/richard-von-eckardstein/GEFF
https://richard-von-eckardstein.github.io/GEFF
https://arxiv.org/abs/2304.04534
https://arxiv.org/abs/2306.16219
https://arxiv.org/abs/2408.10166
https://arxiv.org/pdf/2306.16377
https://github.com/andrea-mitridate/PTArcade
https://andrea-mitridate.github.io/PTArcade/


vii

Conventions

The following conventions are consistently maintained throughout this thesis.

In our metric signature, the Minkowski metric is given by ηµν = diag(+,−,−,−). We will
furthermore use Greek indices for four-vectors and Latin indices for Euclidean three-vectors.
Additionally, we define the define the Levi-Civita symbol in four dimensions such that ε0123 = 1.

Our convention for the flat Friedmann–Lemaître–Robertson–Walker metric is to write the line
element as

ds2 = gµνdx
µdxν = dt2 − a2(t)δijdx

idxj = a2(η)
(
dη2 − δijdx

idxj
)
,

with scale factor a, physical time t, conformal time η. Unless stated otherwise, f ′ denotes the
derivative of f with respect to conformal time, while ḟ denotes the derivative with respect to
physical time.

Our convention for Fourier transformation in d dimensions is

X(x) =

∫
ddk

(2π)d/2
X̃(k)eikx

X̃(k) =

∫
ddx

(2π)d/2
X(x)e−ikx

Throughout this thesis, we work in natural units, c = ℏ = 1, and define the reduced Planck mass
as MP = 1/

√
8πG ≃ 2.435× 1018GeV.
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1

Introduction

Over the last decades, increasingly precise measurements of the cosmic microwave background
(CMB) have provided cosmologists with detailed insights into the physical state of our observable
Universe in the earliest stages of cosmic expansion [12]. These measurements reveal that our
primordial Universe had a remarkably simple and highly symmetric structure. For one, the
uniformity of the CMB temperature across the observable sky indicates that the early Universe
was nearly perfectly homogeneous and isotropic on large scales. Furthermore, small anisotropies
in the temperature and polarization of the CMB provide evidence for the existence of small-scale
inhomogeneities in the distribution of primordial matter [13], which appear to have followed a
nearly scale-invariant and Gaussian distribution [14, 15].

This high degree of symmetry in the initial state of our Universe is consistent with our
modern understanding of cosmology. In particular, assuming the symmetric initial distribution of
primordial perturbations, the standard cosmological model, Lambda cold dark matter (ΛCDM),
accurately describes their subsequent evolution into the large-scale structure observed today [16].
However, what ΛCDM does not provide is a mechanism for generating these initial conditions.

Instead, the prevailing idea in modern cosmology is that these conditions have their origin
in a hypothesized phase of cosmic inflation [17–21] — a brief period of accelerated expansion
preceding the standard cosmic history described byΛCDM. During this inflationary phase, quantum
fluctuations are rapidly stretched to cosmological size, where they are converted into classical
curvature perturbations that then seed the observed CMB anisotropies [22–26].

Theoretical models that realize this idea are primarily built on the paradigm of slow-roll
inflation [19, 20]. In its simplest form, slow-roll inflation is realized through a single, minimally
coupled, scalar field. This inflaton field drives inflation by slowly rolling down its potential such that
its dominant potential energy effectively behaves as a dynamically decaying cosmological constant.
In the ensuing period of near-exponential expansion, the rapidly evolving gravitational background
then generates curvature perturbations by exciting the vacuum fluctuations of both the spacetime
metric and the inflaton field [22–26]. Similarly, this also amplifies tensor metric perturbations,
which then generate a primordial spectrum of inflationary gravitational waves (GWs) [27–31].

Indeed, this simple dynamical setup is phenomenologically successful, as it predicts a spectrum
of primordial perturbations that is nearly scale-invariant and Gaussian, consistent with modern
CMB measurements [14, 32, 33]. Meanwhile, this agreement alone does not uniquely deter-
mine the underlying microphysical structure of inflationary models, and only serves to establish
slow-roll inflation as an appealing dynamical mechanism whose observable predictions, i.e., an
approximately scale-invariant spectrum of primordial curvature and tensor perturbations, serve as
the baseline expectation for inflation.

At the same time, these predictions themselves can be sensitive to the assumptions regarding the
microphysical structure of an inflation model. In particular, interactions between the inflaton and
other matter fields, such as fermions, gauge fields, or additional scalars, can modify both the inflaton
dynamics [34, 35] and affect the spectrum of primordial perturbations that are generated during
inflation [36–40]. One important reason is that inflaton–matter interactions can be a channel for
particle production, which can be understood as an immediate consequence of coupling a quantum
field to the external time-dependent background of the evolving inflaton field [36, 37, 41–45].
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If particle production occurs during inflation, it can leave observationally distinctive signatures
from the standard predictions of slow-roll inflation. For instance, the direct coupling between the
inflaton and a matter field can source inflaton perturbations, which then modify the spectrum of
inflationary curvature perturbations. This can, for instance, lead to deviations from a Gaussian
spectrum of curvature perturbations [46–48] that can be constrained by modern CMB data [15,
49]. Similarly, GWs can be sourced by particle production, which can enhance their amplitude and
lead to spectral features that could be observed in the future through GW experiments [50–52].

Since signatures of particle production are a realistic detection prospect, it is therefore important
to make accurate predictions for them. However, a consistent computation of these observable
signatures can be challenging in certain models, as the direct interaction between the inflaton
field and the matter field can also entail that particle production can effectively backreact on the
dynamical evolution of the inflaton field itself. In systems where this backreaction is important,
this can render the entire study of inflationary particle production highly complex, as the inflaton’s
dynamics are not only linked to the expansion of spacetime itself, but also to the continued rate
of particle creation. In this case, self-consistently accounting for this backreaction is one of the
central challenges, because the overall efficiency of particle production during inflation can be
modified by these backreaction effects, which can ultimately manifest itself in the amplitude and
spectral features of the primordial perturbations that are generated by these fields.

The self-consistent description of this interplay between the dynamics of the inflaton field,
particle production, and the effect it can have on observables, is an overarching theme of this
thesis. The particular context in which this topic emerges in our work is inflation models where
the inflaton field is a pseuodoscalar that directly interacts with a species of Abelian gauge fields
through its Chern–Simons operator

L ⊃ ϕFµνF̃
µν . (1)

This interaction is widely studied in the context of inflation, because it is an efficient channel for
producing primordial gauge fields [53, 54], which leads to inflationary observables that are highly
sensitive to the dynamics of the inflaton field [55–58]. This is because gauge-field production
in this model depends exponentially on the velocity of the inflaton field, which is consistently
non-vanishing if one assumes inflation to be driven by slow-roll dynamics.

Models of inflation which incorporate an interaction as in Eq. (1) fall within the broader class of
axion inflation models [54, 55, 59–64], which are motivated by considering a realistic embedding
of an inflationary model within high-energy physics (cf. Ref [65] for a review). In models of
axion inflation, one assumes that the inflaton field is identified with an axion, which are a class
of pseudoscalar fields that are broadly studied in particle physics, cosmology, and astrophysics,
for instance as dark matter candidates [66–68], or to resolve the so-called strong CP problem of
quantum chromodynamics [69–72] (cf. Refs. [73–77] for reviews). Within the context of inflation,
axions are considered appealing inflaton candidates, as they are naturally equipped with a shift
symmetry which ensures the radiative stability of their potential. This property is highly desirable
in an inflaton field, as conventional slow-roll inflation requires a nearly flat inflaton potential to
ensure a lasting stage of inflation and to maintain consistency with CMB measurements. Within
this context of axion inflation, the classically shift-symmetric interaction of the inflaton to gauge-
fields, ϕFF̃ , is one of the main interactions that is allowed from an effective-field-theory (EFT)
perspective, and is, for instance, proposed as a compelling reheating channel in axion inflation [78–
81]. In particular, within the context of this thesis, we will simply refer to the specific model of
inflation that we are considering as “axion inflation”, although the precise high-energy physics
embedding of this model proves to be less important for our discussion.

Instead, the work we pursue here aligns with the large body of literature which studies the
phenomenological effects that are invariably linked to the efficient creation of gauge fields via the
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interaction in Eq. (1). First among these observable implications are of course the effect of gauge-
field production on the spectrum of primordial perturbations. Gauge-field-induced curvature and
tensor perturbations can be greatly enhanced at small physical scales, corresponding to physical
processes that take place near the end of inflation [82, 83]. In particular, because gauge-field pro-
duction in axion inflation depends exponentially on the inflaton velocity, the resulting perturbation
spectra can become strongly peaked at small scales. This can amplify the signal of inflationary
GWs far beyond the usual amplitude of vacuum GWs from inflation, such that this signal may even
be detectable by next-generation interferometer experiments [51, 82–88]. Similarly, the gauge-
field-induced small-scale enhancements of the curvature power spectrum can be important, as
they can favor the indirect production of primordial black holes (PBHs) [89, 90], which are often
considered as a possible dark matter candidate [91–93].

Beyond this effect on perturbations, a feature which makes the inflaton–gauge-field interaction
in Eq. (1) especially distinctive, is that it leads to the production of helical gauge fields [53, 54].
This is a consequence of coupling the inflaton to the parity-odd Chern–Simons operator: the
non-zero inflaton velocity during inflation leads to a spontaneous breakdown of parity. The helical
nature of these gauge fields also results in helical GW production, which is a unique signature that
may be used to distinguish a possible signal of inflationary GWs from axion inflation from other
primordial sources in future GW experiments [51, 58]. Other works study the production of gauge
fields in axion inflation as a mechanism for generating helical primordial magnetic fields [53,
54, 94]. Such magnetic fields are one of the main possibilities that one can evoke to explain
gamma-ray observations of blazars [95–97], which suggest the existence of large-scale magnetic
fields permeating the voids between galaxies (see Refs. [98–100] for reviews). Finally, the decay
of helical gauge fields after inflation has been proposed as a possible channel for introducing CP
violation into the SM plasma that is needed for a variety of baryogenesis scenarios [101–105].

Irrespective of the precise physical effect, the study of gauge-field production in axion inflation
requires the treatment of a complex dynamical system in which the inflaton field and gauge fields
consistently exchange energy through their interaction. As long as the production of gauge fields
remains small, these fields can be treated as effectively decoupled, and many observables, such as
GW spectra, can be computed analytically assuming conventional slow-roll dynamics of the inflaton
field [55–58]. However, many of the above-mentioned effects are most pronounced when gauge-
field production is most effective, which coincides with strong gauge-field backreaction on the
dynamics of the inflaton. In particular, gauge fields act as a source of friction for the inflaton [55],
which can reduce its velocity. This itself reduces the efficiency of gauge-field production, which
then again allows the inflaton to accelerate, resulting in a resurgence of gauge-field production.
Collectively, this leads to a complex dynamical cycle where the two fields can rapidly exchange
energy, and which ultimately needs to be studied numerically (see, e.g., Refs [106–109]).

In fact, the background dynamics of axion inflation become even more complex if one considers
that gauge fields may also couple to other charged fields like fermions. In this case, the amplification
of the gauge-field by the inflaton background can itself be a channel for particle production via
the renowned Schwinger effect [110–112]; a long-standing prediction in quantum electrodynamics
that a strong external electromagnetic field can lead to the creation of charged particle–anti-
particle pairs from the vacuum (cf. Refs. [113–115] for reviews). This mechanism can also be
efficient during inflation, provided sufficiently strong electromagnetic fields can be generated and
maintained [116–119], as is precisely the case in axion inflation [120, 121]. This additional mode
for particle production then only adds to the already rich phenomenology of axion inflation, as
charged particles can also imprint themselves on the spectrum of inflationary perturbations [122,
123], they can be a means for reheating after inflation [124], or contribute to the density of dark
matter in the present Universe [125, 126].



4 Introduction

However, just as the inflaton and gauge fields can exchange energy via their interaction, the
same is true for charged particles and gauge fields, which entails that Schwinger pair creation
during axion inflation is not a stationary process: once charged particles are produced abundantly,
they in turn affect the gauge fields themselves. This interaction can dampen the further generation
of gauge fields, which itself limits the capacity for continued pair creation to take place [127–
129]. The dynamics of this pair creation process need to be accounted for to accurately model
the production of charged particles during axion inflation. At the same time, the effect of charge
carriers is to hinder the production of gauge fields, this also reduces their potential for backreacting
on the inflaton’s evolution [128]. Accounting for such effects is also important for established
phenomenological predictions of axion inflation, as a reduced amplitude in gauge fields can, for
instance, impact predictions for GW production [121] or magnetogenesis [127, 130].

This context then sets the stage for the work we present in this thesis, wherein we revisit several
topics in the literature on axion inflation which invariable require a self-consistent treatment of the
dynamical interplay between the inflaton field, the gauge field, and possible charged particles.

In a first part, our focus is entirely on dynamical effects in axion inflation. Our first analysis
is regarding the Anber–Sorbo solution [55]: a proposed steady-state solution in the regime of
strong gauge-field backreaction, where the inflaton’s velocity and gauge-field friction maintain a
perfectly stable balance. Many early works on axion inflation assumed the stability of this solution,
and relied on it to study strong-backreaction dynamics analytically. In our work, we substantiate
claims that the Anber–Sorbo solution is unstable [131], while identifying previously unexplored
dynamical regimes in which its stability may nevertheless be realized.

While the Anber–Sorbo solution exists in systems which assume the Schwinger effect is
ineffective, our second analysis is instead dedicated to systems where it is relevant. Therein, we
revisit a prevalent effective description of Schwinger pair production in axion inflation [104, 130,
132–134], which models the backreaction of charged particles as an effective damping medium.
In our work, we resolve an existing ambiguity in this effective description regarding the precise
modelling of this conducting medium. Moreover, we propose that gauge-field damping via charged
particles should be modelled as a scale-dependent effect, in order to reflect that Schwinger pair
creation proceeds on finite distance scales. Collectively, these results lead to a revised effective
description of Schwinger damping that can be used in future applications.

Following our discussion of background dynamics, the second part of our analyses instead
aims at studying gauge fields as a source primordial perturbations. Here, we reassess existing
calculations of gauge-field-induced curvature perturbations to account for the fact that gauge fields
may not only source inflaton perturbations but also metric perturbations. Our results serve to
clarify that gauge-field-induced metric perturbations, however, appear to be a subdominant effect.
Moreover, we perform a comprehensive parameter space study of GW production to reassess their
detectability, both for models in which the Schwinger effect is ineffective, and for those where it
is efficient. One particularly important result of this work is that we establish that, even when the
Schwinger effect is effective at damping gauge-field production, GWs in axion inflation can still be a
realistic observational target for next-generation ground-based or space-born GW interferometers.

The connecting thread that is interwoven with these four analyses, is the numerical method that
we employ to treat the dynamics of axion inflation: the gradient-expansion formalism (GEF) [128,
135], which is a semi-analytical method that we rely on throughout this thesis to describe gauge-
field production and backreaction during inflation. Starting from the original GEF proposed in
Ref. [128], we continuously adapt, modify, and expand upon this method to suit our particular
purposes. Taken together, these changes amount to the development of the GEF into a more com-
prehensive numerical framework which can be used to self-consistently determine the inflationary
background evolution in axion inflation, and use this information to determine the effects on the
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spectra of primordial perturbations. The essence of this numerical framework is the Python code,
the Gradient Expansion Formalism Factory, or GEFF [7], which has been developed alongside this
thesis to obtain many of the results we present here, and which we have made publicly available
for future studies of the rich phenomenology of axion inflation.

The discussion in this thesis is then separated into three parts, each consisting of three chapters.
Part I provides the necessary theoretical background for our discussion of axion inflation. We start
in chapter 1, wherein we present the basics of cosmic inflation. Chapter 2 gives a brief introduction
to axions, in particular in the context of particle physics. Then, chapter 3 is dedicated to the
synthesis of these two topics in the form of axion inflation. In particular, this last chapter is where
we discuss the theoretical description and the phenomenology associated with the production of
gauge fields in axion inflation. In part II our attention is entirely focussed to the discussion of
the complex background dynamics in axion inflation models. We begin in chapter 4 with a broad
introduction to the GEF, and position it within the context of other numerical methods for studying
axion inflation. In chapter 5, we present the GEF’s first concrete application, in that we use it to
study the stability of the Anber–Sorbo solution, whereas chapter 6 is dedicated to the discussion
of the Schwinger effect in axion inflation. Finally, part III is where we turn our attention towards
primordial perturbations. We begin in chapter 7 by reviewing the formalism of cosmological
perturbation theory with an emphasis on sourced metric and matter perturbations. In chapter 8, we
discuss the relevance of gauge-field-induced scalar metric perturbations in axion inflation. Finally,
chapter 9 is dedicated to the discussion of GWs in axion inflation, which is where we highlight the
results of our comprehensive study regarding their detectability.
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Part I

From inflation to axion inflation
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Chapter 1

Cosmic inflation

In this chapter, we review the theoretical framework of cosmic inflation that forms the foundation for
our analysis in this thesis. Our aim is to establish the necessary physics context and quantum-field
theory (QFT) tools that we need for our later discussion of axion inflation.

We begin in Sec. 1.1 by reviewing the basic description of an expanding spacetime, and then
follow the historical motivation that led to the idea of inflation as a period of early accelerated
expansion. In Sec. 1.2, we introduce the slow-roll paradigm and discuss how accelerated expansion
can be realized through the dynamics of a scalar inflaton field. Having established this basic
dynamical model of inflation, we then discuss how perturbations are generated during inflation.
In Sec. 1.3, we examine the behavior of quantum fields in an inflationary spacetime by means of
a toy example. We then build on this discussion in Sec. 1.4, where we review how primordial
curvature and tensor perturbations are generated during slow-roll inflation. Finally, in Sec. 1.5,
we elaborate on how these perturbations may manifest themselves as anisotropies in the cosmic
microwave background (CMB), what the current observational constraints on slow-roll inflation
are, and what observable signatures primordial perturbations may induce apart from the CMB.

1.1 Prelude: Initial motivations for inflation

From a modern perspective, inflation is often studied because it provides a natural mechanism
for generating the primordial perturbations that we measure in the CMB. However, inflation also
resolves conceptual fine-tuning issues that arise when extrapolating the standard cosmic history
described by ΛCDM to early times, before the emission of the CMB. Indeed, the original proposal
of inflation by Guth [18] was made precisely to address these problems of the hot Big Bang model.

For the purposes of establishing the theoretical formulation of inflation, it proves to be instruc-
tive to first discuss how inflation resolves these conceptual fine-tuning problems as this discussion
naturally permits us to establish fundamental concepts when discussing an inflationary space-
time. To do so, we first give a short reminder regarding the basic theoretical description of
an expanding spacetime in general relativity (GR) in terms of the homogeneous and isotropic
Friedmann–Lemaître–Robertson–Walker (FLRW) metric. Following this, we then discuss the two
main problems of the hot Big Bang model, namely the horizon and flatness problems, and argue
why a period of early accelerated expansion like inflation resolves them.

The arguments we present here are thoroughly presented in many textbooks on cosmology,
with our discussion representing a synthesis of Refs. [136–138].

1.1.1 A brief reminder on FLRW cosmology

On sufficiently large scales, observations of the large-scale structure of our Universe or the CMB
suggest that our Universe can be accurately described as a statistically homogeneous and isotropic
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spacetime. In GR, the expansion of such a spacetime is described by the FLRW metric,

ds2 = gµνdx
µdxν = dt2 − a2(t)

(
dr2

1−Kr2
+ r2

[
dθ2 + sin2 θdϕ2

])
. (1.1)

Here, gµν denotes the spacetime metric coefficients with the coordinate t denoting cosmic time,
while r, ϕ, and θ denote spatial radial and angular coordinates. The constant K parametrizes
the curvature of the spacelike hypersurfaces, such that K > 0 corresponds to positive curvature,
K < 0 to negative curvature and K = 0 entails spatial flatness.1 Modern measurements of the
CMB anisotropies indicate that our Universe is consistent with a vanishing spatial curvature [16],
and we therefore assume that we can setK = 0 for much of this thesis. But, for the time-being, we
keep K general, as its value is important for the flatness problem. Finally, the spatial coordinates
(r, θ, ϕ) in Eq. (1.1) are defined to be comoving with respect to the time-dependent scale factor a.
In the case of vanishing spatial curvature, K = 0, this entails that, e.g., physical radial distances
may be obtained by multiplication with the scale factor, dphys = a(t)r.

The rate of change of the scale factor defines the Hubble rate, which we denote by

H ≡ ȧ

a
. (1.2)

Its evolution directly follows from Einstein field equations, which generally describes the dynamical
evolution of the spacetime metric gµν in GR,

Rµν −
1

2
gµνR =

1

M2
P

Tµν . (1.3)

Here, the Ricci tensor, Rµν , and the Ricci scalar, R = gµνRµν , describe the intrinsic curvature
of spacetime, the energy–momentum tensor Tµν describes matter, and MP = (8πG)−1/2 is the
reduced Planck mass. Consistency with the assumption of a homogeneous and isotropic spacetime
demands that the energy–momentum tensor is in the form of an ideal fluid,

Tµν = (ρ+ p)uµuν − pδµν , (1.4)

with ρ being a homogeneous energy density of matter, p is its pressure, and uµ is the four-velocity
of a comoving observer. Einstein equations then reduce to the Friedmann equations

H2 =
ρ

3M2
P

− K

a2
, (1.5a)

ä

a
= − 1

6M2
P

(ρ+ 3p) . (1.5b)

In particular, the first Friedmann equation (1.5a) is sufficient to describe the evolution of the scale
factor a(t). However, the second Friedmann equation (1.5b) is useful when discussing inflation,
because it establishes a criterion for an accelerating expansion, ρ + 3p < 0, and a decelerating
expansion, ρ+ 3p > 0.

1Often, one defines the FLRW metric in Eq. (1.1) such that the constantK takes values 1, −1 or 0. In this convention,
the coordinate r would be dimensionless, and the scale factor a would have units of length. Our convention differs from
this, as we define K = 1/R2

K , −1/R2
K or 0 with RK an arbitrary length scale describing curvature. This means that,

in our notation, r has units of length, and a is dimensionless. Starting from Sec. 1.2 onwards, we consistently work with
K = 0, and the value of RK will be irrelevant for us.
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The evolution of ρ is determined by covariant energy conservation, ∇µT
µ
ν = 0, which gives

the continuity equation
ρ̇+ 3H(ρ+ p) = 0 , (1.6)

For a constant equation-of-state parameter w = p/ρ, this equation may be directly integrated to
yield the well-known scaling

ρ ∝ a−3(1+w) . (1.7)

Typical equations of state in cosmology are w = 1/3 for relativistic matter (radiation), w = 0
for collisionless non-relativistic matter (dust), and w = −1, which corresponds to a cosmological
constant. In particular, from Eq. (1.5b), we can note that accelerated cosmic expansion is driven by
a fluid withw < −1/3, while decelerating expansion corresponds tow > −1/3. Therefore, out of
these three standard fluids, only a cosmological constant drives a period of accelerated expansion.

In a spacetime with vanishing spatial curvature, K = 0, one may integrate the first Friedmann
equation (1.5a) exactly to find

a(t) =

(
t

t0

)2/3(1+w)

, H(t) =
2

3(1 + w)t
, (w > −1) , (1.8a)

a(t) = eH(t−t0) , H(t) = const. , (w = −1) . (1.8b)

Here, t0 denotes a reference time at which a(t0) = 1.2 From Eq. (1.8) we can also note that a flat
FLRW spacetime with only a cosmological constant is exponentially expanding with a constant
Hubble rate, H . Such a spacetime is referred to as de Sitter space, and will be of particular
importance to the discussion of inflation.

The current standard model of cosmology, ΛCDM, assumes that cosmic expansion is driven
by the three energy-density constituents: radiation, ρr, matter, ρm, and a cosmological constant
Λ with an energy density given by ρΛ = ΛM2

P. Current CMB measurements from the Planck
satellite are consistent with a spatially flat spacetime (K = 0), with our present-day Universe being
composed of approximately 0.01% relativistic matter consisting of photons and neutrinos, 32%
non-relativistic matter which further separates into 27% cold dark matter and 5% baryonic matter,
while the remaining 68% are entirely attributed to dark energy [16]. Since the energy density of
radiation scales as ρr ∝ a−4, that of dust scales as ρr ∝ a−3, and dark energy has a constant
energy density, one can extrapolate backwards in time to conclude that the cosmic expansion
history described by ΛCDM is one in which an initial era of radiation domination is followed by
an era of matter domination, and where we are presently entering an era where the cosmological
constant Λ is dominating the energy density of the Universe.

This expansion history can also be conveniently expressed in terms of the temperature of
radiation in the Universe, T . From the viewpoint of thermodynamics, the energy density of
radiation can be written as

ρr(T ) =
π2

30
g∗(T )T 4 , (1.9)

where g∗(T ) describes the effective number of relativistic degrees of freedom that are coupled to
the thermal plasma described by ρr. From the equation of state of radiation, p(T ) = ρ(T )/3, one
may then infer that the entropy density of radiation behaves as

s(T ) =
2π2

45
g∗,S(T )T 3 , (1.10)

2A common convention is to define a(t0) = 1 to correspond to the present day.
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where g∗,S(T ) describes the effective number of relativistic degrees of freedom in entropy.3
Assuming that total comoving entropy is conserved, S = a3s = const., Eq. (1.10) implies that the
scale factor at two given moments of time, t1, and t2, is related to temperature via4

a1
a2

=
T2
T1

(
g∗,S(T2)
g∗,S(T1)

)1/3

. (1.11)

This approximately implies T ∝ a−1, such that we may equivalently describe cosmic evolution in
terms of temperature instead of time.

1.1.2 The problems of Big Bang cosmology

Having reestablished these basics of FLRW cosmology, we can now turn towards the discussion
of the flatness and horizon problem.

As we shall see in short, both of these problems arise in the context of the hot Big Bang
model because it assumes that the early periods of cosmic expansion are described purely by
decelerating expansion, i.e., first in the radiation-dominated era, and then in the matter dominated
era. Fundamentally, the two problems both relate to the fact that the comoving Hubble radius
(aH)−1 is growing during a period of decelerating expansion, or, alternatively, that the comoving
Hubble scale aH is shrinking. This can be deduced from Eq. (1.5b), which implies that

d

dt
(aH)−1 = −1

a

(
1 +

Ḣ

H2

)
= − 1

aH

ä

a
. (1.12)

In both cases, the resolution will be to assume a period of accelerated expansion prior to radiation
domination, i.e., inflation, in which the comoving Hubble radius shrinks and aH grows.

The horizon problem

The horizon problem ultimately amounts to a question of causality in FLRW spacetime. In
a decelerating flat FLRW spacetime, such as the one described by ΛCDM, there is an initial
singularity at time ti = 0 where the scale factor a(ti) = 0 vanishes, i.e., the usual Big Bang
singularity. This means, information that is exchanged with the speed of light can only ever have
traversed a finite distance until it has reached us today. The horizon problem notes that this can
amount to a fine-tuning problem in explaining how our observable Universe may have attained
a state of nearly perfect large-scale homogeneity. Extrapolating the cosmic history of ΛCDM
backwards in time, our current observable Universe would consist of thousands of local patches of
spacetime which would have been causally disconnected for much of our cosmic history (see, e.g.,
Ref. [137] for an explicit estimate of this statement). In particular, photons in the CMB would not
have had sufficient time to equilibrate, and only extremely fine-tuned initial conditions would have
allowed for the CMB photons to have a constant temperature of T0 = 2.7255K [139] across the
entire sky, as we observe it today.

To better understand why this problem arises for decelerating expansion, and how a period
of early accelerated expansion resolves it, we first need some basic aspects concerning the causal
structure of FLRW spacetime. To this end, it is useful to define the conformal time coordinate

3The subtle difference between g∗(T ) and g∗,S(T ) relates to the fact that neutrinos have a slightly lower temperature
than photons after electron–positron annihilation which occurs at a temperature T ≲ 0.5MeV.

4We shall often denote the scale-factor at time X as aX = a(tX), and will do the same for the temperature T and
the Hubble rate H .
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Figure 1.1: A schematic illustration how inflation resolves the horizon problem. Panel (a): without
inflation, the surface of last scattering in our past light cone consists of patches which do not share a
common causal past. Panel (b): with inflation, separated regions on the last-scattering surface have
been in causal contact during inflation. This figure is inspired from Ref. [138].

η =
∫
dt/a, in terms of which the FLRW metric becomes conformal,

ds2 = gµνdx
µdxν = a2(η)

(
dη2 −

{
dχ2 + χ2

[
dθ2 + sin2 θdϕ2

]})
. (1.13)

Here, we have set K = 0 for simplicity. Writing the metric in conformal time permits a simple
study of radial light-like geodesics, as they are given by dχ/dη = ±1. This way, one may deduce
the existence of two complementary horizon scales, the comoving particle horizon, χp, and the
comoving event horizon, χe. The two horizons are such that two events separated by χ > χe(t) at
time t will never reach causal contact, while events separated by χ > χp(t) at time t have never
been in causal contact at any earlier times.

Relevant for the horizon problem is the particle horizon, which is explicitly given by

χp ≡ η − ηi =

∫ t

ti

dt

a(t)
=

∫ a(t)

ai

da

a

1

aH(a)
, (1.14)

with ti and ηi denoting the initial time of cosmic expansion. In a decelerating flat spacetime, these
can be defined to be the singularity at ti = 0 corresponding to ηi = 0. From the second line, we
can note that χp(t) for a decelerating spacetime is essentially dominated by the upper integration
boundary in Eq. (1.14), i.e., χp(t) ≃ 1/(a(t)H(t)),5 as the comoving Hubble radius, (aH)−1,
grows in this case. Therefore, the particle horizon in a decelerating spacetime remains finite at any
time t > ti, which then gives rise to the horizon problem.

The opposite is true in an accelerating spacetime. Here, (aH)−1 shrinks, and we have that
χp(t) ≃ (aiHi)

−1 as aiHi ≪ a(t)H(t) for late enough times, t. In particular, for a sufficiently
long inflationary period, we have that the particle horizon at time t can be essentially infinite:
χp(t) = η − ηi ≃ (aiHi)

−1 → ∞, for ai → 0. Alternatively, we can view this as the inflationary
period extending the spacetime to earlier conformal times past η = 0: if inflation lasts sufficiently
long, one has χp(t) = η − ηi ≃ (aiHi)

−1 → ∞ such that ηi → −∞ is possible. In this way,
apparently causally disconnected patches of spacetime can actually have shared a common causal
past during inflation at negative conformal time. An illustration of this concept is given in Fig. 1.1.

5Because of this relationship, the comoving Hubble radius is also referred to as the comoving Hubble horizon.
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The flatness problem

The flatness problem is similar to the horizon problem in that it again amounts to an issue of
fine-tuned initial conditions. This time, the fine-tuning relates to the difficulty in maintaining a
Universe which is nearly perfectly spatially flat, assuming that its expansion had been decelerating
starting from the Big Bang singularity onward.

To explore the problem and its resolution through inflation, it is useful to define the density
parameter for curvature

ΩK ≡ − K

(aH)2
= 1−

∑
X

ρX
3H2M2

P

for X = m, r,Λ . (1.15)

Looking back at Eq. (1.5a), we can note that ΩK amounts to a measure of the deviation from spatial
flatness throughout cosmic expansion. As previously discussed, CMB measurements can be used
to infer that our current Universe is consistent with spatial flatness, with e.g., Planck data finding
the present-day value of ΩK to be, ΩK,0 = 0.0007± 0.0037 [140].

We can note that ΩK ∝ (aH)−2. During a period of decelerating expansion, |ΩK | therefore
grows as a function of time, such that its value in a previous era of cosmic history had to be tiny to
be consistent with zero, as we infer it today. As an example, we can estimate ΩK at the relevant
time for Big Bang nucleosynthesis (BBN), which requires

|ΩK(tBBN)| =
(

a0H0

aBBNHBBN

)2

|ΩK,0| ≃
(
TBBN

T0

)2( tBBN

t0

)2

|ΩK,0| ≲ 10−18 (1.16)

to be consistent with our current measurements. For this estimate, we used that TBBN ≃ 1MeV,
tBBN ≃ 1 s, and the current age of our Universe, t0 ≃ 13.8Gyr [16]. This means that a high
degree of fine-tuning is necessary to ensure that our Universe appears to us as consistent with
spatial flatness. Of course, the problem can be avoided if ΩK vanishes exactly. However, from a
theoretical perspective, there is no clear reason why this should be the case.

Inflation offers an appealing dynamical explanation. If we assume an inflationary period
starting at tI and ending at tF one finds that |ΩK(tF )| at the end of inflation can be tiny even if
|ΩK(tI)| ∼ O(1). The reason is that the comoving Hubble scale grows during inflation, which
entails that |ΩK(tF )| ≪ 1 as long as (aIHI)/(aFHF ) ≪ 1.

We can then use Eqs. (1.15) and (1.16) to estimate by how much the scale factor needs to
change to resolve the flatness problem:

10−18 ≳ |ΩBBN| ≃
(

aIHI

aBBNHBBN

)2

=

(
aI
aF

)2( TF
TBBN

)2

, (1.17)

with TF denoting the temperature at the end of inflation, for which we assume an instantaneous
transition to radiation domination. Moreover, we assumed a roughly constant Hubble rate during
inflation, HI ≃ HF (see further below). This can also be expressed as a bound on the duration of
inflation in terms of the logarithmic change in the scale factor, the so-called number of e-folds of
inflation, N . From Eq. (1.17), we obtain that the number of total e-folds of inflation needs to be
larger than

Ntot ≡ log

(
aF
aI

)
≳ 20 + log

(
TF
TBBN

)
≃ 61 + log

(
TF

1015GeV

)
, (1.18)

to resolve the flatness problem. Here, in the second line, we used some typical temperature scale
for the end of inflation that we will infer later on in Sec. 1.5. This number of 60 e-folds will be a
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typical benchmark for the duration of inflation that we shall frequently refer to in what follows.

The monopole problem

Besides the horizon and the flatness problem, a period of inflation can also resolve other conceptual
problems of Big Bang cosmology. One notable example is the monopole problem which is located
in the context of QFT and particle physics. Monopoles are zero-dimensional cosmic defects.
Such defects are topologically stable field configurations that may form as a consequence of the
spontaneous breakdown of local or global symmetries [141–143]. Besides monopoles, other
defects are the one-dimensional cosmic strings, two-dimensional domain walls, or textures which
are extended unstable configurations in three-dimensional space. An interested reader may find
Ref. [144] as a classic textbook on cosmic defects enlightening.

Monopoles can generically form in the spontaneous symmetry breaking of some grand unified
gauge group to the Standard Model group SU(3)c × SU(2)L × U(1)Y . A typical temperature
scale at which this is thought to occur is TM ∼ 1015GeV, which corresponds to an epoch that
lies deep inside the radiation-dominated era. The monopole problem amounts to the fact that these
stable defects essentially behave as a type of collisionless matter, ρM ∝ a−3. Their energy density
may therefore overclose the Universe, as it can come to dominate over that of radiation. A possible
solution to avoid the monopole problem is to assume inflation happens after their formation, which
dilutes their abundance before radiation domination can take place [144].

1.1.3 Accelerated expansion in the early Universe

We can surmise that a period of accelerated expansion before the radiation-dominated era is well-
motivated as a means for resolving the above problems. Our focus shall later on shift to inflation
as a mechanism for generating primordial perturbations, but the above discussion has been useful
to establish some basic concepts about an inflationary spacetime. Let us finalize these with some
concluding remarks before we move on to the discussion of inflation in the context of slow-roll
inflation.

We can note that the problems of Big Bang cosmology are only resolved if inflation lasts
sufficiently long. Indeed, we shall see in Sec. 1.5 that this is also needed for inflation to explain
the anisotropies in the CMB. Looking back at Eq. (1.12), one may note that inflation corresponds
to a period where the Hubble rate varies slowly with respect to the rate of expansion, −Ḣ < H2.
A lasting period of expansion can then be conveniently expressed in terms of the two parameters
that quantify the rate of change of H ,6

ε ≡ − Ḣ

H2
, κ ≡ ε̇

Hε
. (1.19)

These are defined such that ε < 1 implies accelerated expansion, while |κ| ≪ 1 can ensure that
a period of inflation lasts for a prolonged time. Looking at Eq. (1.8), a first naive guess for an
inflationary period is that it is driven by a cosmological constant for which ε = κ = 0. However,
such a period of inflation would never end, and there would be no transition to the radiation-
dominated epoch. A good alternative is a period of expansion driven by the potential energy of a
scalar field, which we discuss in the next section. Regardless, assuming H ≃ const. will prove to
be a good approximation for an inflationary spacetime, corrections to which are of the order of ε.

6Similar paramters encoding higher-order time-derivatives of the Hubble rate may also be defined, but we shall not
rely on them here.
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In particular, since de Sitter space corresponds to H = const., we often refer to a spacetime with
H ≃ const. as quasi-de Sitter space.

With these preliminary considerations, we can then continue by discussing how inflation can
be realized through a scalar field following the slow-roll paradigm.

1.2 Act I: Slow-roll inflation

The idea that a scalar field can drive a period of inflation was first realized by Guth [18]. His
proposal was to drive inflation by having a scalar field be initially trapped in a false vacuum state
such that its potential energy effectively acts as cosmological constant. In this model, inflation then
ends via quantum tunneling to the true vacuum. This phase transition proceeds via the formation
of true-vacuum bubbles, which collide, and releases energy in the form of radiation, thus leading
to the onset of radiation domination. However, this model suffers a “graceful exit” problem [145,
146]: either the rate of bubble nucleation cannot compete with the expansion of spacetime, and
inflation never ends, or bubble nucleation is efficient, but the radiation which is released through
bubble collisions is too inhomogeneous, in conflict with observations.

This ultimately led to the development of slow-roll inflation by Linde [19] as well as Albrecht
and Steinhardt [20] which forgoes the need for bubble nucleation to end inflation. Instead,
slow-roll inflation proposes a dynamical process that ensures a dominant potential energy and a
subdominant kinetic energy of the scalar field. In slow-roll inflation, the scalar field slowly rolls
towards its potential minimum by having the rapid expansion of spacetime act as an effective source
of friction. At the same time, any deviations from homogeneity and isotropy in the scalar field are
erased by the expansion diluting preexisting inhomogeneities.

In what follows, we will discuss the mathematical description of this model, explore various
realizations of slow-roll inflation, and discuss how the onset of radiation domination after inflation
can take place in such a model. In this, we primarily follow Refs. [137, 138], with input from
additional references as indicated.

1.2.1 Inflation driven by a scalar field

Our starting point is the action for a real scalar field ϕ with a generic potential V (ϕ) in a curved
spacetime,

S = SEH + Sϕ =

∫
d4x

√−g
[
−M

2
P

2
R+

1

2
gµν∂µϕ∂νϕ− V (ϕ)

]
, (1.20)

where SEH is the Einstein–Hilbert action, and Sϕ is the action for the field ϕ.
To obtain the classical equations of motion we vary S with respect to the metric gµν and the

scalar field ϕ. Variation with respect to the metric yields the Einstein field equations in Eq. (1.3)
with the energy–momentum tensor given by

Tµν =
2√−g

δSϕ
δgµν

= ∂µϕ∂νϕ− gµν

(
1

2
gαβ∂αϕ∂βϕ− V (ϕ)

)
. (1.21)

Variation with respect to the scalar field results in the Klein–Gordon equation in a curved spacetime,

1√−g∂µ
[√−ggµν∂νϕ

]
+

dV (ϕ)

dϕ
= 0 . (1.22)
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Obviously, the coupled equations given by Eqs. (1.3), (1.21), and (1.22) permit many possible
solutions. However, we are interested in those describing a homogeneous, isotropic and flat
spacetime, i.e., for an FLRW metric with K = 0:

gµνdx
µdxν = dt2 − a2(t)δijdx

idxj = a2(η)
[
dη2 − a2(t)δijdx

idxj
]
. (1.23)

The evolution of the scale factor is then determined by the Friedmann equations (1.5) for K = 0
with the energy density ρ and pressure p given by

ρ ≡ T 0
0 =

1

2
ϕ̇2 +

1

2a2
(∇ϕ)2 + V (ϕ) , (1.24a)

p ≡ −1

3
δjiT

i
j =

1

2
ϕ̇2 − 1

6a2
(∇ϕ)2 − V (ϕ) , (1.24b)

with ∇ = (∂x, ∂y, ∂z). The Klein–Gordon equation in an expanding background is

ϕ̈+ 3Hϕ̇− 1

a2
∆ϕ+ V,ϕ(ϕ) = 0 , (1.25)

where we denote V,ϕ = dV/dϕ and ∆ ≡ ∇2.
Obviously, our assumption of a homogeneous spacetime is only justified if ρ and p are homoge-

neous and isotropic. This motivates a perturbative Ansatz, ϕ(t,x) = φ(t) + δϕ(t,x), where φ(t)
is homogeneous and isotropic, and δϕ(t,x) are small perturbations away from it.7 In particular, we
view φ(t) as the (time-dependent) vacuum expectation value of a quantum field, φ(t) = ⟨ϕ(t,x)⟩,
and δϕ(t,x) = ϕ(t,x) − ⟨ϕ(t,x)⟩ as the quantum fluctuations around it. The notion of vacuum
we are using here will be elaborated upon in Sec. 1.3.

For the time being, we focus entirely on the classical background contribution, φ, and disregard
the perturbation δϕ. The dynamics of the scalar field and the expansion of spacetime are then
described by

H2 =
1

3M2
P

(
1

2
φ̇2 + V (φ)

)
, (1.26a)

φ̈+ 3Hφ̇+ V,ϕ(φ) = 0 . (1.26b)

In the first equation, we see that the energy density in the scalar field separates into a potential
and a kinetic contribution. Meanwhile, the expansion of the background enters the Klein–Gordon
equation as a friction term, 3Hφ̇.

It is instructive to express the acceleration of the scale factor in terms of φ,

ä =
a

3M2
P

(
V (φ)− φ̇2

)
. (1.27)

This way, it is evident that a homogeneous scalar field φ can drive a period of accelerated
expansion as long as its potential energy is dominant, V (φ) > φ̇2. To further explore the potential
for accelerated expansion, we can express the parameters ε and κ in Eq. (1.19) in terms of φ,
finding

ε = 3
φ̇2

φ̇2 + 2V (φ)
, κ = 2

φ̈

Hφ̇
+ 2ε . (1.28)

Once again, we see that accelerated expansion, ε < 1, happens for a small inflaton velocity, φ̇,
compared to the potential, V (φ). Also, one may note that maintaining inflation for a sufficient

7We use this notation consistently throughout this thesis: ϕ(t,x) is the inflaton field, φ(t) is the classical homoge-
neous field, and δϕ(t,x) are deviations from φ(t).
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time, |κ| ≪ 1 requires a small scalar-field acceleration, φ̈. The assumption that |φ̈| ≪ H|φ̇|, while
φ̇2 ≪ V (φ) are collectively referred to as slow-roll approximation. Using them in Eq. (1.26) the
approximation is expressed as

H2 ≃ V (φ)

3M2
P

, 3Hφ̇ ≃ −V,ϕ(φ) . (1.29)

A solution satisfying these conditions is called a slow-roll solution, which is an attractor solution
to Eq. (1.26) [147–149]. We may imagine such slow-roll dynamics as the scalar field φ rolling
down its potential, with cosmic expansion acting as a source of friction that maintains a nearly
constant inflaton velocity. Meanwhile, inflationary expansion is driven entirely by V (φ), which
remains nearly constant, and thus realizes a stage of quasi-exponential expansion. However, unlike
true exponential expansion through a cosmological constant, the scalar-field’s kinetic energy can
eventually become large enough to compete with the potential energy, thus stopping accelerated
expansion.

The conditions for slow-roll inflation can be entirely formulated as conditions on the scalar
potential V (φ) by defining the slow-roll parameters,

εV ≡ M2
P

2

(
V,ϕ
V

)2

, ηV ≡M2
P

V,ϕϕ
V

. (1.30)

These two parameters relate to those in Eq. (1.19) as εV ≃ ε and ηV ≃ 2ε−κ/2. Hence, inflation
happens while εV < 1, and slow-roll inflation in particular occurs for εV , |ηV | ≪ 1. Phrasing this
condition differently, we find that slow-roll inflation can occur if the inflaton field is on a potential
height V (φ) with a sufficiently small potential gradient: |V,ϕ(φ)| ≪

√
2V (φ)/MP.

Finally, let us consider the condition that ensures a lasting duration of inflation in the slow-roll
approximation. Assuming a field starting/ending atφi/e at times ti/e, the number of e-folds elapsed
during inflation can be expressed as

N =

∫ te

ti

dtH(t) =

∫ φe

φi

dφ
H

φ̇
≃
∫ φe

φi

dφ
sgn(−V,ϕ)
MP

√
2εV

. (1.31)

In this expression, the sign of the potential needs to be such that N > 0. Equation (1.31) makes it
convincing that N ≳ 60 can feasibly be achieved if εV ≪ 1, while |ηV | ≪ 1 ensures that the first
condition remains true for a sufficiently long time.

1.2.2 Models of slow-roll inflation

Now that we have established the basic formulation of slow-roll inflation, we next want to con-
sider models in which these dynamics can be successfully realized. We start our discussion by
considering two basic classes of potentials on which a stage of slow-roll inflation can take place.
These are known as the large-field and small-field models of inflation (see, e.g., Ref. [137]). As
a representation of these models, we will describe both in terms of simple power-law potentials.
However, it should be noted that the landscape of possible inflationary potentials is far more vast
than this, so much so, that an entire encyclopedia of such potentials has been compiled [150].
Following a slightly more detailed discussion of these two basic models, we then give a concise
overview about other models of slow-roll inflation, including some that go beyond a single inflaton
field on a flat potential.
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ϕ

V (ϕ)

Figure 1.2: Illustration of large-field inflation. Inflation occurs for the field at large values (red). After
inflation, the field oscillates around its minimum (blue). This figure is reproduced from Ref. [137].

Large-field models

Large-field models of inflation (historically: chaotic inflation [21]) are best exemplified by a simple
monomial potential,

V (ϕ) = gϕn , n > 0 , (1.32)

where g is some coupling constant with the appropriate mass dimension to ensure that V has
mass-dimension four. For these potential shapes, the slow-roll parameters in Eq. (1.30) are given
by

εV =
M2

Pn
2

2φ2
, ηV ≃ n(n− 1)M2

P

φ2
. (1.33)

We can see that slow-roll inflation, εV , |ηV | ≪ 1 occurs for super-Planckian field values, φ ≫
nMP/

√
2, hence the name of these models. Inflation ends when φe ≃ nMP/

√
2, which is still at a

Planckian distance from the origin of field space. The end of inflation coincides with φ̇2 ≃ V (φ),
and the remaining potential and kinetic energy then result in oscillations of the inflaton field around
the potential minimum. An illustration of this evolution is given in Fig. 1.2.

For a power-law potential, we can directly compute the duration of inflation from Eq. (1.31)
starting from some field value φ until φe ≃ nMP/

√
2,8

N(φ) ≃ φ2

2nM2
P

− n

4
=⇒ φ

MP
≃
√
2nN +

n2

2
. (1.34)

Two standard benchmarks for this model are a quadratic and a quartic inflaton potential. Taking
Eq. (1.34), one finds that 60 e-folds of inflation are realized for the inflaton field at

φ ≃
{
15.55MP , for n = 2 ,

22.09MP , for n = 4 .
(1.35)

Seeing that inflation ends at φe ≃ MP, this explicitly shows the need for the inflaton to traverse a
Planckian distance in field space in these models.

8For definiteness, we assume that φ > 0, so the sign of V,ϕ is positive.
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ϕ

V (ϕ)

Figure 1.3: Illustration of small-field inflation. Inflation occurs for the field at small values (red). After
inflation, the field oscillates around its minimum (blue). This figure is reproduced from Ref. [137].

Small-field models

As the name suggests, small-field models (historically: new inflation [19, 20]) do not require
super-Planckian field excursions to realize slow-roll inflation. This is ensured by having inflation
occur near a flat potential height. An illustration of this is given in Fig. 1.3.

To convey the idea of small-field inflation, it suffices to approximately write their potential near
its maximum at ϕ = 0 as

V (ϕ) ≃ V0 − gϕn . (1.36)

For gφn ≪ V0, the slow-roll parameters are given by

εV ≃ M2
P

2

g2n2φ2n−2

V 2
0

, ηV ≃ −gM
2
Pn(n− 1)φn−2

V0
, (1.37)

implying the hierarchy εV ≪ |ηV | for gφn ≪ V0, and inflation ends when |ηV | ∼ 1.
Evidently, for V0 ≪ gϕn, the potential in Eq. (1.36) would be similar to large-field inflation.

However, inflation occurs in a qualitatively different regime by demanding inflation end while
gφn ≪ V0. This restricts V0 to

gφn ≪ V0 ≪ gMn
P [n(n− 1)]n/2 . (1.38)

This condition, together with |ηV | ≪ 1, implies that small-field inflation typically requires n > 2.
Inflation can also occur in intermediate regimes, between small-field and large-field models. In
this case, the condition in Eq. (1.38) can be relaxed. More generally, models where inflation occurs
near a maximum in the scalar potential are referred to as hilltop inflation [151].

Note that, at larger field values, the potential V (ϕ) can significantly deviate from Eq. (1.36).
After inflation, one usually assumes the inflaton reaches a minimum in V (ϕ), around which it then
oscillates, just like in the case of large-field models (see Fig. 1.3).
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The η-problem

One question that may arise when discussing inflaton potentials is how they originate in a high-
energy theory which gives rise to the inflaton field. From the perspective of an effective field
theory (EFT), the tree-level Lagrangian can in principle have corrections from non-renormalizable
higher order terms suppressed by some UV scale Λ. Including these higher-order operators,
the Lagrangian describing the inflaton can be written as (we implicitly assume a Z2 symmetry,
ϕ→ −ϕ) [138]

Leff(ϕ) =
1

2
(∂ϕ)2 − V (ϕ)−

∑
n

cnV (ϕ)

(
ϕ

Λ

)2n

+
∑
n

dn

(
∂ϕ

Λ2

)2n

. (1.39)

For ϕ < Λ, this can be truncated at the lowest order in n, but even the dimension-six operator in
this expression gives a non-negligible correction to the ηV slow-roll parameter,

∆ηV ≃ 2c1

(
MP

Λ

)2

, (1.40)

which, for c1 = O(1) and Λ < MP spoils the flatness of the potential needed for slow-roll
dynamics, i.e., |ηV | ≪ 1. A possibility to resolve this so-called η-problem are inflation models
where the inflaton field enjoys an approximate shift symmetry, ϕ → ϕ + c, which controls large
UV corrections to the inflaton potential [59]. As mentioned in the introduction, this is the case for
axion-like fields and serves as the original motivation for studying models of axion inflation (see
chapter 3).

Alternative models

The large-field and small-field models we discussed above illustrate the basic idea behind a large
class of conventional slow-roll models which simply assume a single inflaton field with slow-roll
dynamics being regulated by the potential shape. However, there are many variants of slow-roll
inflation that go beyond this idea. In what follows, we present a selection of such alternative models
to give an impression of the variety of concepts. A detailed description of each scenario is beyond
the scope of this thesis, and we refer to the respective references for more details.

Starobinsky inflation: Starobinsky [17] realized the first successful model of inflation by
modifying gravity to allow quadratic terms in the Ricci Scalar, R, in the action for gravity,

S = −M
2
P

2

∫
d4x

√−g
[
R− R2

6M2

]
. (1.41)

In such a modified model of Einstein gravity, gravity contains an additional scalar degree of freedom
which can be identified as the inflaton field. This field can be made explicit via a transformation
of the metric, and its potential is

V (ϕ) =
3

4
M2M2

P

(
1− e

−
√

2
3

ϕ
MP

)2

. (1.42)

Ultimately, Starobinsky inflation therefore also amounts to a model of slow-roll inflation with a
single inflaton field.
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Hybrid inflation: This model realizes slow-roll inflation by introducing a second scalar field, χ
(sometimes called the “waterfall field”) [152]. The main idea is to initially have χ stabilized at
χ = 0 and the inflaton field φ = ⟨ϕ⟩ in a slow-roll potential, U(ϕ). However, the scalar potential
features a saddle point. Once φ passes it, χ acquires a non-zero vacuum expectation value while
the inflaton settles at φ = 0, thus ending inflation. For example, the scalar potential in hybrid
inflation can be of the form

V (ϕ, χ) =
1

2
(g2ϕ2 − µ2)χ2 +

h

4
χ4 + U(ϕ) + V0 (1.43)

with g, h > 0 and µ a mass parameter. One advantage of this model is in the large variety of scalar
potentials in which inflation can occur.

Multifield inflation: In a sense, hybrid inflation may be regarded as a particular scenario of
multifield inflation. As the name suggests, these models feature multiple scalar fields that are
active during inflation. There are two main varieties of multifield inflation: either slow-roll
inflation proceeds along a trajectory through field space which is not aligned with a single scalar
field, or the additional scalar fields are spectators to inflation (see, e.g., Ref. [153] for a review).

An example of the first type of multifield inflation is assisted inflation [154]. Therein multiple
scalar fields φI can support inflation, even though the potential for each individual field is too
steep. This is possible because Hubble friction is sensitive to the total energy density stored in all
scalar fields. Typically, one can express these models as single-field variants, by identifying the
direction in field space which determines the background expansion with the inflaton [155].

A common example for the second kind is the curvaton model [156–158]. Here, a heavy scalar
(the inflaton) drives inflation, while the quantum fluctuations of a light spectator field (the curvaton)
source the primordial perturbations needed to explain the CMB anisotropies (see Sec. 1.5).

K-flation: These models [159] differ substantially from the usual slow-roll paradigm in that they do
not require the inflaton’s potential energy to drive inflation. Instead, one allows for a non-canonical
kinetic term for the inflaton field, e.g.,

Sϕ =

∫
d4x

√−g P (ϕ, (∂ϕ)2) , (1.44)

where the function P admits an expansion of the kind

P (ϕ, (∂ϕ)2) =
1

2
K(ϕ)(∂ϕ)2 +

1

4
L(ϕ)(∂ϕ)4 + · · · . (1.45)

Such modified kinetic terms can, for instance, arise in the low-energy limit of string theories.

Warm inflation: All models we have discussed so far can be thought of as “cold inflation”
models, in the sense that any particle interactions during inflation are regarded as being too
inefficient to compete with Hubble expansion, such that radiative degrees do not thermalize. Warm
inflation [160, 161] considers the opposite case, assuming that a thermal bath of temperature
T ≳ H can be sustained throughout inflation. The potential energy density of the inflaton still
drives cosmic expansion, but the inflaton can now dissipate energy into its thermal environment.
A simple understanding of these dynamics can be had by considering the coupled differential
equations

φ̈+ [3H +Υ]φ̇+ V,φ = 0 , (1.46a)

ρ̇r + 4Hρr = Υφ̇2 . (1.46b)
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Here, Υφ̇ is a dissipative term and ρr is the energy density of radiation. Effectively, Υ gives
an additional contribution to Hubble friction, which can support slow-roll inflation on potentials
which would otherwise be too steep (c.f. Eq. (1.29)). In this way, warm inflation alleviates the
restrictions of a shallow inflaton potential, and one forgoes the need to reheat the universe after
inflation has ended [162]. Warm inflation also qualitatively differs in its experimentally testable
predictions: unlike in cold inflation, the primordial perturbations in warm inflation are not sourced
by quantum fluctuations but by classical thermal fluctuations instead [163]. For reviews on warm
inflation, see Refs. [164–166].

1.2.3 From inflation to radiation domination

To close this introductory discussion of slow-roll inflation, we now consider how inflation ends
and radiation domination can proceed. After (cold) inflation has ended, once φ̇2 ≃ V (φ), the
universe is cold and empty. Therefore, the inflaton field needs to transfer its energy to radiation
such that the radiation-dominated era can take place. This process of creating a hot universe after
inflation is called reheating. Here, we give only a brief overview of this topic in which we mainly
follow Ref. [167]. For a more elaborate discussion of reheating there are dedicated reviews, such
as Refs. [168–170].

To begin, we focus on the dynamical evolution of spacetime after inflation has ended, postponing
the topic of energy transfer to later. For simplicity, we assume a single inflaton field with the
potential shape around its minimum given by V (ϕ) ∝ ϕp. Following the end of inflation, one can
generically expect that the inflaton energy density is still dominant with respect to other matter
components, the only difference is that accelerated expansion has stopped. This implies that
the Hubble rate starts to decrease more rapidly, and Hubble friction for the inflaton field soon
becomes small, H ≪ Vϕ/φ̇, (c.f. Eq. (1.26)). Once this happens, the inflaton’s dynamics are
simply that of a harmonic oscillator, and the field starts to rapidly oscillate around its potential
minimum. One can associate an average energy density with the inflaton oscillations, ρ̄ϕ, with
an effective equation of state parameter w̄ϕ = p̄ϕ/ρ̄ϕ where p̄ϕ is the averaged pressure over the
oscillations. For V (ϕ) ∝ ϕp one can compute that this average equation of state parameter is given
by w̄ϕ = (p− 2)/(p+ 2) which follows from the virial theorem [171].

Assuming cosmic expansion during reheating is indeed driven by inflaton oscillations with a
constant equation of state w̄ϕ, one can estimate the duration of the reheating phase by considering
that reheating ends when thermal radiation has reached ρr(Treh) = ρ̄ϕ with Treh the reheating
temperature. Obviously, this requires the inflaton to lose energy into radiation, a discussion of
which follows shortly. For now, we assume the energy transfer is only important in the final stages
of reheating, such that expansion is driven by ρ̄ϕ ∝ a−3(1+w̄ϕ). The duration of reheating in terms
of e-folds is then easily found to be given by

Nreh ≃ 1

3(1 + w̄ϕ)
log

(
90M2

PH
2
end

π2g∗(Treh)T 4
reh

)
, (1.47)

whereHend is the Hubble rate at the end of inflation. A useful simplification that one often makes is
instantaneous reheating, an immediate conversion of inflaton energy into radiation, i.e.,Nreh = 0.
In this case, the reheating temperature is related to Hend by

Hend =
πT 2

reh

3MP

√
g∗(Treh)

10
, (instantaneous reheating) . (1.48)

The two most common types of processes by which the inflaton field can transfer its energy
into thermal radiation are referred to as perturbative reheating and preheating. As the name
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suggests, perturbative reheating relates to the perturbative decay of inflaton particles into other
particle species. Such reheating processes were proposed early on in the development of inflation,
in particular in Refs. [172–174]. For scalars, three-scalar interactions are typically relevant, e.g.,
gϕχ2 with ϕ the inflaton, and χ a second scalar field. For fermions, one can consider a Yukawa
coupling, ϕψ̄ψ, where ψ denotes the fermion field.

Preheating concerns nonperturbative production processes wherein secondary particles are
produced far from thermal equilibrium, and later decay to radiation. The first to study preheating
processes were Refs. [41, 42], whose work was further developed by Refs. [43–45]. In these first
models, the authors considered a quartic coupling, gχ2ϕ2, between the inflaton and a second light
scalar field, χ. The production of scalar bosons then proceeds via a parametric resonance, as scalar-
field fluctuations are effectively sourced by the oscillations of the classical background inflaton
field, φ, leading to a large occupation number of bosons. Via the same mechanism of parametric
resonance, inflaton couplings to fermions, e.g., Yukawa interactions, can also lead to efficient
preheating, despite Pauli-blocking limiting the occupation numbers of fermions [175–179]. A
different type of production mechanism takes place in models like hybrid inflation, where a second
scalar descends from a local maximum as the inflaton field is oscillating. In this process, the mass
of the second scalar field can become tachyonic, resulting in abundant particle production [180,
181]. A tachyonic instability also is the mechanism of gauge-field production in axion inflation, as
we shall discuss in chapter 3.

Note that also more exotic scenarios of reheating exist, for example via Hawking evaporation
of primordial black holes [182] (for more on primordial black holes, see Sec. 1.5).

1.3 Intermission: Quantum fields during inflation

The previous section has established the basic dynamical picture of slow-roll inflation up until
the epoch of radiation domination. In the following sections, we want to consider how the
vacuum fluctuations of quantum fields during inflation generate the primordial perturbations that
are ultimately thought to leave observable imprints in our present-day Universe, most notably by
sowing the seeds for the CMB anisotropies.

However, a full analysis of inflationary perturbations involves intrinsic subtleties related to
perturbation theory in GR which are conflated with the discussion of QFT in an expanding
background. We intend to separate these two topics by first discussing a simple, yet instructive, toy
model example: a scalar field with a mass term during a phase of accelerated expansion. We will
give a rather thorough presentation of this example, as it allows us to establish several important
features of QFT in curved spacetime that are relevant when we describe the production of gauge
fields during axion inflation in later parts of this thesis.

The discussion we present here is based on Ref. [183], with some additional insights taken
from Ref. [138]. A classic textbook on QFT in curved spacetime is Ref. [184].

1.3.1 Canonical quantization in an expanding spacetime

To start, we take the action for a scalar field ϕ as in Eq. (1.20) with a potential V (ϕ) = m2ϕ2/2.
Instead of first deriving the equations of motion, we immediately restrict the metric to that of flat
FLRW space and obtain

Sϕ =
1

2

∫
dx3dη a2

[
ϕ′2 − (∇ϕ)2 −m2a2ϕ2

]
, (1.49)
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with η denoting conformal time. This closely resembles the action for a scalar field in flat spacetime,
except for the appearance of the scale factor, a. To make the resemblance more pronounced, we
introduce an auxiliary field, χ = aϕ whose action is

Sχ =
1

2

∫
dx3dη

[
χ′2 − (∇χ)2 −

(
m2a2 − a′′

a

)
χ2

]
. (1.50)

Varying this action with respect to χ, we get the equation of motion (EOM)

χ′′ −∆χ+

(
m2a2 − a′′

a

)
χ = 0 , (1.51)

which resembles the well-known Klein–Gordon equation in flat spacetime except for the time
dependent mass, m2

eff(η) = m2a2 − a′′/a.
To quantize χ, one follows the usual steps; identifying its canonically conjugate momentum

π = χ′, and promoting both to operators by imposing the equal-time commutation relations,

[χ(η,x), π(η,y)] = iδ(3)(x− y) , (1.52a)

[χ(η,x), χ(η,y)] = [π(η,x), π(η,y)] = 0 . (1.52b)

Next, we would like to go to Fourier space, and introduce creation and annihilation operators just
as we would for flat spacetime. However, we need to take into account the time-dependent mass
term. Therefore, consider instead the following Ansatz,9

χ(η,x) =

∫
d3k

(2π)3/2

[
vk(η)âk + v∗k(η)â

†
−k

]
eik·x , (1.53)

where “∗” denotes complex conjugation and “†” the hermitian conjugate. The expression is written
such that χ is real. The time-dependent coefficients, vk are called mode functions. The EOM for
χ implies that vk must solve,

v′′k +
(
k2 + a2m2 − a′′

a

)
vk = 0 . (1.54)

Turning to the operators â†k and âk, we would like to interpret them as creation and annihilation
operators, so they should obey the canonical commutation relations,

[âk, â
†
k′ ] = δ(3)(k − k′) , [âk, âk′ ] = [â†k, â

†
k′ ] = 0 . (1.55)

This would allow for the definition of a vacuum state |0⟩a via ak |0⟩a = 0. We thus want âk and â†k
to satisfy Eq. (1.55), but, at the same time, χ and π = χ′ need to obey the equal-time commutation
relation in Eq. (1.52). The two conditions impose a constraint on the mode functions vk and v∗k:

W [vk, v
∗
k] ≡ v′kv

∗
k − (v∗k)

′vk = i . (1.56)

Equation (1.56) is equivalent to stating that vk and v∗k need to be linearly independent solutions to
Eq. (1.54) (with the correct normalization). However, this condition is not sufficient to uniquely
define vk and v∗k. Alternative mode functions satisfying Eq. (1.56) can be constructed by performing

9For notational simplicity, we henceforth denote only the creation and annihilation operators of fields with hats,
while the operator nature of all other quantities is left implicit.
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a Bogolyubov transformation:

uk = αkvk + βkv
∗
k , u∗k = α∗

kv
∗
k + β∗kvk with |αk|2 − |βk|2 = 1 . (1.57)

It is easy to show that then W [uk, u
∗
k] = i. Expressing Eq. (1.53) in terms of the new mode

functions uk, we can see that the Bogolyubov transformation also leads us to define new operators,

b̂k = α∗
kâ−k − β∗k â

†
k , b̂†k = αkâ

†
k − βkâ−k . (1.58)

Becauseuk satisfiesW [uk, u
∗
k] = i, these new operators also obey canonical commutation relations

as in Eq. (1.55), and we can define a vacuum state for them via b̂k |0⟩b = 0. Since b̂k and b̂†k are
linear combinations of âk and â†k, this vacuum state is clearly distinct from |0⟩a, unless βk = 0.
Thus, a transformation such as in Eq. (1.57) effectively amounts to a redefinition of our vacuum
state. To fix a vacuum state, we need to impose conditions that uniquely define the mode functions
vk(η) and v∗k(η), for example, by defining boundary conditions for them.

For the problem at hand, a quantum field during inflation, there is a standard notion of vacuum,
and thus a standard choice of initial conditions. To motivate the choice, consider as a simplification
the case of a perfect de Sitter expansion, with a constant Hubble rate, H = const, and an exact
relationship between conformal time, η, and the comoving Hubble scale, η = −1/(aH), with
η ∈ (−∞, 0). In this case, Eq. (1.54), simplifies to

v′′k +
[
k2 −

(
2− m2

H2

)
1

η2

]
vk = 0 , (1.59)

which approaches a simple harmonic oscillator in the limit −kη ≫ 1:

v′′k + k2vk = 0 for − kη → ∞ . (1.60)

In this limit, Eq. (1.59) admits the standard choice of mode functions we would use in flat spacetime,
namely a positive-frequency plane-wave solution,

vk(η) →
1√
2k
e−ikη for − kη → ∞ . (1.61)

This choice of boundary condition uniquely determines the mode functions vk, and thus also
corresponds to a unique selection of a vacuum state. Boundary conditions of this type are called the
Bunch–Davies initial conditions, and the associated vacuum is the Bunch–Davies vacuum [185]. It
corresponds to the vacuum state that we can define in the far distant past, η → −∞, for a comoving
observer, when the Hubble radius, H−1, is far greater than the reduced wavelength λ = a/k → 0
for any quantum fluctuation of comoving momentum k.10 In a flat FLRW spacetime, the Hubble
radius H−1 gives an estimate of local curvature such that a mode with k ≫ aH can effectively
be viewed as oscillating in a locally flat spacetime. Since we are working in the Heisenberg
picture, time dependence is carried by the operators χ and π, and the Bunch–Davies vacuum is
time-independent. It is this vacuum which we have implicitly assumed in section 1.2.1, when we
identified the inflaton background field as a vacuum expectation value, e.g., φ = ⟨ϕ⟩.

1.3.2 Super-horizon evolution and classicalization

Having fixed the initial conditions for the mode functions vk, one can now solve the mode equation
in Eq. (1.54) to obtain their time evolution. To keep things simple, we will continue to assume

10For simplicity, we define the reduced wavelength as λ = λ/(2π) with λ the physical wavelength.
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perfect de Sitter space. Assumingm2 < 3H2/2, a solution to Eq. (1.59) with the correct boundary
conditions (up to a phase) is then given by

vk(η) =

√
π|η|
2

H(1)
ν (−kη) with ν =

√
9

4
− m2

H2
. (1.62)

whereH(1)
ν (x) is the Hankel function of the first kind (see, e.g., Ref. [186]). Using the asymptotics

of the Hankel functions, we can now consider also the late-time limit, −ηk ≪ 1. We get,

vk(η) → −i 1√
πkν21−ν

Γ(ν)|η|1/2−ν for − kη → 0 , (1.63)

where Γ denotes the Euler Gamma function. For m2 ≪ H2, this corresponds to a linear growth
with the scale factor a(η). Besides the fact that this is a growing solution, the more important
observation is that the mode function vk has stopped oscillating in the late-time limit. To obtain
physical intuition of this behavior, remember that −ηk ≪ 1 implies k ≪ aH , which corresponds
to the mode function’s reduced physical wavelength, λ = a/k having been stretched to a size much
larger than the Hubble radius, H−1. We say that the mode has frozen on super-horizon scales.

Another important implication of Eq. (1.63) can be understood by considering the original
field operators χ and π in the limit η → 0. From Eq. (1.53), one finds

χ(η,x) ∝ |η|1/2−ν
∫

d3k

(2π)3/2
1

kν

(
âk − â†−k

)
eik·x , (1.64a)

π(η,x) ∝ |η|−1/2−ν
∫

d3k

(2π)3/2
1

kν

(
âk − â†−k

)
eik·x ∝ −1

η
χ(η,x) . (1.64b)

The direct proportionality between χ and π means that the two fields commute for η → 0, and their
equal-time commutator vanishes. The standard interpretation of this is that the quantum fields have
classicalized due to the rapid expansion of spacetime. Therefore, we view a quantum fluctuation
with wavenumber k as classical once it reaches super-horizon scales, k ≪ aH [187].

As a last step, we should remember that the physical field is not χ, but rather ϕ = χ/a. For a
light scalar field,m2 ≪ H2, we have seen that the mode function forχ grows linearly with the scale
factor in the late time limit. This implies that modes of the field ϕ in fact become constant when
their wavelength has grown to super-horizon size. In particular, this has important implications for
inflationary perturbations, as we shall discuss in Sec. 1.5.

The above conclusions indicate remarkable features about quantum fields in de Sitter space.
However, during inflation, we do not in actuality have exponential expansion, and the Hubble rate
will mildly drift over time. However, these effects are typically small (in particular because εV ≪ 1
during slow-roll inflation) and we can therefore assume that our conclusions also apply to a period
of inflation, and in particular to the inflaton field itself.

1.3.3 The spectrum of a light scalar field during inflation

As a last point, we now want to determine the spectrum of a light scalar field ϕ in de Sitter space,
which establishes an important result for the next section.

Using Eq. (1.53) and ϕ = χ/a, we first determine the two-point correlation function of ϕ,
which is given by

⟨ϕ2⟩ = 1

a2

∫ ∞

0

dk

k

k3

2π2
|vk(η)|2 . (1.65)
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Remembering the asymptotic behavior of the mode function vk for k → ∞, we see that this
integral diverges in the UV. This should not come as a great surprise to us, considering that
any mode vk(η) with −kη ≪ 1 effectively corresponds to a quantum harmonic oscillator in its
vacuum configuration (see Eq. (1.61)), and we are integrating over infinitely many of these. This
divergence is then just one of the usual UV divergences of QFT. A simple method to regularize it is
to introduce an effective cut-off at the horizon scale, kH = aH . Since modes with k ≪ aH have
already stopped oscillating, and we view them as classical, this effectively removes any quantum
oscillations in Eq. (1.65).11 Keeping only leading terms in aH/k, we then get

⟨ϕ2⟩reg. =
(
H

2π

)2 22νΓ2(ν)

2π

∫ kH

0

dk

k

(
k

aH

)3−2ν

=

(
H

2π

)2 22νΓ2(ν)

2π(3− 2ν)
. (1.66)

From this result, one may then infer the spectrum of scalar field perturbations as a function of
wavenumber by taking its logarithmic derivative with respect to k. This yields

∆ϕk ≡
√

d ⟨ϕ2⟩
d log k

=

(
H

2π

)
2νΓ(ν)√

2π

(
k

aH

)3/2−ν
→
(
H

2π

)
for

m2

H2
→ 0 (1.67)

This is the well-known, and fundamental result that the spectrum of a light scalar field is nearly
scale-invariant for modes that have excited the horizon, i.e., with k ≪ aH . Not only is the spectrum
nearly flat, it is also time independent as a consequence of the freezing of super-horizon modes for
nearly massless scalar fields. Moreover, this spectrum is Gaussian: If we had computed higher-
order correlation functions of ϕ, Eq. (1.53) would imply that odd-numbered n-point correlators
will vanish, while even-numbered ones are given in terms of two-point correlators.

1.4 Act II: Primordial perturbations from slow-roll inflation

In the previous section, we have seen that vacuum fluctuations of massless scalar fields are
continuously stretched to super-horizon scales during inflation, where they then classicalize and
freeze. In slow-roll inflation, this process takes place for the perturbations in the inflaton field and
the spacetime metric. This sources a spectrum of nearly scale-invariant and Gaussian primordial
perturbations, which then manifest themselves in later epochs of cosmic expansion as scalar
perturbations to the Universe’s homogeneous density [22–26], and as primordial gravitational
waves (GWs) [27–31].

In this section, we briefly establish these predictions for slow-roll inflation, before reviewing
in the next section how measuring the traces of these primordial perturbations in the CMB or with
GW observatories can allow insights into the physics of inflation. To this end, we first give a
brief overview of important ideas that we need to describe perturbations to a flat FLRW spacetime
before we present the standard results for inflationary perturbations from slow-roll inflation.

It should be noted that part III of this thesis is fully dedicated to the discussion of inflationary
perturbations, where we consider how the results we state below change when we account for
gauge-field production in the model of axion inflation. As part of this later discussion, we naturally
derive many of the results that appear in what follows, and we therefore give only a concise
description of this topic here. The discussion of inflationary perturbations can also be found in
many textbooks and lecture notes on inflation. We mainly rely on Refs. [137, 138, 190] as the basis
for our discussion, with additional insights taken from Refs. [191, 192].

11There are more sophisticated techniques for regularizing Eq. (1.65), for example Pauli–Villars regularization or
adiabatic subtraction [188, 189], however we will not use these in this thesis.
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1.4.1 Preliminary considerations

Thus far in this chapter, we have always assumed a purely homogeneous and isotropic Universe
described by the flat FLRW metric in Eq. (1.23). Now, we want to consider perturbations to
this homogeneous and isotropic background as these are what ultimately generates the primordial
density perturbations and gravitational waves during inflation. In slow-roll inflation, these are given
by perturbations to the inflaton field, but also to the spacetime metric, as any inhomogeneities in
the distribution of matter are necessarily reflected in the metric according to the Einstein field
equations (1.3). The mathematical description of such perturbations is given by the formalism of
cosmological perturbation theory which one can use to study how perturbations to FLRW spacetime
evolve in time. More details on cosmological perturbation theory will be given in chapter 7, and
we here only summarize important concepts that we need in what follows.

Linear perturbations in slow-roll inflation can be described by a perturbative Ansatz for the
metric and the inflaton field

gµν(η,x) = a(η)2 (ηµν + δhµν(η,x)) and ϕ(η,x) = φ(η) + δϕ(η,x) . (1.68)

Here, ηµν is the Minkowski metric, a is the scale factor and φ is the background inflaton field.
Their evolution is given by the Friedmann and the Klein–Gordon equations in Eq. (1.26), while
δhµν and δϕ are treated as small, inhomogeneous perturbations to FLRW space. The evolution
of these perturbations can be derived by expanding the Einstein field equations (1.3), the energy–
momentum tensor of ϕ in Eq. (1.21), and the equations of motion for a scalar field in curved
spacetime in Eq. (1.22) to linear order in δhµν and δϕ.

The perturbations variables δhµν and δϕ make up the spectrum of inflationary perturbations.
In cosmological perturbation theory, these perturbations are best described as spatial three-tensors,
as this takes advantage of the fact that the background FLRW spacetime on which they evolve
is invariant under spatial translations and spatial rotations, but not under Lorentz boosts or time
translations. We denote three-tensors by Latin indices to distinguish them from four-tensors,
and we define them such that indices are raised and lowered by the Euclidean metric, δij , i.e.,
Xi

j = δikXkj . It is then advantageous to describe perturbations in Fourier space. We define the
Fourier transform of any perturbation X(η,x) (e.g., δϕ) as

Xk(η) ≡
∫

d3k

(2π)3/2
X(η,x)e−ik·x . (1.69)

The rotational invariance of FLRW spacetime also entails that the spacetime perturbations
δhµν and δϕ are best decomposed into a set of scalars, X , transverse vectors Xi with kiXi = 0,
and transverse traceless tensors Xij with kiXij = Xi

i = 0. At linear order in perturbation
theory, these scalar, vector, and tensor perturbations are decoupled, and they evolve independently
of one another. In particular, the spectrum of inflationary perturbations is described by scalar
perturbations in the spacetime metric δhµν and inflaton perturbations δϕ, which collectively can
be understood as creating primordial density perturbations, as well as tensor perturbations in δhµν
that can be understood as primordial gravitational waves, similarly to flat Minkowski space. Vector
perturbations prove to be irrelevant, as they generically decay with cosmic expansion. More details
on this scalar–vector–tensor decomposition are given in chapter 7.

In what follows, we will therefore discuss the spectra of inflationary scalar and tensor perturba-
tions. When describing these, it is important to note that inflationary perturbations that are created
during inflation are inherently stochastic in nature, as they originate from quantum fluctuations.
It is common practice in cosmology to phrase results for stochastic quantities in terms of power
spectra. Let X be a random variable, we define its power spectrum, PX(η, k), via the two-point
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correlator,

⟨Xk(η)Xk(η)⟩ = δ(3)(k + k′)
2π2

k3
PX(η, k) , (1.70)

where the implicit definition of PX(η, k) reflects the symmetry of the FLRW background: trans-
lational invariance enforces momentum conservation, δ(3)(k + k′), while rotational invariance
implies PX(η, k) only depends on k = |k|. Assuming furthermore thatX is Gaussian distributed,
all relevant statistical information on its spectrum is then contained in PX(η, k).12

1.4.2 Primordial scalar perturbations

To discuss primordial scalar perturbations, we first need to introduce the notion of gauge invariance
in perturbation theory, which is a manifestation of the freedom to choose coordinates in GR. This
freedom implies that, e.g., the metric perturbation, δhµν in Eq. (1.68) is only defined up to an
infinitesimal coordinate transformation of the kind

xµ → xµ + ξµ(η,x) , (1.71)

with the shift ξµ acting as a perturbation, |ξµ| ≪ 1. Thus, as in electrodynamics, we have a gauge
freedom in choosing ξµ which can be used to simplify calculations, but it also entails that physical
results should ultimately be expressed in terms of gauge-invariant quantities.

In particular, ξµ contains two scalar components that can be chosen to remove two of the scalar
metric perturbations or the inflaton perturbation δϕ from the mathematical description of scalar
perturbations. For instance, δϕ can be removed by an appropriate choice of ξ0, as we can note by
considering the change in the scalar field under an infinitesimal time translation

φ(η) + δϕ(η,x) → φ(η) + δϕ(η,x) + φ′(η)ξ0(η,x) for η → η + ξ0(η,x) . (1.72)

The new inhomogeneous piece, φ′(η)ξ0, constitutes a shift to δϕ, which we may even choose such
that δϕ vanishes entirely. However, this does not mean that the physical effect of δϕ is unimportant,
as such a shift simply moves it to perturbations of the spacetime metric.

In our thesis, we will use this gauge freedom to work in Newtonian gauge (or longitudinal
gauge), which removes two scalar perturbations from the spacetime metric. The perturbed FLRW
metric in this gauge can be written as the line element13

ds2 = a2(η)
[
(1 + 2Ψ(η,x)) dη2 − (1− 2Φ(η,x)) δijdx

idxj
]
, (1.73)

where Ψ and Φ are the gauge-invariant Bardeen potentials, which one can interpret as generaliza-
tions of the usual Newtonian potential, hence the name of our gauge.

The spectrum of scalar perturbations from inflation is described by the gauge-invariant comov-
ing curvature perturbation, which in our case is given by

ζ = Φ+
H

φ̇
δϕ . (1.74)

12If X encompasses multiple degrees of freedom, e.g., polarization indices, our definition implicitly assumes they
are summed over. For example, the power spectrum of a tensor perturbation, Xij , is

⟨Xij
k (η)Xij,k(η)⟩ = δ(3)(k + k′)

2π2

k3
PX(η, k) .

13Here, we only consider scalar perturbations to the spacetime metric, as they are decoupled from vector and tensor
perturbations, see above.
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The name of this variable reflects the fact that it is directly related to the perturbations of the Ricci
scalar for spatial hypersurfaces when working in comoving coordinates.

To determine the time evolution of ζ, one needs to find its equation of motion. This is done
by deriving a set of linearized Einstein equations for scalar perturbations (see Eq. (7.26)), and
combining it with the Klein–Gordon equation from Eq. (1.22) for the metric in Eq. (1.73). One
then finds the following evolution equation in Fourier space;

ζ ′′k + 2
z′

z
ζ ′k + k2ζk = 0 with z =

aφ̇

H
. (1.75)

By a change of variable, this can be written as

v′′k +

(
k2 − z′′

z

)
vk = 0 with vk ≡ zζk , (1.76)

where vk is the famous Mukhanov–Sasaki variable [193, 194]. Note that in the limit of perfect
de Sitter space, εV → 0, we have that z′′/z → a′′/a, and Eq. (1.76) is just the mode equation for
a massless scalar field, like in Eq. (1.54).14 Having already discussed this scenario at length, the
next steps are clear: we quantize vk, introduce Bunch–Davies initial conditions, and determine
its mode functions by solving Eq. (1.76). The final result for ζk = vk/z is then qualitatively the
same as for a massless scalar field; it is Gaussian, frozen on super horizon scales, and has a nearly
scale-invariant spectrum.

Phrasing this final result in terms of the power spectrum for ζ, one obtains

Pζ(ηk, k) =
(

H2

2π|φ̇|

)2

ηk

, (1.77)

where ηk denotes the time when ζk exits the horizon, i.e., k = a(ηk)H(ηk) and the subscript “ηk”
on the right-hand side denotes that the quantities are evaluated at this time. For later times during
inflation, η > ηk, the value of this power spectrum will be frozen at this amplitude.

A useful parametrization of Eq. (1.77) is

Pζ(ηk, k) = As

(
k

k∗

)ns−1

, (1.78)

where As is the amplitude of scalar perturbations, ns is the scalar spectral index and k∗ is a
reference scale at which As and ns are defined. From Eq. (1.77), we then find the standard
prediction for slow-roll inflation,

As = Pζ(η∗, k∗) =
(

H2

2π|φ̇|

)2

η∗

=
1

24π2εV,∗

V∗
M4

P

, (1.79a)

ns − 1 =
d logPζ
d log k

∣∣∣∣
k∗

≃ 1

k

d logPζ
dη

∣∣∣∣
η∗

≃ −6εV,∗ + 2ηV,∗ , (1.79b)

where the subscript “∗” indicates that the quantity is to be evaluated at the time when k∗ exits
the horizon, η∗ ≃ −1/(a∗H∗) = −1/k∗, and we have kept terms to linear order in the slow roll

14Another approach to obtain this equation is to directly expand the action Eq. (1.20) to second order in perturbation
theory, and to use it to define an action for the Mukhanov–Sasaki variable. This is usually done in either comoving
gauge (δϕ = 0) or spatially-flat gauge (δϕ = (φ̇/H)ζ), where the second-order perturbed action is particularly simple.
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parameters εV and ηV . For slow-roll inflation, εV , |ηV | ≪ 1, and the above prediction is indeed
that of a nearly scale-invariant curvature power spectrum.

Before we move on to discuss tensor perturbations, we should mention another important
feature of the scalar perturbations induced by slow-roll inflation, namely that they are adiabatic
perturbations. To understand this, consider the implications of Eq. (1.72). We have seen that an
infinitesimal shift in time, η → η + δη, is equivalent to a perturbation of the inflaton field, i.e.,
δϕ(η,x) = −φ′(η)δη(η,x). Interpreting this in a functional sense, the evolution of δϕ(η,x) at
every point in space is entirely determined by the background fieldφ(η). When scalar perturbations
induced by inflation reenter the Hubble horizon during RD, this means that all sub-components
of the thermal bath, i.e., dark matter, baryonic matter, photons, etc., are affected by a common
perturbation to their density, and they all evolve depending purely on the evolution of the background
energy density in radiation. Thus, we say that slow-roll inflation induces adiabatic perturbations,
as opposed to entropy perturbations (or isocurvature perturbations). The curvature perturbation
variable ζ in Eq. (1.74) has the useful property that it is conserved on super-horizon scales for
adiabatic perturbations, which is why we recover these properties in the case at hand.

1.4.3 Primordial tensor perturbations

The study of tensor perturbations proves to be much simpler than that of scalar perturbations.
There is no gauge freedom for tensor perturbations, and δhµν contains only a single, gauge-
invariant tensor component corresponding to two propagating degrees of freedom. The perturbed
FLRW metric in the presence of tensor perturbations is

ds2 = a2
[
dη2 − (δij + hij(η,x))dx

idxj
]
, (1.80)

where we interpret hij as gravitational waves, as we would in Minkowski space.
For slow-roll inflation, there is no source for tensor perturbations at linear order, and the

evolution equation for hij simply reads,

h′′ij + 2(aH)h′ij −∆hij = 0 . (1.81)

Again, it is in the form of a Klein–Gordon equation in an expanding spacetime, so our usual
strategy of quantization applies. The conclusion is then the same as for scalar perturbations:
tensor perturbations from slow-roll inflation are Gaussian, frozen on super-horizon scales, and
their spectrum is nearly scale-invariant.

On horizon exit, the tensor power spectrum predicted by slow-roll inflation is then given by

Ph(ηk, k) =
(

2

π2
H2

M2
P

)
ηk

. (1.82)

with ηk defined as in Eq. (1.79a). This result is conventionally parametrized as

Ph(ηk, k) = rAs

(
k

k∗

)nt

, (1.83)

where r = Ph(k∗)/Pζ(k∗) is the tensor-to-scalar ratio and nt is the tensor spectral index. The
predictions for slow-roll inflation are

r =
Ph(η∗, k∗)
Pζ(η∗, k∗)

=

(
8

φ̇2

H2M2
P

)
η∗

≃ 16εV,∗ , (1.84a)
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nt =
d logPh
d log k

∣∣∣∣
k∗

=
1

k

d logPh
dη

∣∣∣∣
η∗

≃ −2εV,∗ . (1.84b)

Notably, slow-roll inflation predicts a proportionality between the parameters nt and r. Since ϵV
is positive, Ph is red-tilted for slow-roll inflation, i.e., the power spectrum grows when going to
smaller k (as opposed to blue-tilted; the opposite case).

1.5 Act III: The observable fingerprint of inflation

Now that we have seen the basic predictions for the scalar and tensor power spectra from slow-roll
inflation, we can close this chapter by discussing how they can manifest themselves in our present-
day Universe, and what the current experimental constraints on the dynamics of slow-roll inflation
can be inferred from these predictions. To this end, we first consider how inflationary perturbations
of different wavenumber k manifest themselves on different physical length scales today. Then, we
review the current constraints on inflation from modern measurements of the CMB’s polarization
and temperature anisotropies. Finally, we discuss other direct and indirect observable signatures
that inflationary perturbation can leave beyond the CMB.

1.5.1 Super-horizon conservation: wavenumber as a clock variable

When discussing observable constraints on inflation, an important concept is that inflationary
perturbations which are generated at earlier times during inflation manifest themselves on larger
physical distance scales than those that are generated at later times during inflation. As we shall
elaborate upon in what follows, this fundamentally builds on the fact that the amplitude of the
scalar and tensor power spectrum for a given wavenumber k freezes upon horizon exit (k ≃ aH),
and that the physical distance scales corresponding to the wavenumber k are continuously stretched
to larger scales by cosmic expansion.

Consider a perturbation Xk (e.g., ζ, or hij) with its comoving wavenumber k = |k| corre-
sponding to a reduced physical wavelength λphys,k(t) = a(t)/k at time t. Because the comoving
Hubble scale increases during inflation, the perturbation exits the horizon when k = aout,kHout,k,
where we implicitly define the time of horizon exit for the wavenumber k as tout,k. At this point,
the amplitude of its power spectrum, PX(tout,k, k) will be frozen. This corresponds to the physical
wavelength of Xk being of the size as the Hubble horizon at tout,k, i.e., λphys,k(tout,k) = H−1

out,k.
The amplitude of PX then remains frozen for the remaining duration of inflation. However, once
inflation ends, accelerated expansion stops, and aH begins to decrease, as we have explained
in Sec. 1.1. Therefore, the wavenumber k reenters the horizon once k = ain,kHin,k, at a time
tin,k > tout,k. When this happens, Xk acts as a classical stochastic perturbation to the homoge-
neous Universe with a reduced wavelength λphys,k(tin,k) = a(tin,k)/k with its amplitude being
determined by the conserved value of its power spectrum, PX(tout,k, k).

If we now consider this chronology for perturbations of two distinct wavenumbers, k1 > k2, we
find that k2 exits the horizon during inflation before k1 does, while the horizon reentry for k1 occurs
before k2. Comparing their respective reduced physical wavelengths, λphys,i(t) = 2πa(t)/ki at
any time t, we see that k2 corresponds to larger wavelengths than k1 does. Thus, large-scale
perturbations originate from early times during inflation, while small scale perturbations are
sourced at later times. An illustration of this idea is given in Fig. 1.4.

In this way, by measuring the spectrum of perturbations at a reduced physical wavelength
λphys = a0/k today, we can use our knowledge of the cosmic evolution to infer the time of its
horizon exit, when k = aout,kHout,k during inflation. This can be done up to the knowledge of
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Figure 1.4: A sketch of two inflationary perturbation modesXk1 (blue) andXk2 (teal) with wavenum-
bers k1 > k2 exiting the Hubble horizon (red) during inflation and reentering it during radiation
domination (RD) or matter domination (MD). During inflation, the mode of larger wavelength (Xk2 )
exits the horizon before the one of smaller wavelength (Xk1 ) does. After inflation, the modes are
frozen (indicated by dashed lines) until they reenter as classical perturbations during RD (Xk1 ) and
MD (Xk2 ). Note the reversed order of horizon reentry with respect to horizon exit.

reheating, whose dynamics are model-dependent (see Sec. 1.2.3). Assuming instantaneous reheat-
ing, one can determine the following useful relationship between the time when a wavenumber k
has exited the horizon before the end of inflation, and its physical wavenumber today:

k

a0
≃ 2.3× 1025

(
Hend

MP

)1/2

e−Nk Mpc−1 . (inst. reheating) (1.85)

Here, Nk = log(aend/aout,k) denotes the number of e-folds before the end of inflation at which k
has exited the horizon, i.e., k = aout,kHout,k. This expression can be derived by assuming that the
Hubble rate during inflation varies slowly, Hout,k ≃ Hend, using Eq. (1.11) to relate temperature
T to the scale factor a, and then using Eq. (1.48) to relate Hend to the reheating temperature.

Equation (1.85) is useful to establish a one-to-one correspondence between a perturbation of
wavelength 2πa0/k today, and the time period during inflation at which it has left the horizon,
allowing us to essentially use the wavenumber k as a clock variable during inflation. In this sense,
experiments that probe physical distances corresponding to physical wavenbumbers k/a0 today,
probe the physics of inflation approximately at a time Nk as given by Eq. (1.85).

1.5.2 Slow-roll inflation and the anisotropies in the CMB

At present, the only direct observable constraints on inflation come from the measurements of
the polarization and temperature anisotropies of the CMB, most prominently those by the Planck
satellite [14, 16]. These measurements constrain the scalar and tensor power spectra in Eqs. (1.78)
and (1.83) from slow-roll inflation at physical wavenumbers that are thought to have left the
inflationary horizon at around 50− 60 e-folds before the end of inflation, depending on the details
of reheating. In what follows, we summarize current experimental constraints on the scalar and
tensor power spectrum form inflation, and then a discussion of what can be inferred from these
results. For reviews on CMB physics, see e.g., Refs. [195, 196].



1.5. Act III: The observable fingerprint of inflation 35

Constraints on scalar and tensor perturbations

Modern CMB measurements are accurate to a degree where they can be used to infer both the am-
plitude As and the spectral tilt ns of the primordial curvature power spectrum in Eq. (1.78). These
values are primarily determined through measurements of the CMB’s temperature anisotropies (al-
though polarization anisotropies provide complementary information, see below). During radiation
domination, primordial curvature perturbations can be understood as perturbations to the homo-
geneous background density of radiation, ρr. Such perturbations induce temperature anisotropies
in this background photon fluid (roughly, because ρr ∝ T 4). Thus, the amplitude of the curvature
power spectrum As directly sets the amplitude of temperature anisotropies, while ns quantifies the
relative amount of temperature anisotropies on small scales versus large scales.

The last dataset provided by the Planck satellite [14, 16] (PR3) finds that As and ns are
consistent with a nearly scale-invariant primordial curvature power spectrum,

log(1010As) = 3.044± 0.014 , ns= 0.9649± 0.0042 . (at 68%C.L.)

These quantities are inferred at a pivot scale kCMB = 0.05Mpc−1. The final Planck data has
been recently reassessed in a fourth data release [197] (PR4), and gives consistent results with
PR3 [198]. Recently, ground-based CMB observatories have provided a complementary mea-
surement to Planck: the Atacama Cosmology Telescope (ACT) [33, 199], and the South Pole
Telescope (SPT) [32]. Overall these measurements are in agreement with Planck. It has been
noted, however, that a combined analysis of ACT and Planck results alongside measurements of
baryon acoustic oscillations using the second data release of the Dark Energy Spectroscopic In-
strument (DESI) [200] results in a slightly higher value for the spectral tilt, ns = 0.9752± 0.0030,
which is in 2σ tension with the PR3 result [199]. Both PR3 and ACT also test for a running of the
spectral index, dns/d ln k, but find results consistent with zero [14, 33].

Primordial tensor perturbations also affect CMB photons, which is most prominently detectable
by measuring the polarization anisotropies in the CMB. Such anisotropies arise due to temperature
anisotropies at the time of last scattering and through gravitational waves affecting photon polariza-
tions as they traverse the Universe after the CMB’s emission. The resulting statistical anisotropies
are classified in terms of E- and B-mode polarization, corresponding to parity-even (E) and parity-
odd (B) contributions. Primordial scalar perturbations only induce E-mode polarization, while
tensor perturbations induce both E- and B-mode polarization. Therefore, measuring the B-mode
power spectrum is the main target for determining the amplitude and spectral tilt of the tensor
power spectrum, as given by r and nt in Eq. (1.83). However, this measurement is limited due
to B-mode polarization from gravitational lensing and galactic foreground emissions, thus CMB
measurements only place upper limits on the tensor-to-scalar ratio r and leave nt unconstrained.

The BICEP/Keck collaboration places an upper limit r < 0.036 at 95%C.L. [201] (BK18)
when combining their data with PR3. This bound has been re-evaluated using PR4, yielding the
improved upper bound [202]15

r < 0.032 . (at 95%C.L.)

SPT also constrains the tensor-to-scalar ratio, finding r < 0.25 [32], however we rely on the more
constraining PR4+BK18 limit in this thesis. Tensor perturbations at CMB scales may be detectable
by future CMB missions like CMB-S4 [204].

15See also Ref. [203] which find r < 0.03 and −1.35 < nt < 3.40 at 95%C.L. when relaxing the assumption that
r and nt are proportional as predicted by slow-roll inflation (see Eq. (1.84)).
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Implications for slow-roll inflation

Combining the upper limit on r and the measurement of As the amplitude in tensor perturbations
at CMB scales is constrained as rAs < 6.3 × 10−11. Taking the prediction for the amplitude of
tensor perturbations in Eq. (1.82), this can be translated into an upper limit on the scale of inflation,

Hinfl. < 1.8× 10−5MP or Hinfl. < 4.3× 1013GeV . (1.86)

This upper limit can also be rewritten as a constraint on the amplitude of the scalar potential at
CMB scales,

V (ϕCMB) ≲ 9.3× 10−10M4
P . (1.87)

Furthermore, assuming the maximal reheating temperature is obtained for instantaneous reheating,
one finds

Treh ≲ 5.6× 1015GeV . (1.88)

Note that we used the value Treh ≃ 5.6×1015GeV in Eq. (1.18) to deduce thatNinfl. ≳ 60 e-folds
of inflation are needed to solve the flatness problem.

Using Eq. (1.85), one can trace back the scales constrained by CMB measurements to the time
of their horizon exit during inflation. Taking the pivot scale kCMB = 0.05Mpc−1 as exemplary
one finds that CMB measurements constrain the physics of inflation at

N inst.
CMB ≃ log

(
2.3× 1025Mpc−1

kCMB

)
+

1

2

(
Hinfl.

MP

)
≲ 55.9 , (1.89)

where the last inequality comes from Eq. (1.86). Thus, even when disregarding the horizon and
flatness problems, if the aim of inflation is purely to explain the temperature and polarization
anisotropies in the CMB, current data requires about 60 e-folds of accelerated expansion at a high
scale of inflation. Additionally, as the CMB probes the power spectra for k ∼ 10−3−10−1Mpc−1,
using Eq. (1.85) we find a correspondence to a range of ∆N ≃ 5 e-folds during inflation.

Using the relationship between the slow-roll parameters εV and ηV in Eq. (1.30), and their
relationship to As, ns and r in Eqs. (1.79) and (1.84), CMB data can further be used to constrain a
large set of established slow-roll potentials. These constraints are summarized in overview figures
as in Fig. 1.5, which we have taken from Ref. [14] and which shows the results for Planck PR3 data
in combination with the 2015 data from the BICEP/Keck collaboration (BK15) [205].16 One may
note that a simple quadratic large-field inflation model is ruled out by this dataset as it predicts a
too-large value of r, whileα-attractors models [207, 208], hilltop inflation [151], or the Starobinsky
model [17] (R2 inflation in Fig. 1.5) can achieve such a small value of r.17 The model of natural
inflation [59] in Fig. 1.5 will be relevant in the context of axion inflation.

In particular, models that fall in the category of small-field inflation fare better at explaining
the low value of r, which is implied by the “Lyth bound” [209, 210]: From Eq. (1.31), one can
infer the relationship dφ/dN ≃ √

2εVMP. Thus, for εV increasing with φ (decreasing with N ),
one obtains [151]

∆φ

MP
≳
( r

10−3

)1/2 N
60
, (1.90)

Therefore, models with small field excursions ∆φ generically favor small r.
16Similar figures for other data sets can be e.g., found in Fig. 5 in Ref. [206] and Fig. 10 in Ref. [33].
17Note that the combined fit for Planck+ACT+BICEP/Keck+DESI II implies a mildly higher value for ns, and thus

disfavors some of these model, like the Starobinsky model, see Fig. 10 in Ref. [33]. However, there are tensions
between the datasets in question, and it is currently not evident that the combined result is reliable. This is however only
marginally relevant for this thesis, and we rely on the original PR4 results given at the start of this section.
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Figure 1.5: Constraints on various established slow-roll potentials from PR3 data [14]. Gray (PR3
only), red (PR3+BK15), and blue (PR3+BK15+BAO) contours give 68% and 95% C.L. regions for ns
and r at a pivot scale k = 0.002Mpc−1. Theoretical predictions for selected inflationary models are
shown as indicated in the right-hand side panel. This figure is taken from Ref. [14].

Primordial non-Gaussianity

In Sec. 1.4.1 we have argued that the perturbations from single-field slow-roll inflation are Gaussian.
However, this is not entirely true. In fact, even for single-field slow-roll inflation, the spectrum of
scalar perturbations mildly deviates from a Gaussian when computing their spectrum to second
order in perturbation theory (deviations are of the order of εV , ηV ) [211, 212]. However, in more
elaborate models of inflation, e.g., in models of k-flation or multifield inflation, the degree of non-
Gaussiantiy in the scalar sector can be more pronounced (see e.g., Refs. [213–217] for reviews).
Planck data constrains the degree of primordial non-Gaussianity (PNG) in scalar perturbations,
and thereby provides important information on models that go beyond minimal slow-roll models.
A comprehensive analysis of PNG in PR3 data is given in Ref. [15]. As we shall see in chapter 3,
gauge-field production in axion inflation also induces PNG and is therefore constrained by Planck
data. We discuss PNG in axion inflation more in chapter 8.

1.5.3 Signatures beyond the CMB

We have seen how the large physical scales accessible to us via the CMB hold a wealth of information
about the physics at early times in the inflationary evolution. However, even in simple single-field
slow-roll models, the inflaton potential could deviate significantly from the shape constrained by
the CMB, especially when approaching the end of inflation. To probe the physics at such later
times during inflation, one needs to detect the signatures that primordial perturbations can leave
on scales smaller than those probed by the CMB. To close this chapter, we present two important
possibilities which are also relevant for axion inflation, as we discuss in chapter 3.

Gravitational waves from inflation

A promising possibility to probe the physics of inflation at late times is through the direct de-
tection of a stochastic gravitational wave background (SGWB) in current or next-generation GW
observatories (see Refs. [218, 219] for reviews). In particular, pulsar-timing array (PTA) and in-
terferometer experiments can collectively cover a vast range of frequencies in GWs: PTAs such as
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NANOGrav [220], EPTA [221], or the planned SKA [222] probe nano-Hertz frequencies, ground-
based interferometers like LIGO [223, 224], Virgo [225] and KAGRA [226, 227] are sensitive
to kilo-Hertz GWs, while intermediate frequencies could in the future be covered by space-born
interferometers such as LISA [228], BBO [229] or DECIGO [230]. Collectively, these detectors
are therefore sensitive to physical scales that are roughly 9− 21 orders of magnitude smaller than
those accessible via the CMB. Thus, by measuring GWs from inflation, one could probe the physics
of inflation up to 50 e-folds after the scales relevant to the CMB have left the horizon.

However, minimal single-field slow-roll inflation predicts an amplitude in IGWs which is likely
too low to be detectable by current or next-generation GW experiments. The reason is the low
tensor-to-scalar ratio r measured at CMB scales, and the relation nt = −r/8 (see Eq. (1.84b)),
which together imply a low amplitude of GWs at CMB scales which only decreases when going to
smaller scales, thus higher frequencies.

Alternative scenarios however exist in which the amplitude of IGWs can be enhanced after
CMB scales have left the horizon. For example, a blue-tilted GW spectrum can be achieved in non-
minimal extensions of slow-roll inflation including, e.g., modifications to gravity [231, 232], or to
the kinetic term of the inflation field [233, 234], or even more exotic scenarios [235]. Alternatively,
non-standard periods of expansion with equations of states that differ from that of the usual
radiation-dominated era can blue-tilt the IGW signal from single-field slow-roll inflation [236–
238]. Current measurements by the LIGO–Virgo–KAGRA (LVK) network find no evidence for
an SGWB in their frequency range [239, 240], which can be used to constrain such models [241].
Moreover, recent PTA measurements have reported varying evidence in support of an SGWB at
nano-Hertz frequencies [242–246]. In particular, the NANOGrav collaboration have studied the
possibility of explaining this signal with a blue-tilted spectrum of IGWs [9, 10].

Alternatively, the spectrum of IGWs can be enhanced by a direct source of GWs that is active
during inflation. For instance, enhanced small-scale scalar perturbations can source such GWs at
second order in perturbation theory, which could result in a detectable signal of scalar-induced
gravitational waves (SIGWs) [247, 248] (see Ref. [249] for a review on SIGWs). In chapter 9, we
study the possibility of an enhanced GW signal sourced by gauge fields during axion inflation.

Primordial black holes

The idea of primordial black holes (PBHs) was first brought forth in Refs [250, 251], the authors
of which showed that the gravitational collapse of overdense regions in the early Universe could
result in the formation of much lighter or much heavier black holes than those originating from
stellar collapse. This motivated the study of PBHs as a candidate for dark matter [91–93] or as the
seeds of supermassive black holes in the centers of galaxies [252].

The formation of overdense regions and the collapse to PBHs can be induced when inflationary
scalar perturbations reenter the horizon in the radiation-dominated era (see e.g., Ref. [253] for a
review). For this formation to yield an appreciable amount of PBHs, one however typically requires
a scalar power spectrum that is strongly peaked, with a typical benchmark amplitude being [253]

Pζ ∼ 10−2 . (1.91)

However, given that the CMB dictates that Pζ(kCMB) ≃ 10−9 and ns < 1, one therefore does not
expect significant PBH formation from standard slow-roll inflation. Seeing as Pζ ∝ |φ̇|−2, one
way to increase Pζ for kpbh > kCMB is by having a period of ultra-slow-roll (USR) inflation on a
nearly flat region in the inflaton potential. However, other possibilities exist (see references within
Ref. [253]). Moreover, an enhanced scalar power spectrum that can lead to PBH formation is also
possible in axion inflation, and we comment further on this possibility in chapter 8.
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PBH formation can be used to constrain inflationary models. One way is to require that
PBH formation does not overproduce DM (see Refs. [254–256] for reviews). Also, there are
two interesting avenues for testing PBHs using GWs (see also Ref. [257] for a review). Firstly,
one may directly consider the GW background from PBH mergers, see e.g., the analysis by the
LVK collaboration in Ref. [241]. Secondly, PBHs also have an interesting complementarity to
SIGWs [258, 259], since both necessitate a large amplitude in scalar perturbations. Combined
analyses of SIGWs and PBH constraints have been carried out both by the LVK collaboration [241]
and the NANOGrav collaboration [9].
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Chapter 2

En route to axion inflation

In the previous chapter, we have established a foundational understanding of slow-roll inflation,
which we shall expand upon in the next chapter by considering slow-roll models that identify the
inflaton with an axion field. To provide background to this discussion, this chapter gives a first
broad introduction to axions from a particle-physics perspective, which then serves to inform our
discussion of these fields in the context of inflation in the next chapter.

From a modern perspective, axions constitute a larger class of fundamental fields whose
defining properties are that they are nearly massless pseudoscalars that interact weakly with other
matter fields (for reviews, see, e.g., Refs. [73–77]). In particular, the lightness of an axion is ensured
by an approximate shift symmetry, which is only broken by nonperturbative quantum effects. This
same symmetry also restricts the possible interactions of axions with other matter fields to be
classically shift-symmetric. From a high-energy-theory perspective, these axions can, for instance,
arise as the pseudo-Nambu–Goldstone bosons of a spontaneously broken global symmetry, or they
can generically emerge within the context of string theory.

In what follows, we shall unravel the meaning of these different aspects of an axion’s phe-
nomenology by mainly focussing on the original axion field proposed by Weinberg, Wilczek,
Peccei and Quinn [69–72]. This axion was introduced to resolve the strong CP problem of quan-
tum chromodynamics (QCD), and may also be referred to as the QCD axion to distinguish it from
other, more generic, axions, which are often called axion-like particles (or ALPs). In particular, it
needs to be emphasized that the QCD axion is not the inflaton field in axion inflation. Regardless,
discussing the QCD axion first proves to be instructive, as many of its properties will also be shared
by the axion fields that are relevant in axion inflation models.

For our discussion, we shall first consider how the QCD axion emerges within the context of
the strong CP problem in Sec. 2.1. Thereafter, we take a closer look at the QCD axion from a
more phenomenological perspective in Sec. 2.2. As part of this presentation, we also establish
basic properties of an axion field, e.g., their typical potential and the possible interactions they may
have with other matter fields. Finally, we close this chapter by giving an overview of the canonical
high-energy physics embeddings of axions in Sec. 2.3.

2.1 A detour to axions

In this first section, we take a rather extensive detour to identify the strong CP problem, and to then
introduce the QCD axion as its canonical resolution.

On the surface, the strong CP problem appears as one of several fine-tuning issues in the
Standard Model (SM) of particle physics. The QCD Lagrangian allows for a CP-violating term
proportional to a phase θQCD, which would generically induce a non-zero electric dipole moment
(EDM) for the neutron. Experimental measurements, however, are consistent with a vanishing
neutron EDM, implying that the physical CP-violating parameter of QCD is extremely small. The
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strong CP problem is, however, more subtle than this. The parameter θQCD is deeply connected to
the nontrivial vacuum structure of non-Abelian gauge theories such as QCD. This rich topological
structure is most clearly exhibited in the Euclidean formulation of Yang–Mills theory, where finite-
action field configurations known as instantons interpolate between inequivalent classical vacua.
Their existence leads to the identification of the true quantum vacua of Yang–Mills theory, the
θ-vacua, which are labelled by a continuous parameter θ. In QCD, this parameter combines with
the phase of the quark mass matrix to form the physical angle θ̄, and the strong CP problem is the
question of why θ̄ is so close to zero despite there being no clear theoretical reason for it to vanish.

The QCD axion then serves as a possible answer to this mystery. Effectively, this field behaves
as a dynamical equivalent to θ̄, and can dynamically relax this angle to zero. The mechanism by
which this occurs also gives a mass to the QCD axion. Ultimately, it is this process which proves to
be an essential cornerstone of the phenomenology of the QCD axion, and axion fields in general,
and which we seek to arrive at in this section. However, to understand this mechanism, we first
need to follow the different steps that lead to the strong CP problem in the first place. This means
we need to understand the nontrivial vacuum structure of YM theory, identify the θ-vacua, and
understand their connection to the angle θ̄. Once this is established, we can then finally introduce
the QCD axion, and learn how it attains a mass through interactions with YM instantons, while
simultaneously noting how it resolves the strong CP problem.

As our basis for this discussion we rely on two classic textbooks on quantum field theory
(QFT) [260, 261], and some additional insights on instantons are taken from Refs. [262, 263]. The
discussion of the strong CP problem and the QCD axions also draws on several review articles on
axions [73, 76, 77].

Conventions: Let us briefly state the necessary definitions for our subsequent discussion. In our
convention, the action for Yang–Mills theory in Minkowski space is,

S = −1

4

∫
d4xGaµνG

aµν . (2.1)

where the field-strength tensor Gaµν is given by

Gaµν = ∂µA
a
ν − ∂νA

a
µ + gfabcAbµA

c
ν , (2.2)

with g the gauge coupling, Aaµ the gauge field, and fabc the structure constants which we take
as real. Furthermore, we define the Lie-algebra-valued gauge potential as Aµ = AaµT

a, with T a
Hermitian matrices representing the generators of SU(N).

The Euclidean Yang–Mills action is obtained via a Wick rotation, t→ −itE , resulting in

SE =
1

4

∫
d4xGaijG

a ij . (2.3)

with the usual identification iS ≡ −SE . Note that we use Latin indices to label the directions in
Euclidean four-space, preferably from the middle of the alphabet, (i, j, k, . . . ) to avoid confusion
with group indices which we take from the beginning of the alphabet, (a, b, c, . . . ).
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2.1.1 The non-trivial vacuum structure of Yang–Mills theory

In a first step towards the strong CP problem, we need to identify the θ-vacua of a YM theory like
QCD. The key to doing so is to seek the answers to two related questions:

1. What gauge-field configurations constitute the vacuum configurations of YM?

2. Are the corresponding vacuum states eigenstates of the Hamiltonian H?

The first question is answered by considering which gauge configurations classically minimize
the energy of our theory. In YM theory, the relevant gauge configurations are those for which
the field-strength tensor vanishes, Gaµν = 0. The corresponding gauge-field configurations are
however not simply described by Aµ = 0. Rather, they are non-trivial pure gauge configurations,
A

(n)
µ , which are topologically classified in terms of an integer winding number n. Going to the

quantum theory, one can then associate to each A(n)
µ a vacuum state |n⟩.

The second question can be addressed by considering transition amplitudes between two of
these vacuum states |n⟩ and |m⟩. One can express such a transition amplitude using the path
integral, which sums over all possible gauge configurations that approach the configurations A(n)

µ

at −T/2 and A(m)
µ at T/2:

⟨m|e−HT |n⟩ ∝
∫

DAe−SE [A] . (2.4)

The path integral on the right-hand side is dominated by those classical trajectories that obey its
boundary conditions, while also having finite Euclidean action. These solutions are the instantons.
If one can identify such instantons in YM theory, one may therefore deduce that there is a non-zero
tunneling probability between the states |n⟩ and |m⟩, implying that they cannot be eigenstates of
the Hamiltonian. This observation then allows one to identify the true vacua of YM theory as
superpositions of |n⟩.

Following this logic, we go to Euclidean space to consider if Yang–Mills theory admits instanton
solutions that asymptotically approach vacuum configurations. From Eq. (2.3), one can surmise
that any field configuration with finite action needs to fall off sufficiently fast towards the boundary
of Euclidean space, i.e.,

Gaij(x) → 0 for |x| → ∞ , (2.5)

The corresponding condition on the gauge field Ai is

Ai(x) →
i

g
U−1(x̂)∂iU(x̂) for |x| → ∞ , (2.6)

where U(x̂) is an element of SU(N) with x̂ = x/|x| to ensure that Eq. (2.6) is preserved. Once
again, the asymptotic configuration approached by Ai in Eq. (2.6) has minimal energy, and one
can therefore identify it as a pure-gauge vacuum configuration that we previously remarked upon.

The notion of winding number now enters by realizing that the asymptotically pure gauge
configurations are defined by a map U : S3 → SU(N). Not every choice of U corresponds to a
distinct pure gauge configuration, as one can always perform a continuous gauge transformation
to redefine U without actually obtaining a physically different configuration. Put differently, only
maps that are not continuously transformable into each other yield inequivalent pure gauge config-
urations as |x| → ∞. Mathematically, this means one can classify the asymptotic states in Eq. (2.6)
in terms of their homotopy class in π3(SU(N)) ∼= Z [264], so every pure gauge configuration can
indeed be classified by an integer n, and we can associate them with a vacuum state |n⟩.
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In fact, any finite-action gauge configuration can be classified by an integer, which is encoded
in the following gauge-invariant combination

GaijG̃
a ij = ϵijkl∂i

(
AajG

a
kl −

g

3
fabcAajA

b
kA

c
l

)
≡ ∂iK

i , (2.7)

where G̃a ij = ϵijklGaij/2 is the Hodge dual to the field-strength tensor. Note that GaijG̃a ij is a
total derivative of a vector Ki, which we interpret as a current, whose associated charge can be
computed by integrating GaijG̃a ij over R4. The result is then given by1

∫
d4xGaijG̃

a ij =

∫
d4x ∂iK

i = lim
|x|→∞

∫
S3

dσiK
i =

32π2ν

g2
≡ Qν , (2.8)

with ν an integer, which is simply the winding number for a pure gauge configurations.
An important result for the topological charge is the so-called Bogomoln’yi inequality, which

gives a lower bound on the Euclidean action for any finite-action gauge configuration with topo-
logical charge Qν , [261, 265],

SE [A] ≥
8π2|ν|
g2

. (2.9)

One implication of this inequality is that configurations with Gaµν = 0, but non-trivial winding n,
cannot be globally assumed, as their action is strictly vanishing, in violation of Eq. (2.9). However,
solutions to the classical Euclidean equations of motion can be found which saturate the bound in
Eq. (2.9), namely the instantons of YM theory. Explicit instantons with ν = ±1 are derived in the
seminal works by Belavin et al. [265]. These field configurations are called BPST instantons,
and their associated action is SE = 8π2/g2.

Let us then consider the physical interpretation of an instanton configurationAi with topological
charge Qν and finite action SE = 8π2|ν|/g2. According to Eq. (2.6), Ai necessarily needs to
approach a pure gauge configuration as |x| → ∞. To simplify our argument, we use our gauge
freedom to set A0 = 0 such that Ai(|x| → ∞) is independent of the time-like direction x̂0 (see
Eq. (2.6)). We therefore have that Ai approaches a time-independent pure gauge for T → ±∞,
each with definite winding number n±. We can then use Eq. (2.8) to find a relationship between
the winding numbers of the asymptotic states and the topological charge of Ai, namely

ν =
g2

32π2

∫
d4xGaijG̃

a ij =
g2

32π2

∫
d4x ∂0K

0 =
g2

32π2

∫
d3xK0

∣∣∣∣T=∞

T=−∞
= n+ − n− ,

where we used that A0 = 0 means Ki = 0 for i ∈ {1, 2, 3}. Therefore, the integer ν labelling the
topological charge of an instanton gives the change in winding number effected by it when going
from one asymptotic pure gauge configuration to another.

In light of this observation, the BPST instantons with topological charge Q±1 can therefore be
understood as changing the winding number between two separate pure gauge configurations at
T → ±∞ by ±1. In light of our discussion following Eq. (2.4), we can therefore conclude that
the existence of BPST instantons implies a non-zero transition probability between vacuum states
|n⟩ and |n± 1⟩. We are thus left to conclude that the |n⟩ states cannot be the true vacuum state
of YM theory. Instead, the true vacuum states are rather the so-called θ-vacua, which were first

1For an elegant derivation of why the integration over this current yields the winding number for a pure gauge
configuration, see Ref. [261].
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identified by Callan, Dashen and Gross [266], and Jackiw and Rebbi [267],

|θ⟩ =
∑
n

einθ |n⟩ . (2.10)

Here θ is an angular parameter which can take any value in (−π, π).

2.1.2 Much ado about θ

Above, we sketched the basic line of reasoning which leads to the identification of the θ-vacua.
What we should now consider are its implications, as these bring us closer to the strong CP problem.

We start by considering the expectation value of an arbitrary operator O with respect to |θ⟩.
Using the notion of topological charge, we can express this in terms of the Euclidean path integral
as

⟨θ|O|θ⟩ =
∑
n,m

ei(n−m)θ ⟨m|O|n⟩ =
∑

ν

∫
[DA]ν O[A]e−SE [A]+iνθ∑
ν

∫
[DA]ν e−SE [A]+iνθ

, (2.11)

where the integral measure [DA]ν is to be understood as an integration over individual gauge
sectors with fixed topological charge Qν with ν = n − m. Note the effect of the θ parameter,
which adds a weight to the individual topological sectors, eiνθ. To simplify the treatment of this
term, one can use the definition of the topological charge in Eq. (2.8) to express ν in terms of
GaijG̃

a ij . The exponent in Eq. (2.11) can then be absorbed into a new Euclidean action describing
our theory,

SE,θ[A] ≡ SE [A]− iνθ = SE [A]− iθ
g2

32π2

∫
d4xGaijG̃

a ij . (2.12)

Note that the combination GG̃ is odd under a CP transformation. Therefore, the theory described
by SE,θ[A] explicitly violates CP for θ ̸= 0, despite the fact that the original action, SE [A], did
not. We can thus see first hints of CP violation appearing that are associated with θ.

The representation of the path integral as in Eq. (2.11) can also be used to compute the ground-
state energy, E(θ), for a given θ-vacuum. This result will play a significant role when we later
discuss the phenomenology of axions and the resolution of the strong CP problem. A simple
result for E(θ) can be computed via a semi-classical computation technique known as the dilute
instanton-gas approximation (DIGA), which was first applied in the seminal works on instantons
by t’Hooft [268], and later discussed in the context of QCD in Ref. [269].

The strategy to compute E(θ) is to consider the transition amplitude

⟨θ|e−HT |θ⟩ ∝
∑
ν

∫
[DA]ν e−SE [A]+iνθ . (2.13)

in the limit T → ∞, and to evaluate the right-hand side in a semi-classical approach. In this limit,
the result one obtains is dominated by the ground-state energy, as any other terms are exponentially
suppressed. The DIGA relates to the strategy in which the semi-classical calculation is performed.
Each sector labelled by ν takes its dominant contribution from an instanton with chargeQν . Since
we know that instantons with chargeQ±1 exist, and because topological charge is additive, the idea
is then to describe the instantons with charge Qν as a collection of n instantons with charge Q1

and n̄ anti-instantons with charge Q−1, such that ν = n − n̄. As each individual (anti-)instanton
contributes S0 = 8π2/g2 to the action, an instanton with charge Qν therefore contributes in total
Sν = S0(n + n̄) to the above path integral, and the sum over ν can be expressed as a sum
over individual BPST instantons of charge Q±1. The approximation further relies on the fact
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that individual instantons are well-localized with a finite spatial extent, something which can be
explicitly seen from the explicit BPST solutions, for example given in Refs. [260–262].

The result of this procedure is

E(θ) ∝ − exp(−8π2/g2) cos θ . (2.14)

This explicitly demonstrates the fact that all θ-vacua are distinct from one another as they all are
associated with a different ground-state energy. It is important for our later discussion of axions,
so we should discuss it a bit further.

The first thing to note about Eq. (2.14) is that the energy E(θ) is a nonperturbative effect, as it
vanishes in the limit of zero gauge coupling. The reason for this is that the instantons themselves
are nonperturbative phenomena, as can be seen by their action depending on inverse powers of g.
Therefore, the effects of the θ-vacuum are only important at energy scales where g ∼ O(1) (e.g.,
for QCD below ΛQCD ∼ 150MeV).2 Other notable features ofE(θ) are its periodicity, symmetry
under the exchange θ → −θ, and that it is minimal for θ = 0. These properties are in fact generic to
E(θ), and do not depend on the DIGA computation [77]: The periodicity ofE(θ) is a consequence
of ν in Eq. (2.11) being an integer, and the Vafa–Witten theorem [270] states that parity cannot be
spontaneously broken (for a vector theory like QCD [271]), implying E(0) ≤ E(θ). In addition,
if SE,θ=0 is CP invariant, E(θ) = E(−θ) since only the term GG̃ in Eq. (2.12) violates CP, and
a CP transformation then only amounts to changing the sign of θ.3 However, it should be noted,
that, despite its successes, the result in Eq. (2.14) has a major flaw, which is however hidden behind
the proportionality sign; the pre-factor we did not write down contains a divergent integral over
the size of the single instantons.4 In particular, this means that Eq. (2.14) can merely be used as
a qualitative result, which is however sufficient for our purposes. Alternatively, in QFT at finite
temperatures, the DIGA approach becomes valid again, as the thermal mass of the non-Abelian
gauge boson regularizes the divergent pre-factor [273].

With this result for E(θ), we have established all that we need to know about the θ vacuum for
pure Yang–Mills theory to understand the strong CP problem, and ultimately the role of the QCD
axion. As a last part of this analysis, we should then move from Euclidean space back to Minkowski
space via a Wick rotation. Performing these steps starting from Eq. (2.12), and identifying the
Minkowski action via iSθ ≡ −SE,θ, one gets

Sθ[A] = S[A] + θ
g2

32π2

∫
d4xGaµνG̃

aµν . (2.15)

where, just as in the Euclidean theory, the θ parameter appears as regulating the strength of the CP
violating term GG̃.

θ in the presence of fermions

We again see first glimpses of the CP violation appearing which ultimately will lead to the strong
CP problem. However, so far we have just considered pure Yang–Mills theory, but the strong CP
problem we are seeking to understand is relevant for QCD, which also contains quarks. We should
then consider how the CP violation through θ interacts with fermions in the theory. Therefore, we

2The full result for E(θ) requires renormalization, and depends on the running coupling g(µ) [260].
3Note that, these considerations do not hold exactly in the Standard Model (SM) [77]. Because the SM is a chiral

theory, its true minimum of E is shifted by a small amount. Furthermore, explicit CP violation in the CKM phase means
that there is a small odd contribution to E(θ).

4An interested reader can find the explicit pre-factor in Refs. [260, 262], or the original articles in which it was
computed, e.g., Ref. [268] for the case of an SU(2) or Ref. [272] for SU(N).
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now add a family of Dirac fermions ψ = (ψ1, ψ2, . . . ) charged under the gauge group associated
with Gaµν to Sθ[A] in Eq. (2.15). The connecting piece between the θ-term and the fermions ψ are
chiral rotations, which we shall now briefly review following Refs. [261, 274]

First, some general things. If we perform a chiral rotation of ψ

ψ(xµ) → exp(iγ5α(xµ)τ)ψ(xµ) , (2.16)

with τ some Hermitian matrix acting on ψ, this affects the path-integral of our theory by changing
the measure of ψ [275]

[Dψ][Dψ̄] → exp

(
i
g2

8π2

∫
d4x

[
αGaµνG̃

b µν
]
Tr(T aT bτ)

)
[Dψ][Dψ̄] , (2.17)

where Ta denotes the generators of SU(N) in the representation associated with ψ. The additional
terms in the exponent effectively constitute new terms in our action describing fermions and gauge-
fields. In fact, if the chiral rotation in Eq. (2.16) is a symmetry of this action, this change in the path
integral measure is the same as the chiral anomaly of the associated classical conserved current
Jµ5 [276, 277];

∂µJ
µ
5 = − g2

8π2
αGaµνG̃

b µν Tr(T aT bτ) . (2.18)

With these generalities established, we now restrict ourselves to a global chiral transformation,
ψf → exp(iγ5αf )ψf , where f labels the individual fermion flavors in ψ. Eq. (2.17) implies that
this rotation leads to the appearance of a new term proportional toGG̃ in the action, which amounts
to effectively redefining the θ angle in Eq. (2.15) to

θ → θ + 2
∑
f

αf . (2.19)

We are thus tempted to think that we can remove θ via an arbitrary chiral rotation, so that it does not
have a physical effect. However, this depends on if the chiral rotation ψf → exp(iγ5αf )ψf leaves
the action invariant, i.e., if it is a symmetry of the action. If so, the chiral rotation can be simply
used to remove θ, the resulting theory still describes the same physics, and θ has no meaningful
effect. However, things are different if the chiral transformation is not a symmetry of the action.

Consider for example the case where the fermions ψf have a massmf , which breaks the chiral
symmetry. A chiral rotation ψf → exp(iγ5αf )ψf amounts to a change

mf → mf exp (2iαf ) . (2.20)

At the same time, the chiral transformation rotates the θ-angle as in Eq. (2.19). Since the only thing
the rotation achieves is a change of variables in the path integral, the underlying physics should not
be affected by it. Thus, any physical observable can only depend on the combination

exp (−iθ)
∏
f

mf . (2.21)

In particular, if the chiral symmetry in question is explicitly broken by massive fermions, one can
always perform a global chiral rotation to set θ = 0, but this would simply re-introduce explicit
CP violation in the phases of the fermion masses. More generally, the additional CP violation
associated with a θ-term cannot be removed by a chiral rotation which is not a symmetry of the
classical theory.
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2.1.3 The strong CP problem

We now have all the ingredients we require to describe the strong CP problem. QCD is a non-
Abelian gauge theory and thus permits a θ angle, namely θQCD.5 To see if θQCD is physically
relevant, we need to assess if QCD has any classical chiral symmetries by which it can be set to
zero. In fact, QCD has a chiral symmetry for each massless quark. But unfortunately, none of the
quarks appear to be massless; lattice computations indicate that the lightest quark, the up-quark,
has a mass of about 2MeV [278]. Therefore, there is no chiral symmetry by which θQCD can
be removed. According to Eq. (2.21), physical observables will then depend on a combination of
mass parameters and θQCD, which, for the Standard Model (SM), is

θ̄ = θQCD +Arg detYUYD , (2.22)

where YU and YD are the Yukawa matrices for up- and down-type quarks.
The most prominent observable affected by θ̄ is the electric dipole moment of the neutron

(nEDM), dn, which describes the interaction strength between an electric field and the neutron’s
spin. Experimental measurements however indicate that dn is consistent with zero,

|dexpn | < 1.8× 10−26 e cm . (2.23)

When compared to the theoretical predictions for dn [279–287], this leads to the conclusion

|θ̄| ≲ 10−10 . (2.24)

This unexplained smallness of θ̄ constitutes the strong CP problem.
The canonical resolution of this puzzle is the introduction of a pseudoscalar axion field, which

we discuss in short. However, alternative proposals have also been put forth. Several authors
have suggested that the UV completion of the SM preserves parity or CP to address the strong
CP problem [288–292], but these models typically requires some fine-tuning to work (see, e.g.,
Refs [293, 294]). Instead of seeking the answer in the UV completion, other authors instead
propose unknown IR effects in QCD. For example, Refs. [295–298] propose additional spacetime
dimensions that trivialize the QCD vacuum, while Refs. [299, 300] invoke screening effects due
to confinement. Finally, Ref. [301] claimed that the strong CP problem is in fact a mathematical
artifact of its derivation, and that no physical observable, including the nEDM, can depend on the
CP violation from θ-terms. Recently, these claims have been refuted [302], but the discussion is
ongoing [303].

2.1.4 Introducing the QCD axion

Let us then, finally, introduce the QCD axion, and see how it addresses the strong CP problem. To
show this, we take for simplicity a light-weight version of QCD described by the Lagrangian,

LψG = ψ̄(iγµDµ −mψ)ψ − 1

4
GaµνG

aµν + θ
g2

32π2
GaµνG̃

aµν , (2.25)

where we have just included a single quark ψ as a Dirac fermion, with mψ its mass. Following
our previous discussion, we also include a θ-term, which we define to contain all sources of CP
violation, including any possible CP violation from mψ.

5Should we include a θ term for the SU(2)L gauge group of the SM? Yes, but it can be removed via a chiral rotation
which preserves total baryon and lepton number.
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The QCD axion a is now introduced as a pseudoscalar field which couples to gluons in the
same way as the θ term does.6 Its introduction amounts to adding the following terms to LψG,

LaψG = LψG +
1

2
∂µa ∂

µa− a

f

g2

32π2
GaµνG̃

aµν (2.26)

where the energy-scale f , the so-called axion decay constant, is introduced to ensure the correct
mass dimensions of the axion–gauge-field interaction. For the moment, we can see it as indicating
some high-energy completion whose effects are suppressed below f . Note that a is necessarily a
pseudoscalar, since it couples to the CP-odd combination GG̃, and we do not wish to add any new
explicitly CP-violating terms to LψG. Additionally, we know that GaµνG̃aµν is classically a total
derivative, so a inherently comes with a shift symmetry, a → a+ C. To preserve this symmetry,
we do not include a tree-level potential for a.

The key to resolving the strong CP problem lies in the effective potential of the axion. We
know thatGG̃ is related to the topological charge of the gluon field, so the axion effective potential
arises from its interactions with the associated instantons. One approach to determine Veff(a), is
to follow the original work in Refs. [71, 72]. This strategy involves computing Veff(a) from the
effective Euclidean action for LaψG by evaluating it in the presence of a constant background axion
field, a0. The basic idea is to realize that a0/f effectively acts in the same way as the θ angle, such
that the calculation for Veff can be analogously performed to the one of E(θ) by using the DIGA.
The result is then

Veff(a) = − 1

V T
ln

(∫
DADψDψ̄ e−SE [a0]

)
∝ − cos

(
θ − a

f

)
, (2.27)

where SE [a0] denotes the Euclidean action for LaψG, which, for constant a0 and in the absence
of external currents, is the same as the effective Euclidean action. From Eq. (2.27) we can see
the mechanism by which the axion resolves the strong CP problem; the axion field minimizes its
energy by assuming a = θf , thereby erasing any CP violation coming from a non-zero θ. Here, it
is also worth noting that all considerations that apply toE(θ) in Eq. (2.14) apply also to Eq. (2.27).
In particular, this also means that the DIGA result for Veff(a) contains a divergence, meaning
Eq. (2.27) does not reflect the true axion potential. However, also all other properties translate
to Veff(a), so it is generically periodic, symmetric under an exchange of signs, and minimal for
a = θf . One can therefore always redefine a to absorb the θ angle, a → a − θf , such that the
vacuum state of the QCD axion is amin = 0.7 These properties ensure that the axion generically
addresses the strong CP problem, despite the fact that the effective potential in Eq. (2.27) was
derived assuming the DIGA. Additionally, although Veff(a) breaks the axions shift symmetry, its
periodicity means it is merely reduced to a discrete symmetry, a→ a+ 2πf .

If we then finally take a step back from the strong CP problem, and consider the properties
of the QCD axion more abstractly, we can recognize several of the defining features of an axion
that we have remarked upon at the start of this chapter: the QCD axion was initially introduced
in Eq. (2.26) as a massless pseudoscalar field with a shift symmetry. However, through nonper-
turbative interactions with the instantons of QCD, it attains a non-zero mass. In this context, an
important thing to note is that Veff(a) can only arise because QCD is confining in the low-energy
limit, since, just as E(θ), the effective potential vanishes for g → 0. As QCD is confining at a
scalar ΛQCD ∼ 150MeV, this then qualitatively sets the height of the axions effective potential,
i.e., Veff(a) ∼ Λ4

QCD cos(a/f). In particular, this means its mass is ma ≃ Λ2
QCD/f , making the

QCD axion generically light if f is large, precisely as remarked upon at the start of this chapter.
6Note that “a” does not refer to the scale factor in this chapter.
7Keeping in mind the caveats for the SM we mentioned in footnote 3.
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2.2 The phenomenology of axions

Now that we have seen how the QCD axion emerges within the context of the strong CP problem,
and having identified some of its defining properties, we next take a closer look at the QCD axion
to refine some of these ideas. In particular, we also want to learn how the QCD axion interacts
with other matter fields. Having done this, we then take a step back to extrapolate the properties
of generic axions which are not the QCD axion. These properties will then reappear in the next
chapter in the context of axion inflation models.

2.2.1 A closer look at the QCD axion

Let us begin with a closer look at the properties of the QCD axion.8 Our starting point is a simple
low-energy Lagrangian for the QCD axion in the spirit of our “QCD-light” model in the previous
section. Taking only two quark flavors into account, the relevant terms concerning the QCD axion
are [77]

LaQCD =
1

2
∂µa ∂

µa− a

f

g2

32π2
GaµνG̃

aµν − (q̄LMqqR + h.c.) (2.28)

where, as before, Gaµν describe the gluons. The quarks are described by the field q, and we have
also included a quark mass matrix, Mq = diag(mu,md).

Starting from a Lagrangian of the type in Eq. (2.28), in the previous section we proceeded
to study the effect of the topological term GG̃, which lead us to the effective potential of the
QCD axion. However, one can take an illuminating alternative path instead to arrive at interactions
between the QCD axion and other matter fields: according to Eq. (2.17), we can remove the gluonic
term by performing a chiral rotation of the quarks, q → exp(iγ5a/(2f)Qa)q with Qa satisfying
TrQa = 1. In doing so, we need to be careful to also remember the electric charge carried by
quarks. The change to the path-integral measure in Eq. (2.17) applies to all gauge groups under
which the quarks are charged. This means, that a chiral rotation of the quarks generates a new
coupling between a and the photon field Fµν . Moreover, the quark mass term is not invariant under
a chiral transformation, so we also generate a new interaction between the axions and the quarks.
In total, the Lagrangian after the rotation reads

L′
aQCD

=
1

2
∂µa ∂

µa+
αNc

4πf
Tr(QaQ

2)aFµνF̃
µν − ∂µa

2f
Qaq̄γ

µγ5q− (q̄LMaqR + h.c.) , (2.29)

where Ma = e
i a
2f
QaMqe

i a
2f
Qa , α = e2/(4π) is the fine-structure constant, Nc = 3 is the number

of colors, andQ = diag(2/3,−1/3) is a matrix containing the charges of the up- and down quark.
What we can deduce from Eqs. (2.29) is that the QCD axion generically couples to photons

and quarks, even though we did not include these interactions in Eq. (2.28). This is an unavoidable
consequence of the fact that the axion needs to couple to gluons to resolve the strong CP problem,
and that quarks couple to both gluons and photons. In fact, in an effective-field-theory (EFT)
approach, we could have included any such shift-symmetric coupling between the axion, photons,
quarks (and also electrons if we like) in Eq. (2.29). However, even if we do not, axion–photon and
axion–quark couplings are always present (electron couplings are not, as they are color singlets).
Note also that all couplings of the QCD axions to these matter fields are suppressed by 1/f , and
are therefore generically weak. In particular, a large value of f , and thus a weak coupling to matter
are enforced from beam-dump experiments which rule out strong axion–photon interactions [304].

Indeed, a large value of f also entails that the QCD axion is light, as we have already noted
upon in the previous section. Let us follow up on this idea in a bit more detail. In the low-energy

8Our discussion is mainly oriented along the one presented in Ref. [77].
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limit of QCD, other techniques than the DIGA can be used to compute Veff(a), in particular chiral
perturbation theory (χPT), wherein one exchanges gluons and quarks for an effective description
in terms of pions. On the ground state of the neutral pion, the axion potential at leading order in
χPT takes the form [77, 305, 306]

Veff(a) = −m2
πf

2
π

√
1− 4mumd

(mu +md)2
sin2

(
a

2f

)
, (2.30)

where mπ is the pion mass and fπ ≃ 92MeV is the pion decay constant.
There are a few things we should discuss about Eq. (2.30). Firstly, it explicitly demonstrates the

properties of Veff(a) that we have underpinned in the discussion following Eq. (2.27); as expected,
the potential in Eq. (2.30) is not reproduced by the DIGA result. However, the generic features are
there: it is a periodic under a shift a→ a+2πf , and its minimum is at a = 0. Secondly, note that
the energy scales, mπ and fπ, are in good qualitative agreement with our previous estimate of the
potential height being Λ4

QCD. From Eq. (2.30), one finds that the mass of the QCD axion is

m2
a =

mumd

(mu +md)2
m2
πf

2
π

f2
=⇒ ma ≃ 5.7

(
1012GeV

f

)
µeV . (2.31)

Indeed, we see that the QCD axion is generically light for typical values f ∼ 1012GeV.
The lightness of the QCD axion also means that it is unsuitable as an inflaton candidate, for

which one may expect substantially larger masses, in particular for the typical energy scale of
inflation,Hinfl. ∼ 1013GeV (cf. Eq. (1.86)). For a suitable inflaton candidate, a more generic kind
of axion field is needed, and we shall briefly deliberate on the properties of such generic axions in
the next section. Before we do so, some final remarks on the QCD axion.

While the QCD axion is not a suitable inflaton candidate, it is a prospective dark-matter candi-
date, as it is generically weakly interacting [66–68]. In particular, the QCD axion is distinctively
different from other candidate dark-matter particles such as the conventional weakly-interacting
massive particles (WIMPs), for which typical masses are in the TeV mass range [278]. It should
also be noted that, although the QCD axion couples weakly to matter, these interactions are not
phenomenologically irrelevant. For instance, the axion–photon interaction means that axions can
be converted to photons in the presence of strong magnetic fields. This is used in several exper-
imental designs aimed at detecting the QCD axion, e.g., in haloscopes and helioscopes [307], or
light-shining-through-wall experiments [308]. Meanwhile, even weak axion–matter interactions,
in particular those with electrons or photons, also entail that the axion can affect cosmological
or astrophysical environments. For example, stellar evolution would be altered by too efficient
axion-cooling processes, while the decay of the QCD axion into photons in the early Universe
would have distorted the CMB black-body spectrum [309]. Reviews on cosmological implications
of axions are given by Refs. [76, 307], while Refs. [74, 310] focus on axions in astrophysical
contexts.

2.2.2 Recipe for a generic axion

Now that we have familiarized ourselves with the QCD axion, we can take a step back to consider
what a generic axion field looks like. We have seen in the previous section that an axion is a
pseudoscalar, it may obtain a mass via interactions with a confining gauge-field sector, and it
couples weakly to other matter fields. To summarize these properties, we can, for instance, use
these ingredients to describe generic axions in the language of an EFT, which we consider to be
valid below an energy scale f .
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To start out, we define the axion as a pseudoscalar ϕ with a tree-level shift symmetry, implying
it has no tree-level potential (we can add a constant potential, V0). Then, we should consider the
operators which are allowed by the symmetries of our theory. Restricting ourselves to consider
only CP-preserving operators, the lowest-dimensional couplings between ϕ and an arbitrary gauge
field F aµν is

ϕ
αF
f
F aµνF̃

aµν , (2.32)

where αF is some dimensionless coupling constant. Couplings to fermions are instead of the type

∂µϕ

f
c0ψψ̄γ

µγ5ψ , (2.33)

where ψ denotes an arbitrary fermion field and (for simplicity, a Dirac fermion), and c0ψ is again a
dimensionless coupling constant.

To generate a mass for the axion without explicitly violating its shift symmetry, a nonpertur-
bative interaction with a confining non-Abelian gauge-field sector is a canonical possibility, as
we have seen in Sec. 2.1. Assuming, e.g., that the gauge-field sector becomes confining at some
energy scale Λ, a generic axion potential would then be

V (ϕ) = Λ4

[
1− cos

(
ϕ

f

)]
. (2.34)

Although our discussion of the QCD axion has shown that this likely only approximates a realistic
axion potential, it captures all its relevant features, in particular its periodicity. The mass of a
generic axion is then

m2
ϕ =

∂2V

∂ϕ2

∣∣∣∣
ϕ=0

=
Λ4

f2
. (2.35)

In particular, for a generic axion, the energy scale Λ does not need to be associated with the
confinement scale of QCD, so a generic axion field can be much lighter, or much heavier than the
QCD axion is, depending on the ratio of Λ and f .

We can also consider the coupling of ϕ to fermions and other gauge fields. We are always free
to explicitly include interaction terms like Eq. (2.32) or Eq. (2.33) in our effective Lagrangian; these
are, after all, permitted by our symmetries. However, we need to remember our discussion of the
QCD axion; because the quarks carry color charge, the QCD axion couples to them. Furthermore,
because the quarks also couple to photons, so does the QCD axion. The same is then true for our
generic axion. For example, consider some fermion field ψ which couples to Gaµν and another
independent Abelian field Fµν . Even if the original Lagrangian did not include a coupling between
ϕ and ψ initially, we can always make an explicit interaction as in Eq. (2.33) appear via a chiral
rotation. By the same rotation, we then also generate an interaction between Fµν and ϕ as in
Eq. (2.32), even if it was explicitly present before. In this sense, an arbitrary axion generically
couples to fermions, non-Abelian gauge bosons and Abelian gauge bosons.

As we have already alluded to multiple times, axions that are substantially heavier than the
QCD axion can be relevant in the context of axion inflation models. Meanwhile, axions that
are substantially lighter9 than the QCD axion have however also been considered for a variety of
phenomenologically interesting reasons. Ultra-light axions (mϕ ∼ 10−26 − 10−20 eV) are often
considered as a form of ultralight dark matter (ULDM), whose primary motivation is that it would

9Note that “lighter than the QCD axion” is not a clear-cut division, as the mass of the QCD axion depends on f as in
Eq. (2.31). Ref. [76] roughly places the dividing line at a mass of 10−12 eV, corresponding to f ∼ MP. For example,
superradiance discussed below could also be relevant to a very light QCD axion with ma ∼ 10−12 eV.
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address the so-called small-scale crises of CDM [311, 312]. ULDM can be probed experimentally
either through their imprint in the CMB or large-scale structure [313, 314], or using pulsar-
timing arrays [315], as for example recently analyzed in Refs. [316–318]. Even lighter axions
(mϕ ∼ 10−30 eV) are also considered in the context of dark energy [319], where they fall in the
class of quintessence models (for a review, see Ref [320]). Another interesting implication of light
axions is their interaction with black holes (BHs). By extracting energy and angular momentum
from a spinning Kerr BH [321], a bosonic field can form stable orbits around a BH, similar to the
electron field in an atom. This effect is known as superradiance (for a review, see, e.g., Ref. [322]).
A last notable effect is cosmic birefringence: if a light axion field coupled to photons permeates
our Universe it could cause rotations in the polarization plane of CMB photons [323]. Several
recent analyses of different CMB datasets in fact find varying evidence for this effect [324–326].

2.3 The origin of axions

As the last part of our discussion of axions, we now briefly summarize the two most prominent
examples for how axion fields arise from the perspective of high-energy physics.

2.3.1 The Peccei–Quinn mechanism

The Peccei–Quinn mechanism (PQ mechanism) [71, 72] proposes that an axion may arise as the
Nambu–Goldstone (NG) boson of a spontaneously broken global symmetry, for instance a global
U(1)PQ. This entails that the axion field is initially massless at the energy scale where the global
symmetry is broken, and only at a lower energy scale it attains a mass via nonperturbative effects,
e.g., the interactions with non-Abelian gauge sector, as discussed in previous sections.

The basic premise of the PQ mechanism is best explained by considering an explicit toy
model.10 We start with the Lagrangian

L = ∂µΦ
†∂µΦ+ iψ̄γµDµψ − V (|Φ|)− (yψΦψ̄LψR + h.c.) , (2.36)

where ψ = (ψL + ψR) is a Dirac fermion with ψL/R = (1 ∓ γ5)ψ/2 its left- and right-handed
components. For the PQ mechanism to work, we need to assume that ψ transforms under the
fundamental representation of some SU(N) group withNc colors. For the sake of illustration, we
also associate a charge Q of some U(1) gauge group to ψ, although this is not a requirement for
our toy model to work. For simplicity, we take the complex scalar Φ to be a singlet with respect to
both gauge groups.

To identify the PQ symmetry, note that the Lagrangian in Eq. (2.36) is invariant under the
following axial U(1)PQ transformation,

Φ → eiαΦ , ψ → e−iγ
5 α
2 ψ , (2.37)

Classically, Noether’s theorem implies that this symmetry corresponds to a global conserved
current, JµPQ whose fermionic contributions is given by JµPQ,ψ = ψ̄γµγ5ψ, and we say that ψL/R
carry PQ charge QL/R = ±1/2.

Now, we consider that the scalar potential is of the typical sombrero-type for spontaneous
symmetry breaking,

V (|Φ|) = λΦ

(
|Φ|2 − vϕ

2

)2
. (2.38)

10For this discussion, we synthesize ideas presented in Ref. [77] and also take some insights from Ref. [327].
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The fieldΦ thus assumes its vacuum expectation value vϕ, thereby spontaneously breakingU(1)PQ.
Writing Φ as

Φ =
1√
2
(vϕ + ρ)eiϕ/vϕ , (2.39)

the radial field ρ attains a mass, mρ =
√
2λΦvϕ, and ϕ is the massless NG boson of the sponta-

neously broken PQ symmetry. In particular, ϕ enjoys a shift symmetry, and we may later identify
it as an axion.

Through its Yukawa interaction with Φ, ψ also attains a mass, mψ = yψvϕ/
√
2;

(yψΦψ̄LψR + h.c.) → (mψe
iϕ/vϕψ̄LψR + h.c.) , (2.40)

The term eiϕ/vϕ can then be removed via a field-dependent transformation of ψ,

ψ → e
−iγ5 ϕ

2vϕ ψ , (2.41)

which generates interactions between ϕ, ψ, and the gauge bosons under which ψ is charged.
Denoting the SU(N) field strength tensor by Gaµν , and the one for U(1) by Fµν , the Lagrangian
describing the interactions of ϕ are then,

L ⊃ − ϕ

vϕ

g2

32π2
GaµνG̃

aµν − 2NcQ
2 ϕ

vϕ

e2

32π2
FµνF̃

µν +
∂µϕ

2vϕ
ψγµγ5ψ , (2.42)

where e is the gauge coupling corresponding to U(1), and g the one of the SU(N). The coupling
betweenϕ,Gaµν ,Fµν , andψ are then the usual axion–matter interactions as in Eqs. (2.32) and (2.33)
with αG = g2/(32π2), αF = 2NcQ

2e2/(32π2), c0ψ = 1 and f = vϕ. The only missing ingredient
to identify ϕ as an axion is that g ∼ O(1) at some energy scale Λ < f , so that it attains an effective
potential as in Eq. (2.34).

An illuminating thing to note about Eq. (2.42) is that the coupling ϕ to ψγµγ5ψ can simply
be rewritten as (∂µϕ/vϕ)J

µ
PQ,ψ. Expressed in this way, it is then just the expected coupling of

a NG boson of a spontaneously broken symmetry group to the current that is associated with
this symmetry. In taking this perspective, one can then deduce that JµPQ is in fact anomalous by
integrating Eq. (2.42) in parts:

∂µJ
µ
PQ = − g2

16π2
GaµνG̃

aµν − e2NcQ
2

16π2
FµνF̃

µν , (2.43)

Following these statements in reverse, one finds that the coupling of ϕ to SU(N) and U(1) bosons
is therefore a consequence of JµPQ being anomalous. This is also the reason we needed to charge
ψ under SU(N), if we had not, there would be no associated anomaly for JµPQ, and we would not
generate the vital interaction between ϕ and GG̃ in Eq. (2.42) that is needed for the axion to attain
a mass later on.

This observation can be used to construct a variety of possible realizations of the PQ mechanism.
The starting point is to associate PQ chargesQi to a collection of fermionsψi, such that the fermionic
part of the PQ current is JµPQ,ψ =

∑
iQiψ̄iγ

µγ5ψi. The success of the PQ mechanism then only
requires the gauge charges of the fermions ψi to be such that JµPQ is anomalous with respect to a
confining non-Abelian gauge group. Of course, the details of the Higgs sector can also be altered.

For a reader interested in specific realizations of the PQ mechanism, a good starting point are the
classic models for the QCD axion: the Weinberg–Wilzek model (WW) [69, 70], the Kim–Shifman–
Vainshtein–Zakharov model (KSVZ) [328, 329], and the Dine-Fischler-Srednicki-Zhitnitsky model
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(DFSZ) [330, 331]. Particularly noteworthy among these is the WW model, the historically first
model to realize the PQ mechanism. It is an elegant attempt to achieve the PQ mechanism alongside
electroweak-symmetry breaking (EWSB). However, its elegance is its downfall; this construction
entails that the axion decay constant f has to be the same as the electroweak vacuum expectation
value, i.e., f ∼ 250GeV. Consequently, the axion couples strongly to SM matter, and the model
was swiftly ruled out, e.g., by beam-dump experiments [304]. The KSVZ and DFSZ model
decouple the PQ mechanism from EWSB, leading to much weaker interactions between the QCD
axion and the SM.

2.3.2 Axions from string theory

Finally, before proceeding to discuss axions in the context of axion inflation, let us comment
about axions that arise from string theory.11 Axions are a generic low-energy prediction of string
theory [332], a fact which is also referred to as the string axiverse [333]. Axions in string theory
come in two types. Closed-string axions, ai, typically appear together with a scalar modulus field
(saxion), σi, as a consequence of supersymmetry (SUSY). Open-string axions, on the other hand,
are more akin to the QFT axions we have discussed so far. They are the angular components of
matter fields that break global symmetries.

String theories generically feature additional spacetime dimensions beyond the usual four.
These additional dimensions are compactified. For example, for an unbroken SUSY with chiral
matter, the compact manifolds are Calabi–Yau [334]. Closed-string axions are the zero-modes
of higher-dimensional antisymmetric tensors compactified on the Calabi–Yau manifold [335].
The number of these axions corresponds to the number of topologically distinct ways that the
antisymmetric tensor fields wrap around the compact space. The moduli field σi parametrize the
size of these compact cycles (p-cycle). Integrating the antisymmetric tensors over these cycles
gives the axion fields.

The antisymmetric tensor fields from which closed string axions originate are gauge-invariant.
This implies that the axion enjoys a shift symmetry, just like in the PQ mechanism. Therefore, they
are massless at all orders in perturbation theory. The axion decay constant is determined from the
moduli fields, such that, schematically,

fa,i ∼
MP

σi
≲MP . (2.44)

The inequality is necessary to ensure that the EFT description of the axion is valid.
Instantons with finite energy S0 give masses to the axions. Similarly to the field-theory axion,

this leads to an effective potential for the axion as in Eq. (2.34). For example, the potential height
could be set by Λ4 ∼ m2

SUSYM
2
Pe

−S0 , where mSUSY is the scale of SUSY breaking. The gauge-
coupling relevant to determine S0 will generically depend on the moduli field, typically g2 ∝ 1/σi,
such that the typical axion mass will scale as

m2
ϕ ∼ m2

SUSYM
2
P

f2
e−ασi . (2.45)

This scaling highlights that the axion mass is exponentially sensitive to the stabilized value of its
modulus. However, if SUSY breaking stabilizes the moduli field, it attains a mass mσ ∼ mSUSY,
and the axion mass can be viewed as constant at low energies.

11Our summary is based on the account given in Ref. [76].
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Chapter 3

Axion inflation

In the previous two chapters, we have discussed two, a priori independent, topics; in chapter 1,
we have introduced the inflationary paradigm, while in chapter 2, we have discussed axions from
the perspective of particle physics and high-energy theory. In this chapter, we connect these two
topics by focussing on models of slow-roll inflation in which the inflaton field is identified with an
axion field. Such inflationary models can also be simply referred to as models of axion inflation.

The appeal of these models is that axions are naturally equipped with an approximate shift
symmetry which protects their potential from radiative corrections. Therefore, the identification
of the inflaton with an axion is thought to alleviate the usual η–problem of conventional inflation
models [59]. Meanwhile, this same shift symmetry still permits couplings between axions and
other matter fields, such as fermions and gauge fields. Incorporating these couplings into a model
of inflation then entails the direct production of particles during inflation itself, while still ensuring
the radiative stability of the inflationary potential [53, 54, 64, 336]. Models of axion inflation are
therefore a natural setting in which to explore the effects of inflationary particle-creation processes,
for instance their dynamical impact on the inflationary background [55, 64, 337], their imprint on
the spectrum of inflationary perturbations [55, 56, 338], or as a mechanism for preheating [78].

The purpose of this chapter is to motivate and establish the concrete model of axion inflation at
the center of this thesis. This model is constructed with the particular aim of exploring the physics
associated with Abelian gauge-field production during inflation. To this end, we begin in Sec. 3.1
by contextualizing this model within the broader landscape of axion inflation models. In Sec. 3.2,
we then establish the mathematical framework underlying our particular model of axion inflation;
defining its action, deriving its fundamental equations of motions, and discussing the treatment
of Abelian gauge fields in this model. Building on this discussion, we then broadly review two
aspects of this particular model that we will further explore in the following chapters of this thesis:
in Sec. 3.3, we discuss the dynamical production and backreaction of Abelian gauge fields during
axion inflation, while in Sec. 3.4 we highlight their phenomenological implications.

3.1 What is axion inflation?

For a first overview of axion inflation, we should first conceptualize that axion inflation does not
constitute a single framework which unifies the idea of slow-roll inflation with axion physics.
Rather, the term “axion inflation” can be used to broadly refer to an inflationary model in which
the inflaton field (or fields in the case of multifield model) inherits one or more of the characteristic
features associated with axions. For instance, this can mean a model of slow-roll inflation with a
specific inflationary potential that is motivated by axion physics (i.e., the cosine potential associated
with axions), or a model in which the inflaton is simply a pseudoscalar that couples to other fields
via one of the typical axion–matter interactions.
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In fact, it is useful to conceptually separate axion-motivated slow-roll models from models that
include axion–matter interactions, as they are often studied for different reasons in the literature.
Axion-motivated slow-roll models are interesting because they can be thought of as inflationary
models that avoid the η-problem, while axion–matter interactions offer the potential for exploring
the effects of inflationary particle production. Of course, one may be ultimately interested in
combining these two aspects of axion inflation, and indeed, studies of this kind exist (see, e.g.,
Refs [64, 88, 103, 339, 340]), but at present, they are often considered separately from one another.

Therefore, in what follows we also discuss these two aspects separately: first, we review
axion-motivated slow-roll models, and then give an overview regarding the effects of particle
creation due to axion–matter interactions, with a focus on gauge fields. This separation aligns with
the motivation of this thesis to explore the production of Abelian gauge fields during inflation. In
particular, in later parts of this thesis, we will not concern ourselves with particular axion-motivated
slow-roll scenarios, and instead take an agnostic stance regarding the inflaton’s potential.

3.1.1 Slow-roll with axions

The model of natural inflation is the simplest, and historically first, realization of slow-roll inflation
with an axion. It was first proposed by Freeze, Frieman and Olinto [59] as a single-field slow-roll
model which manages to avoid the fine-tuning issues associated with the η-problem. At its core,
natural inflation is akin to hilltop models [151], and the inflaton potential takes the typical shape
for an axion field, i.e.,

V (ϕ) = Λ4

[
1 + cos

(
ϕ

f

)]
. (3.1)

Inflation thus occurs for ϕ close to the potential maximum. The success of slow-roll inflation only
depends on the value of f , requiring f ≳MP/6, while Λ sets the scale of inflation, and the inflaton
mass mϕ ∼ Λ4/f2.

At first sight, natural inflation is an extremely promising model of inflation with a particularly
clear, yet simple high-energy physics motivation (see also Refs. [341, 342] for similar construc-
tions); the axion field responsible for inflation is thought to obtain its potential from nonperturbative
quantum effects, making it radiatively stable. Such an axion can, for instance, originate from a
PQ mechanism, or it may have a string-theory origin [327] (see also chapter 2). However, this
construction also raises theoretical concerns, as successful inflation on the potential in Eq. (3.1)
generally seems to necessitate a large, nearly Planckian, axion decay constant, f ∼ MP. In
particular, it is questionable if the PQ mechanism is indeed a plausible explanation for an axion
field with such a large decay constant. The PQ mechanism assumes the spontaneous breaking of
a global symmetry at f ∼ MP, but these symmetries are generally believed to be already broken
by quantum-gravity effects at such scales (see e.g., Refs. [343, 344]). Meanwhile, a string-theory
origin of such an axion field may be more viable, although specific realizations with f ∼ MP are
difficult to achieve [345, 346].

From a modern perspective, the argument against natural inflation is instead far simpler; the
model is ruled out by current CMB observations as it predicts either too low a scalar spectral tilt,
ns, or too large a value of the tensor-to-scalar ratio r (see, e.g., Ref. [347] or cf. Fig. 1.5).

In light of these problems, a variety of other axion-motivated inflation scenarios have been
proposed which can both avoid the need for a Planckian decay constant and can be in agreement with
CMB constraints. The first is a class of string-theory-motivated models called axion monodromy
inflation [62, 63]. Therein, the axion potential is not periodic like in Eq. (3.1), but rather decreases
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as the axion field completes one revolution in field space going from zero to 2πf ;

V (ϕ) = µ4−pϕp + Λ4 cos

(
ϕ

f

)
. (3.2)

Here, µ is an energy scale of mass dimension one, and p is a model-dependent exponent (typically,
p < 2 [348]). In particular, models of monodromy inflation with a flattened potential can be in
agreement with CMB constraints [349], while the cosine modulations of the potential can lead to
distinct features in the scalar power spectrum [350]. Recently, it was also noted that the cosine
modulations in this potential can induce large scalar anisotropies associated with primordial-black-
hole (PBH) formation [351].

Another way to circumvent the issues of natural inflation is to consider multifield models
of inflation. The first such example is aligned axion inflation [60, 88, 352, 353]. The model
proposes two axion fields, both in a potential as in Eq. (3.1). The inflationary trajectory is
then a linear combination of the two axion fields corresponding to a flat direction in their scalar
potential. Another notable model is N-flation [61]. In the spirit of assisted inflation [154],
N-flation proposes N axions whose combined Hubble drag supports inflation, even when each
individual axion potential is too steep for the standard natural-inflation trajectory. The model
has a rich CMB phenomenology [354], including the possibility for detectable levels of scalar
non-Gaussianity [355, 356]. Generically, the large number of axions needed for N-flation implies
a string-theory origin (see, e.g., Refs. [357, 358]).

3.1.2 Axion–gauge-field interactions during inflation

Let us next turn our attention to the axion–gauge field interactions in axion inflation:1

Lint = − βϕ

4MP
F aµνF̃

aµν . (3.3)

Here, ϕ is the pseudoscalar inflaton, F aµν is the field-strength tensor for either an Abelian or a non-
Abelian gauge field, and, F̃ aµν is its dual (cf. Eq. (2.7)). Moreover, β denotes a dimensionless axion–
vector coupling. Below, we first give an overview regarding the dynamical and phenomenological
implications of this interaction from a general perspective, without distinguishing between non-
Abelian and Abelian gauge fields. We then briefly highlight the main differences between these two
kinds of fields, before we then focus entirely, and in more detail, on the Abelian axion–gauge-field
interaction in the subsequent section, and this thesis as a whole.

The inclusion of the interaction in Eq. (3.3) into an inflation model has two important dynamical
consequences: the inflaton field directly sources gauge fields, but these fields may also backreact
on its dynamics. The creation of gauge fields proceeds via a tachyonic instability which is triggered
by the continuous rolling of the inflaton field during inflation. Because of the pseudoscalar nature
of the axion, this production mechanism sources helical gauge fields [53, 360–362]. Meanwhile,
the homogeneous inflaton background field, φ = ⟨ϕ⟩, is subjected to a novel friction term [55, 64],

φ̈+ 3Hφ̇+ V,ϕ(φ) = − β

4MP
⟨F aµνF̃ aµν⟩ . (3.4)

If the inflaton field sources enough gauge-field friction, the right-hand side term can become
dynamically important and may cause a breakdown of the standard slow-roll attractor.

1The fermionic interaction is also studied, albeit less frequently, see for instance Refs. [336, 337, 359].
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Besides their dynamical effects, these gauge fields can also source scalar and tensor perturba-
tion [55, 56, 58, 338, 361], reheat the Universe after inflation [78], source large-scale magnetic
fields that may have survived until the present-day Universe [53, 54, 94], or supply a necessary
source of CP violation for baryogenesis [101, 102].

In the context of axion inflation, the important difference between Abelian and non-Abelian
fields is that an Abelian gauge field encompasses only vectorial degrees of freedom, while non-
Abelian gauge fields are also composed of scalar and tensor modes. This affects how Abelian and
non-Abelian fields can backreact on the inflationary dynamics and how they can source inflationary
perturbations. The difference in the sourcing of inflationary perturbations is easy to understand: A
non-Abelian gauge field can source scalar and tensor modes linearly [338, 361], while the Abelian
gauge field can only source scalar and tensor modes via a source term that is quadratic in the field’s
vectorial modes [55, 56, 58]. More profound is the effect this has on backreaction, which we shall
briefly elaborate on in what follows.

In the Abelian case, the vector-like gauge field cannot assume a homogeneous and isotropic
configuration, as the inflaton field only sources vectorial electric and magnetic fields, E and
B.2 The gauge field can then only backreact onto the inflaton dynamics in Eq. (3.4) via a scalar
combination of E and B, namely

⟨FµνF̃µν⟩ = −4 ⟨E ·B⟩ . (3.5)

The chiral production mechanism via the rolling pseudoscalar field ensures that ⟨E ·B⟩ is non-
zero, so inflation can also be supported away from the standard slow-roll attractor [55]. However,
the Abelian gauge field does not provide a stable source of friction, and once it becomes important,
the dynamics of inflation become highly nonlinear [107–109].

Meanwhile, a non-Abelian gauge field can form an isotropic and homogeneous configuration,
namely [363, 364]

Aa0 = 0 , Aai (t) = δaiQ(t) , (3.6)

where Aaµ is the gauge field and Q(t) a time-dependent background vacuum expectation value.
The model of chromonatural inflation [64] corresponds to the case whereQ balances the potential
gradient of the natural inflation potential.3 Before the isotropic gauge-field configuration in
Eq. (3.6) forms, the non-Abelian field acts as multiple copies of the Abelian field, and the isotropic
configuration in Eq. (3.6) can naturally emerge through gauge-field production [362, 371]. Once
it has formed, there is a regime in which its friction is stable [360].

This difference between non-Abelian and Abelian gauge fields draws a dividing line between
models that incorporate the non-Abelian axion–vector interaction, and those constructed around
the Abelian one, as both types of interactions are faced with their own unique challenges and
perspectives. In the literature, one sometimes draws a difference between models incorporating
the former interaction as non-Abelian axion inflation, and those built on the latter as Abelian axion
inflation. In particular, our focus in this thesis will be on the Abelian axion inflation model, which
we shall now turn to.

2It is common practice to refer to the Abelian gauge field in axion inflation as an electromagnetic field and its
corresponding three-vector fields as electric and magnetic fields. This is done in analogy to the SM photon field, but
does not mean that only this case is considered in the literature. We also adopt this nomenclature throughout this thesis.

3Note that some authors also study the non-Abelian axion–gauge-field interaction in the context of warm infla-
tion [365–369], including an intermediate regime between chromonatural and warm inflation [370].
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3.2 The model of Abelian axion inflation

In this section, we establish the mathematical formulation of Abelian axion inflation which we shall
rely on as a foundation for the later chapters of this thesis. In particular, we shall introduce the set
of equations that describe the inflationary dynamics of this model, including both the production
of gauge fields via the inflaton field and their subsequent backreaction.

Historically, the model we present here has been developed in two stages. In their seminal
work, Garretson, Field and Carroll established the basic mechanism of Abelian gauge-field
production via the axion–vector interaction in Eq. (3.3) to propose it as a mechanism for magneto-
genesis [53]. This idea was revisited by Anber and Sorbo who presented the concrete model of
axion inflation in the form as it is studied today [54, 55].

Seeing as this is the central model of axion inflation that we study in this thesis, we will refer
to it simply as “axion inflation”, we implicitly assume that the gauge fields we are discussing are
Abelian, and we only emphasize their Abelian nature if the context requires it.

3.2.1 The equations of motion

We begin by defining the action for our model. This action describes the pseudoscalar inflaton field,
ϕ and its interaction with an Abelian gauge field Aµ via the Chern–Simons operator in Eq. (3.3):

S =

∫
d4x

√−g
[
1

2
gµν∂µϕ∂νϕ− V (ϕ)− 1

4
FµνF

µν − β ϕ

4MP
FµνF̃

µν

]
. (3.7)

As before, Fµν = ∂µAν − ∂νAµ is the field-strength tensor, and F̃µν = εµναβFαβ/(2
√−g) is its

dual, and β is a dimensionless axion–vector coupling. The inflaton potential, V (ϕ), is at this point
left arbitrary, and we merely assume that it can support a stage of slow-roll inflation.

Varying this action with respect to ϕ and Aµ yields the Euler–Lagrange equations for this
system, which, when combined with the Bianchi identity for F̃µν , gives,

1√−g∂α
[√−ggαµ∂µϕ

]
+ V,ϕ(ϕ) +

β

4MP
FµνF̃

µν = 0 , (3.8a)

1√−g∂α
[√−ggµαgνβFµν

]
+

β

MP
F̃αβ∂αϕ = 0 , (3.8b)

1√−g∂α
[√−gF̃αβ

]
= 0 . (3.8c)

As usual, the dynamics of spacetime are governed by the Einstein equations (1.3). The energy–
momentum tensor which sources it is obtained by varying Eq. (3.7) with respect to gµν :

Tµν = ∂µϕ∂νϕ− gαβFµαFνβ − gµν

[
1

2
∂αϕ∂

αϕ− V (ϕ)− 1

4
FαβF

αβ

]
. (3.9)

Our interest is in inflationary dynamics, so we assume FLRW spacetime with the metric given
by Eq. (1.23). Since this spacetime is not invariant under the full Lorentz group, it proves useful
to work with electric and magnetic three-vector fields, E = (E1, E2, E3) and B = (B1, B2, B3).
Invoking gauge freedom to work in temporal gauge, Aµ = (0,−A), we then define E and B as,

E = −1

a
∂0A , B =

1

a2
rotA , (3.10a)

F0i = aEi , Fij = −a2εijkBk , F̃0i = aBi , F̃ij = a2εijkE
k . (3.10b)
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With this definition, E and B are the physical fields measured by a comoving observer.
Just as in the case of the slow-roll inflation in Sec. 1.2.1, one can analyze the system in

Eq. (3.8) for the case where the inflaton field separates into a homogeneous background field and a
perturbation, ϕ(t,x) = φ(t) + δϕ(t,x), assuming that the inhomogeneities, δϕ, are dynamically
negligible. The equation of motion (EOM) for φ is then given by

φ̈+ 3Hφ̇+ V,ϕ(φ) =
β

MP
⟨E ·B⟩ . (3.11)

This is simply the homogeneous Klein–Gordon equation for the background inflaton field as in
Eq. (1.22), but now with the appearance of an additional friction term due to the electric and
magnetic field, as anticipated in Eq. (3.4). To derive Eq. (3.11), we used φ ≡ ⟨ϕ⟩ to separate
out the homogeneous part of Eq. (3.8a), with ⟨·⟩ denoting the expectation value during inflation.
As we see later on, this expectation value can be interpreted in the same way for the gauge-field
operators E and B as for a scalar field (cf. Sec. 1.3).

The dynamical evolution of the electromagnetic fields is governed by,

divE = 0 , divB = 0 , (3.12a)

Ė + 2HE − 1

a
rotB +

β

MP
φ̇B = 0 , (3.12b)

Ḃ + 2HB + rotE = 0 , (3.12c)

which follow from Eqs. (3.8b) and (3.8c) for an FLRW metric. These are simply Maxwell’s
equations in an expanding spacetime with an additional source term depending on the inflaton
velocity, (β/MP)φ̇B. As we see below, this source is responsible for gauge-field production, and
we may already note that the inflaton velocity plays an important role in this production mechanism.

The final equation of importance is the Friedmann equation. In the model we discuss here, it
takes the form

H2 =
1

3M2
P

[
1

2
φ̇2 + V (φ) +

1

2
⟨E2 +B2⟩

]
. (3.13)

The energy density on the right-hand side is simply composed of the inflaton’s energy density
(cf. Eq. (1.24a)) and the averaged gauge-field energy density, ρEM = ⟨E2 +B2⟩ /2. From the
second Friedmann equation, Eq. (1.5b), one can also determine that the condition for accelerated
expansion in this model is

V (φ) ≥ φ̇2 + ρEM . (3.14)

Thus, inflation is ensured if the inflaton’s potential dominates the system’s total energy density.
In combination, Eqs. (3.11) to (3.13) govern the entire dynamics of axion inflation. Before we

can however discuss these dynamics in detail, we first need to understand the mechanism which
leads to the production of gauge fields in this model, and which sources the classical background
of electromagnetic fields described by ⟨E ·B⟩, ⟨E2⟩ and ⟨B2⟩.

3.2.2 Gauge-field production and the tachyonic instability

To discuss gauge-field production during axion inflation, we treat the gauge field A as a quantum
field whose dynamical modes classicalize during inflation, similar to our discussion of quantum
scalar fields during inflation in Sec. 1.3.

We begin by considering the quantization of A. To this end, we can first note that A only
describes two propagating degrees of freedom in our model, because of the constraint divE = 0
in Eq. (3.12a). In temporal gauge, this constraint enforces the additional Coulomb condition,
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divA = 0. Therefore, A only contains two transverse polarization states, which, in our model, are
best described in a helicity basis. Following this observation, we then promote A to an operator,
and write it in momentum space as

A(t,x) =

∫
d3k

(2π)3/2

∑
λ=±1

[
ϵλ(k)âk,λAλ(t, k)e

ik·x + ϵλ∗(k)â†k,λA
∗
λ(t, k)e

−ik·x
]
. (3.15)

Here, Aλ(t, k) are mode functions, ϵλ(k) are polarization three-vectors, and âk,λ (â†k,λ) are
annihilation (creation) operators, each with momentum k and circular polarization λ = ±1, where
k = |k|. The circular polarization vectors ϵλ(k) are defined through the properties

k · ϵλ(k) = 0, [ik × ϵλ(k)] = λkϵλ(k), ϵλ∗(k) · ϵλ′(k) = δλλ
′
, (3.16)

with ϵ∗λ(k) = ϵ−λ(k) = ϵλ(−k). Moreover, we impose canonical commutation relations for the
creation and annihilation operators:

[âk,λ, â
†
k′,λ′ ] = δλλ′δ

(3)(k − k′) . (3.17)

The mode equation for Aλ(t, k) then follows from Eq. (3.12b), and reads

Äλ(t, k) +HȦλ(t, k) +

[
k2

a2
− λ

k

a

β

MP
φ̇

]
Aλ(t, k) = 0 . (3.18)

Immediately, we should take note that the mode equation (3.18) affects gauge-field modes
differently depending on their polarization, λ. In what follows, we now want to study the evolution
of the gauge-field modes Aλ(η, k) for a fixed wavenumber k and for its two polarizations λ = ±1.
Firstly, we do this to identify a unique vacuum state for these modes, i.e., we want to impose
boundary conditions that uniquely define the creation and annihilation operators in Eq. (3.15), just
as we have discussed it for a quantum scalar field in Sec. 1.3. Moreover, this analysis also reveals
the mechanism of gauge-field production in our model.

Thus, let us assume an inflationary spacetime with a growing Hubble scale aH , such that
Eq. (3.18) can be conveniently rewritten in conformal time, η, as

A′′
λ(η, k) +

[
k2 − 2λkξaH

]
Aλ(η, k) = 0 . (3.19)

Here, for later convenience, we have introduced the variable

ξ ≡ β

MP

φ̇

2H
, (3.20)

which is called the instability parameter for reasons that shall become evident shortly.
To discuss the evolution of gauge-field modes, it proves convenient for the moment to assume

that the parameter ξ is constant. This also reflects an a priori sensible assumption from the
perspective of slow-roll inflation, where both the Hubble rate,H , and the inflaton velocity, φ̇, vary
slowly (cf. Sec. 1.2). As we will see later on, this assumption is not always justified for the model of
axion inflation we consider here, but it is an instructive for a first view into the mode of gauge-field
production in this model.

Let us then consider a specific gauge-field modeAλ(η, k) while its wavelength is much shorter
than the Hubble rate, i.e., k ≫ 2|ξ|aH . In this case, we can see that Eq. (3.19) reduces to the
form of a simple harmonic oscillator with a frequency k2. Thus, we can impose Bunch–Davies
boundary conditions for sub-horizon gauge-field modes, similar to how we have defined them for
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Figure 3.1: An example spectrum of gauge-field modesAλ(t, k) illustrating the tachyonic enhancement
of a preferred polarization mode. The spectrum is computed for a nearly constant, negative instability
parameter ξ. One helicity mode (λ = −1, red), is enhanced out of its vacuum-like state for modes
below the threshold scale in Eq. (3.22) (black, solid), while the other helicity, λ = 1 (blue), is mildly
damped. For reference, we also indicate the amplitude of the Bunch–Davies vacuum (gray, dashed),
and the Hubble scale (black, dash-dotted).

a quantum scalar field in Sec. 1.3:

Aλ(η, k) →
1√
2k
e−ikη, −kη → ∞ . (3.21)

These boundary conditions then uniquely define a vacuum state for the modes Aλ(η, k) for both
polarizations, namely, the Bunch–Davies vacuum.

Next, let us study how the evolution of a gauge-field mode proceeds starting from its vacuum
configuration. During inflation, the scale factor a increases exponentially, meaning that the
wavenumber k of a mode Aλ(η, k) may eventually fall below the threshold

k ≤ kthr ≡ 2|ξ|aH . (3.22)

This threshold scale is linked to a remarkable feature in the mode equation (3.19): its tachyonic
instability. For a gauge-field mode with k ≤ kthr and a polarization λ = sign(ξ) the frequency
term in Eq. (3.19) becomes negative. As a result, the mode is tachyonically amplified, and
stops oscillating. Meanwhile, this does not happen for the mode with the opposite polarization,
λ = − sign(ξ), because k is strictly positive, and so its frequency term in Eq. (3.19) cannot become
negative. Correspondingly, this mode therefore is not amplified and remains in an oscillator-like
configuration close to the Bunch–Davies vacuum.

For a visualization of this tachyonic enhancement, in Fig. 3.1, we show the spectrum of gauge-
mode functions Aλ(η, k) for a nearly constant and negative value of ξ. We can clearly recognize
the enhancement of the negative (red) polarization mode above its Bunch–Davies vacuum state
(dashed gray) below the threshold scale kthr (black solid). Meanwhile, the positive helicity mode
(blue) is suppressed with respect to the negative one, and its amplitude even falls mildly below that
of the Bunch–Davies vacuum.

The dependence of the threshold scale in Eq. (3.22) on the parameter ξ also explains why it



3.2. The model of Abelian axion inflation 65

is referred to as the instability parameter; it regulates which wavenumbers k have experienced the
tachyonic instability at a given moment of time, and thus, which modes are amplified out of their
vacuum state. In particular, larger values of ξ correspond to a larger fraction of amplified modes.
Meanwhile, the sign of ξ regulates which helicity mode is amplified.

This amplification of the gauge-field modes is then the mechanism of gauge-field production
in axion inflation. Therefore, the parameter ξ is also referred to as the gauge-field-production
parameter.4 We can then connect this mechanism back to physical intuition by noting that ξ ∝ φ̇.
From this, we can recognize that it is indeed the rolling of the inflaton field which sources gauge
fields in this model, as it cannot take place when the inflaton’s velocity is zero. In particular,
during slow-roll inflation, the inflaton velocity is non-vanishing and is traversing into one preferred
direction down its potential slope (i.e., φ̇ selects a sign). Since the inflaton is a pseudoscalar, this
selection of a preferred direction of motion spontaneously breaks parity, which then explains why
we find a helical mechanism for producing gauge fields in axion inflation.

Now that we have understood this mechanism, we should then return to the mathematical
formulation of our axion inflation model to see how this gauge-field production feeds into the gauge-
field expectation values appearing in its equations of motion. More specifically, we want to motivate
explicit expressions for the expectation values ⟨E ·B⟩ and ⟨E2 +B2⟩ appearing, respectively, as
friction terms in the Klein–Gordon equation (3.11), and as an energy-density contribution in the
Friedmann equation (3.13). This discussion then allows us to write the equations of motions in a
closed form, thus setting the stage for discussing axion inflation from a fully dynamical perspective.

3.2.3 Gauge-field backreaction

The computation of the expectation values ⟨E ·B⟩ and ⟨E2 +B2⟩ is, in principle, straight-
forward, as the selection of Bunch–Davies boundary conditions uniquely defines a vacuum state
that is annihilated by the operator âk,λ. We can therefore interpret ⟨·⟩ as a quantum expectation
value with respect to this vacuum state, and we can evaluate the quantities ⟨E ·B⟩ and ⟨E2 +B2⟩
by expressing E and B in terms of gauge-field mode functions, polarization vectors and ladder
operators using Eqs. (3.10a) and (3.15). By applying Wick’s theorem, one readily obtains integral
expressions for ⟨E ·B⟩ and ⟨E2 +B2⟩:

⟨E2 +B2⟩ =
∫

dk

k

k3

2π2a2

∑
λ

(
|Ȧλ(t, k)|2 +

k2

a2
|Aλ(t, k)|2

)
, (3.23a)

⟨E ·B⟩ =
∫

dk

k

k4

2π2a3

∑
λ

λRe[Ȧλ(t, k)A
∗
λ(t, k)] . (3.23b)

A priori, these integrals over the wavenumber k of the mode functions Aλ(η, k) should run from
zero to infinity. However, we know from our discussion of the quantum scalar field in Sec. 1.3
that such integrals are likely UV-divergent, and indeed, one finds this to be true for ⟨E ·B⟩ and
⟨E2 +B2⟩: at a given moment of time t, the naive expressions for ⟨E ·B⟩ and ⟨E2 +B2⟩ sum
over infinitely many modes which are still in a near vacuum-like state deep inside the Hubble
horizon k ≫ aH . Thus, to properly define expressions for ⟨E ·B⟩ and ⟨E2 +B2⟩, we need
to regularize this UV divergence. Just as discussed in Sec. 1.3, the simplest way to do so is to
identify a UV regulator scale which separates vacuum modes from modes that are no longer in a
vacuum-like state at any given moment of time, t.

4Referring to ξ as a parameter is a historical convention, as the early literature assumed scenarios in which ξ is
constant. In a dynamical setting, which we will be mainly interested in for this thesis, ξ is time-dependent as φ̇ and H
both change. Regardless, we shall still refer to ξ as a parameter in this thesis.
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Figure 3.2: The evolution of a gauge-field mode,Aλ(t, k), for a fixed wavenumber k which undergoes
a tachyonic enhancement (blue). Initially, the mode is in a vacuum-like state (k ≳ kh); then, it reaches
the instability scale, k ∼ kh and is amplified; finally, the mode exits the horizon once k ∼ aH . The
change in Aλ(t, k) from near vacuum-like to amplified is indicated by the change from the dash-dotted
to the solid line. Also indicated is the difference between kh (red) and 2|ξ|aH (orange). Although k
crosses 2|ξ|aH a second time, Aλ(t, k) is still enhanced and therefore not in a vacuum-like state.

A first naive guess for such a scale is the threshold scale kthr in Eq. (3.22), which separates
modes that have been tachyonically enhanced k ≲ kthr from modes that are still in a near Bunch–
Davies state k ≳ kthr. Indeed, we can recognize from Fig. 3.2 that kthr performs this separation
well; the amplitude of modes with k ≳ kthr are near that of the Bunch–Davies vacuum, while
modes with k ≲ kthr are not.5 One issue with this identification is that kthr = 2|ξ|aH is only
a suitable separator between vacuum and enhanced modes as long as |ξ| changes adiabatically
slowly. As we see later on, |ξ| can, in fact, undergo rapid changes in certain dynamical regimes.
In this case, a mode of wavenumber k can briefly become larger than kthr at a certain time t, even
though it has already underwent a tachyonic enhancement at an earlier time, t′ ≤ t, and has thus
already been amplified out of its vacuum-like state. Thus, we require an improved regularization
scale which ensures that, at a given moment of time t, all modes below this scale have undergone
a tachyonic enhancement, while all modes above it have not.

The appropriate scale which performs this task is the instability scale, kh, which we can simply
define as [128]

kh(t) ≡ max
t′≤t

{
2a(t′)H(t′)|ξ(t′)|

}
. (3.24)

In an inflationary system where aH increases monotonically and |ξ| only changes slowly, this
reproduces our naive expectation, kh = kthr. Meanwhile, this definition ensures monotonic growth
even if |ξ| changes rapidly, so that any mode which ever experienced the tachyonic instability has
a wavenumber k ≤ kh, while any vacuum-like mode has k ≥ kh. With this definition, a mode
Aλ(t, k) with λ = sign(ξ) is first in a Bunch–Davies-like state for k ≳ kh, then is tachyonically
enhanced when k ∼ kh, and then exits the horizon for k ≲ aH . The fact that kh grows
monotonically ensures that the transition between classical and vacuum modes is clearly defined,
irrespective of how ξ evolves. An illustration of this logic, including the different scales and their
interpretation is given in Fig. 3.2.

5Of course, this only works for the amplified polarization mode, Aλ(η, k), but their contribution to ⟨E ·B⟩ and
⟨E2 +B2⟩ will dominate seeing as they are enhanced, see also footnote 6.
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This instability scale is then a suitable regulator for the expectation values ⟨E ·B⟩ and
⟨E2 +B2⟩, and we can finally properly define these quantities via the integrals6

⟨E2 +B2⟩ =
kh(t)∫
0

dk

k

k3

2π2a2

∑
λ

(
|Ȧλ(t, k)|2 +

k2

a2
|Aλ(t, k)|2

)
, (3.25a)

⟨E ·B⟩ =
kh(t)∫
0

dk

k

k4

2π2a3

∑
λ

λRe[Ȧλ(t, k)A
∗
λ(t, k)] , (3.25b)

which follow from Eqs. (3.10a), (3.15), and the application of Wick’s theorem. One may convince
oneself that these integrals indeed diverge in the limit k → ∞ by using Eq. (3.21).

From these expressions, we can also gain an intuitive understanding on how gauge-field
production sources ⟨E ·B⟩ and ⟨E2 +B2⟩: the rolling inflaton field continuously amplifies
modes out of their vacuum state, which then contribute to classical large-scale electromagnetic
field configurations for wavelengths larger than 1/kh.

Finally, we may then express the entire system of dynamical equations for axion inflation as:

φ̈+ 3Hφ̇+ V,ϕ(φ) =
β

MP

kh(t)∫
0

dk

k

k4

2π2a3

∑
λ

λRe[Ȧλ(t, k)A
∗
λ(t, k)] . (3.26a)

H2 =
1

3M2
P

1
2
φ̇2 + V (φ) +

1

2

kh(t)∫
0

dk

k

k3

2π2a2

∑
λ

(
|Ȧλ(t, k)|2 +

k2

a2
|Aλ(t, k)|2

) , (3.26b)

Äλ(t, k) +HȦλ(t, k) +

[
k2

a2
− λ

k

a

β

MP
φ̇

]
Aλ(t, k) = 0 . (3.26c)

These follow from the Klein–Gordon and Friedmann equations in Eqs. (3.11) and (3.13), and are
coupled to the mode equation, Eq. (3.19). Evidently, these equations are a highly nonlinear set
of coupled integro-differential equations, which one needs to solve to fully study the dynamical
interplay between gauge-field production and backreaction in axion inflation.

3.3 The dynamics of Abelian axion inflation

Having established the fundamental set of equations describing the evolution of the inflaton field,
the creation of gauge fields, and their backreaction, we now want to consider these processes from
a dynamical perspective. To this end, we give a broad overview on how one can solve the equations
of motions in Eq. (3.26), and discuss basic features of the resulting dynamics.

First, we need to recognize that a fully general discussion of the inflationary dynamics in axion
inflation is not feasible because of the nonlinear structure of its underlying equations of motions.
However, one can identify two distinct dynamical regimes in this model with varying degrees of

6The introduction of this UV cutoff is the most commonly adopted regularization scheme in the literature on axion
inflation (see, e.g., Refs. [83, 103, 109, 128, 372]). This scheme is, however, mainly suitable for a strong tachyonic
enhancement (|ξ| ≳ 3) where the separation between vacuum and enhanced modes is pronounced, and the integrands
in Eq. (3.25) are dominated by the enhanced polarization mode [103]. As an alternative, the authors of Refs. [373, 374],
regularized ⟨E ·B⟩ and ⟨E2 +B2⟩ using adiabatic subtraction, albeit only in situations where gauge-field production
can be studied analytically (weak backreaction, see Sec. 3.3). In this thesis, we mainly study gauge-field production in
situations that require numerical techniques, so we rely entirely on the practically simple UV cutoff as a regulator.
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complexity regarding their description. In the first, the dynamical impact of gauge-field production
is small, the terms ⟨E ·B⟩ and ⟨E2 +B2⟩ is negligible, and the mode equation (3.18) does not
backreact on the Klein–Gordon and Friedmann equations. We call this the weak-backreaction
regime. In the opposite case, gauge-field backreaction affects the dynamics of inflation itself, and
we are forced to treat the full nonlinear EOMs in Eq. (3.26) as one. We refer to this second case
as the strong-backreaction regime.

To quantify the difference between these two regimes, it proves useful to introduce two back-
reaction parameters [103],

δKG ≡ β

MP

|⟨E ·B⟩|
|3Hφ̇| , δF ≡ ⟨E2 +B2⟩

6H2M2
P

. (3.27)

The first parameter, δKG quantifies the backreaction (BR) in the Klein–Gordon equation, Eq. (3.11)
and indicates the importance of gauge-field friction over the usual Hubble friction during inflation.
The second parameter, δF, instead indicates the relative importance of the electromagnetic energy
density, ρEM, to the total energy density ρtot = 3M2

PH
2. As ρEM evolves as radiation, we require

δF ≲ 1/2 to ensure inflation, which is to say, the potential energy of the inflaton needs to dominate
(c.f. Eq. (3.14)). The weak BR regime is then classified through δKG ≪ 1 and δF ≪ 1, while the
strong-BR regime corresponds to δKG ≳ 1 with δF ≲ 1/2. In what follows, we now discuss these
two regimes in turn, beginning with the simpler of the two: the weak-backreaction regime.

3.3.1 The regime of weak backreaction

Neglecting gauge-field backreaction, the inflaton’s EOM in Eq. (3.11) simply reduces to the
conventional Klein–Gordon equation for a homogeneous scalar field as in Eq. (1.22). Therefore,
the evolution of the inflaton field can simply be described by the standard slow-roll attractor
discussed in Sec. 1.2. This then allows for a fully analytical description of axion inflation in the
weak-backreaction regime.

Assuming the inflaton evolves on the slow-roll attractor, we have that the inflationary spacetime
is approximately given by de Sitter space with a constant Hubble rate,H , while the inflaton velocity,
φ̇, is also nearly constant (cf. Sec. 1.2). This then implies that η ≃ −1/(aH), while the instability
parameter ξ is also nearly constant. Under these assumptions, the mode equation for a gauge-field
mode Aλ(η, k) can be solved exactly:

Aλ(η, k) =
1√
2k
e

λπξ
2 W−iλξ, 1

2
(2ikη) . for H = const. & ξ = const. (3.28)

Here, Wκ,µ is the Whittaker-W function (see App. A). From this expression, we can also ex-
plicitly recognize the role played by the instability parameter, ξ, which controls the exponential
enhancement of one gauge-field polarization over the other.

In the weak-backreaction regime, we then have that gauge-field production is entirely deter-
mined through ξ. This also carries over to the expectation values for the amplified electromagnetic
background in Eq. (3.25), which, are also simply functions of ξ:

⟨E ·B⟩ = H4Υ0(ξ) , ⟨E2 +B2⟩ = H4ρ̄EM,0(ξ) . (3.29)

To find explicit expressions for these functions, one can rely on a commonly adopted approximation
of the mode function in Eq. (3.28) for the tachyonically enhanced polarization mode [54–56]

Asign(ξ)(η, k) ≃
1√
2k

(
k

2|ξ|aH

)
eπ|ξ|−2

√
2|ξ|k/(aH) . (3.30)
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which holds for |ξ| ≫ 1 and (8|ξ|)−1 ≪ k/aH ≪ 2|ξ|. Evaluating the integrals in Eq. (3.25)
using this approximation, while neglecting the exponentially suppressed gauge-field mode for
λ = − sign(ξ), yields [1]

Υ0(ξ) = − sign(ξ)
7!

221π2
e2π|ξ|

|ξ|4 , ρ̄EM,0(ξ) =
7!

221π2
(
1 + 1.1|ξ|2

) e2π|ξ|
|ξ|5 (3.31)

From the exponential dependence of these expressions on |ξ|, we can recognize explicitly how
potentially abundant gauge-field production during axion inflation can be for large |ξ|. This also
justifies our earlier idea that ξ is a gauge-field-production parameter.

The approximation of constant ξ andH we have made so far is of course an idealization, which
is not realized on a realistic slow-roll trajectory. Generically, φ̇ slowly increases through the course
of inflation, whileH slowly decreases. Consequently, also |ξ| grows during inflation, and, therefore,
so does gauge-field production. This continuous amplification of the electromagnetic background
can result in a multitude of interesting phenomenological implications (see Sec. 3.4). However,
this growth also entails that the dynamical impact of the gauge fields consistently increases as the
system evolves.

A simple way to see this increased dynamical effect explicitly is to evaluate the BR parameters
in Eq. (3.27) using Eqs. (3.29) and (3.31) [4]:

δKG ≃ 4.1× 10−5

(
βH

MP

)2 e2π|ξ|

|ξ|5 , δF ≃ 4.1× 10−5

(
H

MP

)2 e2π|ξ|

|ξ|5 (1 + 1.1|ξ|2) . (3.32)

The notable exponential sensitivity of these parameters on |ξ| highlights that even a small change
in the instability parameter on the slow-roll attractor can entail that a system which starts out in
weak BR may transition to a regime of strong BR, where gauge-field friction effects are no longer
negligible. In this sense, backreaction effects are for some configurations rather an inevitability of
axion inflation than a fringe case, and we need to consider how the inflationary system responds to
this amplified background of electromagnetic radiation.

3.3.2 The regime of strong backreaction

At first, it may not be evident why the onset of BR effects leads to a new inflationary regime of
strong BR, rather than simply a breakdown of inflation itself. After all, not only the friction term
⟨E ·B⟩ is sourced by the rolling inflaton field but also the electromagnetic energy density, ρEM,
whose growth can threaten the domination of the inflaton’s potential energy density. However,
friction turns out to be the more important dynamical effect in the lead up from weak BR, as we
can see by studying Eq. (3.32). These imply that δF ≃ β2δKG. Therefore, a dynamical system in
the regime of weak BR can indeed transition to an inflationary stage with strong BR, δKG ∼ 1 and
δF ≲ 1, as long as the axion–vector coupling β is large.

Once electromagnetic dissipation through ⟨E ·B⟩ becomes important, the standard slow-roll
attractor we relied on for weak BR breaks down, and the assumption that ξ changes adiabatically
slowly seizes to be true. We can then no longer rely on the analytical expressions for the mode
functions in Eq. (3.28), or assume a direct dependence of ⟨E ·B⟩ and ρEM on ξ as in Eq. (3.29).
Originally, Anber and Sorbo [55] suggested the existence of a new attractor in the regime of
strong BR, where gauge-field friction is stable and can support a constant value of ξ. However,
this supposed attractor is not reached in numerical simulations of the dynamical transition from
weak to strong BR [106–109], and, in fact, appears to be unstable [131]. Chapter 5 of this thesis
is entirely dedicated to the discussion of this Anber–Sorbo solution and its possible instability.
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At the heart of the unstable dynamics of strong BR is the emergence of a second timescale in
the system, a retarded response between changes in ξ and gauge-field production [109]. A hint at
this retardation can in fact be seen in the spectrum shown in Fig. 3.1. The important feature therein
is that the peak of the amplified mode |A−(t, k)| is not at kthr, but at a mildly lower wavenumber,
which crossed the threshold scale at an earlier point in time, kthr(t − ∆t). This implies that
backreaction terms, like ⟨E ·B⟩, carry a memory from the state of the physical system at t−∆t.
This retardation can prevent the dynamical system from stabilizing gauge-field friction and can
trigger highly nonlinear behavior.

While the emergence of this nonlinear evolution has been understood analytically [109, 131],
its full dynamical effects have so far only been successfully resolved using numerical techniques.
There are three main numerical methods for this purpose: (i) the mode-by-mode approach [83,
85, 87, 88, 106–109, 375], in which one directly solves the coupled set of equations (3.26) by
evolving individual gauge-field modes Aλ(t, k) in time; (ii) lattice simulations [376–381] which
solve the equations of motion for axion inflation directly on a discretized lattice; and (iii) the
gradient-expansion formalism (or GEF) [128, 133, 372], which forgoes a description of gauge-
field production in momentum space by directly establishing a tower of differential equations
governing the evolution of the backreaction terms, ⟨E ·B⟩, ⟨E2⟩ and ⟨B2⟩. The GEF is the
central method we rely on in this thesis, and chapter 4 is fully dedicated to its discussion.

All these methods reveal a similar dynamical structure which is characterized by chaotic
oscillations in ξ. Qualitatively, these oscillations arise as follows. At first, strong friction through
⟨E ·B⟩ brakes the inflaton, and thus ξ decreases. This entails a loss in gauge-field production, and
therefore, gauge-field friction diminishes. However, the reduction in electromagnetic dissipation
allows the inflaton field to accelerate again, ξ grows, friction increases, and the cycle repeats. Over
multiple oscillations, the additional friction from the gauge field however accumulates, and results
in a loss of kinetic energy in the inflaton field. This keeps a system in strong BR from ever reaching
the usual end of inflation with φ̇2 ≃ V (φ). Instead, inflation is prolonged, and ultimately ends
once gauge-field production catches up with the inflaton’s potential energy density, ρEM ≃ V (φ).

Physically, these effects of backreaction can also be understood as gauge-field friction inducing
a stuttering motion of the inflaton field while it is descending its potential. In fact, it may happen
that the inflaton’s velocity briefly changes sign in a regime of strong BR, corresponding to the
inflaton briefly rolling backwards and ascending its potential.

To illustrate these dynamics, and how they compare to those of weak backreaction, we show
two different evolution histories for the energy densities and backreaction parameters in Fig. 3.3.
In the left panel, backreaction effects never become important (δKG remains below unity), and
the system reaches the end of inflation on the slow-roll trajectory, φ̇2 ≃ V (φ). Meanwhile, the
system on the right starts out in a regime of weak BR, but friction effects become important before
inflation can end (δKG crosses unity). This system then undergoes a period of strong BR, which
prolongs inflation for several e-folds past the expected end of slow-roll inflation (vertical dashed
line) and only ends for ρEM ≃ V (φ).

Seeing as the dynamics of strong BR are highly nonlinear, such a qualitative description is the
extent to which strong-backreaction effects can be characterized. To round off its discussion, we
should also note that recent developments in lattice simulations have revealed a new feature that
can emerge in the regime of strong BR (see Refs. [377–380]). These lattice studies demonstrate
that gauge-field production can efficiently source inhomogeneities in the inflation field, δϕ(t,x),
which we have assumed to be dynamically unimportant in our discussion thus far (cf. Sec. 3.2).
In the strong BR regime, these inhomogeneities may however backreact on gauge-field production
itself. This can lead to a regime of inhomogeneous backreaction whose main characteristic is
a damping of the oscillatory behavior of ξ we just described. However, qualitatively, this inho-
mogeneous backreaction still leads to a prolonging of inflation, and an ultimate domination of
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Figure 3.3: Two different evolution histories for axion inflation. The top panels show the change in
the inflaton’s potential (gray) and kinetic (green) energy density alongside the electromagnetic energy
density (red) normalized to ρtot = 3H2M2

P. The lower panel shows the evolution of the backreaction
parameters δKG (solid black) and δF (dotted black) in Eq. (3.27). On the x-axis, we show the number
of e-folds, ∆N , until the expected end of inflation on the usual slow-roll trajectory. Panel (a): The
system remains in the weak-backreaction regime until the end of inflation at ∆N = 0. Panel (b):
The system enters the strong-backreaction regime before ∆N = 0 and inflation is prolonged by three
e-folds. These results are obtained using the GEF for a quadratic potential V (ϕ) = m2ϕ2/2 with a
mass m = 6.16 × 10−6MP and for two different coupling constants, β = 13.5 (left), and β = 15
(right). Both systems are initialized in the weak-backreaction regime at ∆N = −60 (cf. Sec. 4.2.2).

the electromagnetic energy density. In the next chapter, we shall discuss the regime of inhomo-
geneous backreaction in more detail, after we have established the GEF as method for studying
strong-backreaction dynamics in axion inflation.

In summary, we may conclude that axion inflation features a rich dynamical structure which is
the topic of ongoing research. In particular, these dynamics require numerical methods to resolve
them, the development and refinement of which is the purpose of the next part of this thesis.

3.4 Implications of gauge-field production

Having discussed the dynamical production of gauge fields in axion inflation, we now close this
chapter by briefly elaborating on their possible phenomenological implications. This is mainly
intended as an overview and to establish fundamental concepts that we can draw on for later
discussions. Meanwhile, many of these topics will be discussed in more detail in dedicated
chapters, where we present our own work on these topics.

3.4.1 Sourced primordial perturbations

The presence of an amplified background of electromagnetic fields during inflation can directly
source correlated scalar and tensor perturbations [55, 56, 58, 382]. These sourced perturbations
then add a novel contribution to the total scalar and tensor power spectrum during inflation in
addition to the usual contribution of vacuum metric and inflaton perturbations we have already
discussed in chapter 1.
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For gauge-field production in the weak-backreaction regime, there are established analytical
formulas for the total scalar and tensor power spectrum which parametrize the gauge-field-induced
contribution in terms of the gauge-field production parameter ξ. For the scalar power spectrum,
one finds [56, 57]

Pζ(k, η) ≃
(
H2

2πφ̇

)2
[
1 + 7.5× 10−5

(
H2

2πφ̇

)2
e4π|ξ|

|ξ|6

]
, for −kη ≪ 1 & ξ ≫ 1 (3.33)

while the tensor power spectrum is given by [58]

Ph(k, η) ≃
(

H

πMP

)2
[
2 + 8.6× 10−7

(
H

MP

)2 e4π|ξ|

|ξ|6

]
, for −kη ≪ 1 & ξ ≫ 1 (3.34)

with the first term in each equation being the standard vacuum contributions in Eqs. (1.77)
and (1.82), while the second term is due to gauge fields. As previously discussed in Sec. 3.3.1,
ξ generally grows in the regime of weak backreaction. Following the logic that perturbations
with smaller wavelengths are sourced at later times during inflation, therefore means that the
gauge-field-induced contribution is more relevant on smaller scales than on larger scales.

The scalar perturbations sourced by the electromagnetic background can be highly non-
Gaussian [56, 57, 339, 383]. Meanwhile, the degree of non-Gaussianity at CMB scales is strongly
constrained [15, 49], which therefore limits the efficiency of gauge-field production at these scales.
The corresponding bound is conventionally expressed in terms of the instability parameter as
|ξCMB| ≲ 2.5 [56, 57]. Meanwhile, ξ may dynamically grow beyond this limit at late times during
inflation. As a result, the scalar power spectrum can be enhanced at small scales, which can then
indirectly lead to the formation of primordial black holes [89, 90] or sourced SIGWs [109] as
discussed in Sec. 1.5.

Because of the limits on scalar non-Gaussianity, gauge-field-induced tensor perturbations at
CMB scales are likely unimportant, thus they do not affect the conventional results for the tensor-
to-scalar ratio r (one exception to this are k-flation scenarios of axion inflation, see Ref. [384]).
However, because the sourced tensor perturbations are also enhanced towards smaller scales, they
may source a stochastic background of gravitational waves (SGWB) that could be observable with
current or next-generation gravitational wave (GW) experiments [51, 82–88]. In particular, the
helical nature of gauge-field production during axion inflation also transfers to these sourced GWs,
which are thus polarized [58]. The helical nature of this SGWB could be used to distinguish this
signal from other potential sources [51, 58]. The efficiency of GW production via gauge fields
is however limited, as the GWs would act as an additional species of dark radiation beyond the
measured levels of SM radiation at the time of BBN or CMB emission [380, 385, 386].

In part III of this thesis, we study both the sourcing of scalar and tensor perturbations during
axion inflation, which is where we also discuss how to compute the sourced contributions to their
power spectra in the regime of strong gauge-field backreaction, where the analytical formulas in
Eqs. (3.33) and (3.34) no longer apply.

3.4.2 Schwinger pair production

An important effect which our discussion of gauge-field production and backreaction during
axion inflation in the previous sections has not taken into consideration is the possibility that
the amplification of electromagnetic fields via the inflaton field could itself be a channel for the
production of charged fermions or scalars via Schwinger pair-creation [120, 121]. This production
channel can be relevant if any scalars or fermions are charged under the Abelian gauge group of
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the gauge field Aµ appearing in Eq. (3.7), which is for instance the case if one considers that this
Abelian gauge field corresponds to the SM hypercharge field [128, 130].

In cases where the Schwinger effect is efficient at producing charged particles, it can lead
to significant modifications to the dynamics of axion inflation: the pair-creation process can
effectively drain energy from the gauge-field background [127], which inhibits the potential for
gauge-field backreaction on the inflaton dynamics [104, 128, 129, 134]. This can be understood
by considering that the Schwinger effect induces an effective charge current J , which enters into
the existing Maxwell’s equations for axion inflation as a modification to Ampère’s law (see e.g.,
[133])

Ė + 2HE − 1

a
rotB +

β

MP
φ̇B + J = 0 . (3.35)

In addition to its dynamical implications, the Schwinger effect as a channel for creating
charged particles, is also phenomenological relevant. For instance, the combined production
of helical gauge fields and fermions in axion inflation has been considered as a source of CP
violation in the context of baryogenesis scenarios [102–105]. Other authors have considered
Schwinger pair production as a mechanism for inflationary dark-matter production [125, 126].
Furthermore, charged fields, like fermions, can also induce GWs [122, 123], which then would
add another sourced contribution to the tensor power spectrum from axion inflation. However, this
contribution, to our knowledge, has not yet been computed in the literature.

In chapter 6, we discuss how Schwinger pair creation during axion inflation can be modelled
and how the GEF can be used to describe its dynamical implications. Meanwhile, in chapter 9,
we consider how the predictions for gauge-field-induced GWs in axion inflation are modified once
Schwinger pair creation has become effective at inhibiting the production of gauge fields.

3.4.3 Other effects

Before proceeding to discuss the dynamical implications of gauge-field production in more detail
in the next part of this thesis, let us also give a brief overview of other effects of gauge-field
production which we shall not further discuss in this thesis.

For one, gauge-field production in axion inflation can be an efficient channel for preheating,
as has been analyzed in several lattice studies [78–81]. Gauge fields that are created during the
reheating era can then also further generate GWs, see Refs. [80, 385, 386].

The creation of helical magnetic fields has also been studied as a mechanism for generating
primordial magnetic fields [53, 54, 106, 387]. Recent lattice simulations of axion inflation [380]
indeed find that axion inflation may be a viable magnetogenesis scenario, as it could source
magnetic fields with a sufficient amplitude to explain the evidence for large scale magnetic fields in
our present Universe suggested by blazar observations [95–97]. However, the amplitude of these
magnetic fields may be significantly reduced when accounting for the damping effects of charge
carriers produced via the Schwinger effect [134]

Some authors have also considered that the gauge field can thermalize in models of axion
inflation [388, 389]. However, existing lattice simulations have not observed this, at least in
models of axion inflation in which the gauge field does not couple to charged fields. Meanwhile,
these thermalization effects could be more important when gauge fields do couple to charged fields,
for instance, to SM particles [388, 389].
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Chapter 4

The gradient-expansion formalism

In this second part to this thesis, we introduce and develop the main tools which we use to describe
the dynamical production of gauge fields during axion inflation. As we have seen in the last
chapter, the model of axion inflation features a rich dynamical structure, where gauge fields are
both efficiently sourced by the inflaton field, but can also directly backreact on its dynamics. This
dynamical interplay between gauge-field production and backreaction needs to be consistently taken
into account to determine the inflationary evolution during axion inflation, describe the efficiency of
gauge-field production in this model, and to ultimately study their phenomenological implications.
In this chapter, we introduce our main numerical tool for this purpose: the gradient-expansion
formalism.

At its core, the gradient-expansion formalism (GEF) is a reformulation of the equations of
motion of axion inflation: instead of describing gauge-field production and backreaction in terms
of gauge-field mode functions, as we have done it in the previous chapter, the GEF entails the
construction of a coupled set of ordinary differential equations (ODEs) that directly govern the
evolution of the gauge-field expectation values responsible for backreaction effects. The original
GEF formulation of axion inflation was developed in Ref. [128] and has been further developed
and applied in Refs. [133, 372]. Meanwhile, the GEF has also been used in the study of other
inflationary models featuring gauge-field production and backreaction effects [135, 390–392], for
instance in models where the inflaton couples to gauge fields via a modified kinetic term as in the
original Ratra model [393]. The GEF can also be adapted to describe the dynamical Schwinger
pair creation of charge carriers during axion inflation [128, 130, 133], which we further discuss in
chapter 6.

The main purpose of our subsequent discussion is to establish the fundamental idea behind
the GEF, to illustrate how it can be used as a numerical tool to determine the dynamics of axion
inflation, and to highlight its advantages and disadvantages with respect to other techniques. To
this end, we focus on the simplest version of the GEF, which is adapted to the basic axion inflation
model that we introduced in the last chapter. In the next two chapters, we will then expand upon
and adapt this basic GEF version to more specific scenarios, but the basic ideas we present in this
chapter will remain the backbone of these modified GEF versions. Also, in part III, the GEF we
present here is needed to provide the necessary input for our discussion of gauge-field-sourced
inflationary perturbations for axion inflation in the strong-backreaction regime.

Our presentation of the GEF in this chapter is structured as follows. In Sec. 4.1, we present
the fundamental equations of motion that the GEF relies on to describe the dynamics of axion
inflation. Following this, Sec. 4.2 presents the numerical strategy that we employ to solve these
GEF equations. Here, we also discuss the standard dynamical scenario to which we apply the GEF
in later parts of this thesis. In Sec. 4.3, we then reflect on the GEF’s limitations and advantages
compared to other numerical methods for studying axion inflation, in particular with a focus on
lattice simulations. Finally, we end this chapter in Sec. 4.4 by giving an outlook regrading the
applications of the GEF that we will consider in the subsequent parts of this thesis.
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4.1 The GEF formulation of axion inflation

We start our discussion by presenting the basic GEF formulation of axion inflation. This means,
we describe how the equations of motions for a homogeneous inflaton field φ ≡ ⟨ϕ⟩, Eq. (3.11),
the electric and magnetic field operators E and B, Eq. (3.12), and the Friedmann equation (3.13),
may be transformed into a finite set of ODEs for gauge-field expectation values like ⟨E2⟩, ⟨B2⟩
and ⟨E ·B⟩. In this, we follow the discussion presented in Ref. [128].

4.1.1 Reformulating the equations of motion of axion inflation

The starting point for the GEF technique is the definition of the dynamical quantities which are
at the heart of its construction. They are a set of bilinear gauge-field expectation values of the
electromagnetic field operators E and B that we shall refer to as the GEF variables:1

E(n) =
1

an
⟨E · rotnE⟩ , (4.1a)

G(n) = − 1

2an
⟨E · rotnB +B · rotnE⟩ , (4.1b)

B(n) =
1

an
⟨B · rotnB⟩ , (4.1c)

For n = 0, these GEF variables are simply the backreaction terms ⟨E2⟩, ⟨E ·B⟩ and ⟨B2⟩ which
appeared ubiquitously throughout our discussion of axion inflation in the previous chapter. Thus,
using these new variables, the Klein–Gordon equation (3.11) and the Friedmann equation (3.13)
for axion inflation are simply,

φ̈+ 3Hφ̇+ V,ϕ(φ) = − β

MP
G(0) , (4.2)

H2 =
1

3M2
P

[
1

2
φ̇2 + V (φ) +

1

2

(
E(0) + B(0)

)]
. (4.3)

Here, as before, H is the Hubble rate, V is the inflaton potential, and V,ϕ denotes its gradient.
The reason for introducing the whole generalized set of bilinear gauge-field expectation values in
Eq. (4.1) is that they allow one to elegantly reformulate the entire dynamics encoded in Maxwell’s
equations (3.12) as a coupled set of differential equations for E(n), G(n), and B(n):

Ė(n) + (n+ 4)H E(n) − 2β

MP
φ̇G(n) + 2G(n+1) = S

(n)
E , (4.4a)

Ġ(n) + (n+ 4)H G(n) − β

MP
φ̇B(n) − E(n+1) + B(n+1) = S

(n)
G , (4.4b)

Ḃ(n) + (n+ 4)H B(n) − 2G(n+1) = S
(n)
B . (4.4c)

This is at the heart of the GEF: we exchange our original description of axion inflation in terms of
mode functions and integrals (cf. chapter 3) for a new description in terms of coupled ODEs.

In its current form, Eq. (4.4) evidently require further explanation. For one, we need to explore
the origin of the source terms (or boundary terms)S(n)

X forX = E ,G ,B appearing on its right-hand
side. Furthermore, each differential equation describing the evolution ofX (n) for a fixed n depends

1The symmetrization in the definition of G(n) is included since the operators rotn E and rotm B do not commute
for n,m > 1.
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on GEF variables of order n + 1.2 So, our current GEF formulation of axion inflation is one of
infinitely many coupled differential equations, making them unsuitable for practical applications.
In what follows, we will therefore first explain the origin and interpretation of the boundary terms,
and then describe a scheme to analytically close the infinite tower of GEF equations in Eq. (4.4)
at some finite order n. In this way, we obtain a finite set of ODEs which we can use in practice to
study both the dynamical production of gauge fields during axion inflation, and their backreaction
on the inflaton dynamics.

4.1.2 Boundary terms

The origin of the boundary terms S(n)
X is most clearly revealed by momentarily returning to a

momentum-space description of the GEF variables X (n). At their core, the GEF variables defined
in Eq. (4.1) are simply bilinear expectation values of the gauge-field operator A (cf. Eq. (3.15)).
Thus, we may also directly represent them as integrals over the gauge-field mode functions,
Aλ(t, k):

E(n) =

kh(t)∫
0

dk

k

kn+3

2π2an+2

∑
λ

λn|Ȧλ(t, k)|2 , (4.5a)

G(n) =

kh(t)∫
0

dk

k

kn+4

2π2an+3

∑
λ

λn+1Re[Ȧλ(t, k)A
∗
λ(t, k)] , (4.5b)

B(n) =

kh(t)∫
0

dk

k

kn+5

2π2an+4

∑
λ

λn|Aλ(t, k)|2 . (4.5c)

These equations follow directly from our definition of the expectation value ⟨·⟩ for the quantized
gauge field A, as we have described it in Sec. 3.2.2. In particular, this means that we regulate these
UV-divergent integrals by introducing the instability scale kh in Eq. (3.24) as a UV cutoff. The
idea behind this regularization procedure is as before; kh qualitatively separates quantum vacuum
modes from modes that have been excited by the rolling inflaton field, and which can therefore
contribute to a background configuration of classical gauge fields.

The time dependence of the UV regulator kh(t) is the reason the boundary terms appear in
Eq. (4.4). To construct these equations for the GEF variables X (n), we need to take the time
derivative of the expectation values for a quantum operator, for instance ⟨E rotnB⟩. However,
Maxwell’s equations (3.12) merely describes the time variation of the operators E and B. The
boundary terms are instead needed to capture the time dependence of ⟨·⟩ itself, which is due to
its dependence on the UV regulator, kh. Physically, we can understand the boundary terms as
accounting for the constant influx of vacuum modes Aλ(t, k) which are continuously excited out
of their vacuum configuration by the rolling of the inflaton field during inflation.

Let us elaborate on this point to derive the mathematical structure of the boundary terms S(n)
X .

Following Eq. (4.5), any GEF variable X (n) can be represented as an integral of the form

X (n)(t) =

kh(t)∫
0

dk

k

dX (n)(k, t)

d log k
, (4.6)

2For notational simplicity, we use X as a collective label for discussions which equally apply to all three bilinear
quantities in Eq. (4.1). For example, X (n) may represent either E(n), G(n) or B(n).
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wheredX (n)(k, t)/d log k denotes the spectrum ofX (n). The time derivative ofX (n) then takes two
contributions: one from the time dependence of the spectrum, and one from the time dependence
of kh:

Ẋ (n)(t) =

kh(t)∫
0

dk

k

d

dt

(
dX (n)(k, t)

d log k

)
+

d log kh(t)

dt

dX (n)(k, t)

d log k

∣∣∣∣∣
k=kh(t)︸ ︷︷ ︸

≡S(n)
X

. (4.7)

Maxwell’s equations allows us to express the first term through other GEF variables, such that we
can construct the left-hand side of the GEF equation (4.4), while the second contribution constitutes
the boundary term S

(n)
X on the right-hand side of Eq. (4.4).

Formally, the boundary terms for the three types of GEF variables, E(n), G(n) and B(n), are
given by

S
(n)
E (t) =

d ln kh(t)

dt

kh(t)

2π2

(
kh(t)

a(t)

)n+2 ∑
λ=±1

λn
∣∣Ȧλ(t, kh(t))∣∣2 , (4.8a)

S
(n)
G (t) =

d ln kh(t)

dt

kh(t)

2π2

(
kh(t)

a(t)

)n+3 ∑
λ=±1

λn+1Re
[
A∗
λ

(
t, kh(t)

)
Ȧλ
(
t, kh(t)

)]
, (4.8b)

S
(n)
B (t) =

d ln kh(t)

dt

kh(t)

2π2

(
kh(t)

a(t)

)n+4 ∑
λ=±1

λn
∣∣Aλ(t, kh(t))∣∣2 . (4.8c)

Evidently, these expressions explicitly depend on the mode function Aλ(t, k). In particular, they
are the mode functions with wavenumber k = kh(t), i.e., those modes which are crossing the
instability scale at time t.

At first glance, the fact that these boundary terms appear in Eq. (4.4) entails that the GEF
formulation of axion inflation can not entirely rid itself of mode functions. We can however
analytically approximate the mode functions Aλ(t, kh) to circumvent this mixing between the
GEF and the mode-function formulation of axion inflation. The important observation is that
the mode functions appearing in Eq. (4.8) are, per definition of kh, necessarily still in a near
vacuum-like state. In particular, the fact that kh(t) is constructed as a monotonically increasing
function (cf. Eq. (3.24)) means that a modeAλ(t, kh(t)) has not been subjected to the tachyonically
enhancing effects of the inflaton field at any prior times t′ < t. This then suggests that this gauge
mode is not yet sensitive to the full dynamical state of the inflationary system at time t. Therefore,
we may suitably approximate Aλ(t, kh(t)) by assuming that it has thus far changed adiabatically
slowly out of the Bunch–Davies vacuum. This assumption motivates us to describe Aλ(t, kh(t))
in terms of the analytical expression for the gauge-mode functions in Eq. (3.28), which are valid
for an adiabatically slowly changing system.

Following these considerations, we can then approximate the boundary terms in Eq. (4.8) as
functions of time which are independent of the exact mode functions Aλ(t, k),

S
(n)
X (t) =

d ln kh(t)

dt

1

4π2

(
kh(t)

a(t)

)n+4 ∑
λ=±1

λnXλ(ξ(t)) , X = E , G ,B . (4.9)
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Here, ξ is the instability parameter defined in Eq. (3.20) and the spectral functions Xλ are

Eλ(ξ) =
eπλξ

4|ξ|2
∣∣∣(2i|ξ| − iλξ)W−iλξ, 1

2
(−4i|ξ|) +W1−iλξ, 1

2
(−4i|ξ|)

∣∣∣2 , (4.10a)

Gλ(ξ) =
eπλξ

2|ξ| Re
[
Wiλξ, 1

2
(4i|ξ|)W1−iλξ, 1

2
(−4i|ξ|)

]
, (4.10b)

Bλ(ξ) = eπλξ
∣∣∣W−iλξ, 1

2
(−4i|ξ|)

∣∣∣2 , (4.10c)

withWκ,µ the Whittaker-W function appearing in Eq. (3.28). Note that, we have used the standard
recurrence relationships for Whittaker functions that are given in App. A to arrive at the expressions
for Eλ(ξ) and Gλ(ξ).

4.1.3 Approximate closing condition

Next, let us motivate a suitable condition to analytically close the infinite tower of differential
equations given by Eq. (4.4). To this end, it is again useful to work with the integral representation
of the GEF variables X (n) in Eq. (4.5). This equation suggests that any X (n) can be written as

X (n)(t) =

∫ kh(t)

0
dk

(
k

a

)n+4∑
λ

λnIX
λ (t, k) , (4.11)

where IX
λ (t, k) encodes the dependence of X (n) on the mode functions Aλ(t, k), e.g., for B(n)

we have IB
λ (t, k) = |Aλ(t, k)|2/(2π2). Considering the integral in Eq. (4.11) for a large value of

the integer n, we can see that the integrand takes a dominant contribution from the term (k/a)n+4

near the UV regulator, an effect which evidently is more pronounced the larger we take n. This
observation suggests the following approximation:3

X (n+1) ≈
(
kh
a

)2

X (n−1) , for n≫ 1 . (4.12)

A more refined version of this simple truncation procedure was suggested in Ref. [372], which is
simply a generalization of the one in Eq. (4.12),

X (n+1) ≈
L∑
l=1

(−1)l−1

(
L
l

)[
kh
a

]2l
X (n+1−2l) , for n≫ 1 . (4.13)

For L = 1, this condition simply reproduces Eq. (4.12).
Using Eq. (4.13) for some finite integer ncut, the differential equation for the GEF variables

X (ncut) in Eq. (4.4) then no longer depends on X (ncut+1), but can instead be entirely expressed
through terms with n < ncut. Thus, this conditions allows us to truncate the infinite tower of
differential equations in Eq. (4.4) at ncut. For practical applications of the GEF, a typical truncation
order is ncut ∼ 100, while Ref. [372] suggests L ∼ 10 for the series expansion in Eq. (4.13).

With this analytical closing condition established, we therefore have successfully transformed
the full system of coupled integro-differential equations that describe the dynamics of axion

3The polarization structure in Eq. (4.11) enforces that X (n+1) with even (odd) n can only be related to X (n−1), not
X (n). This can also be understood by noting that any such approximate equality should relate terms that transform in
the same way under a parity transformation [390].
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inflation, Eqs. (3.11), (3.13), and (3.18), into a finite set of coupled ODEs, Eqs. (4.2) to (4.4).
These ODEs are then in a suitable form to be solved numerically.

4.2 Solving the GEF equations

Having established the practical formulation of the GEF, we now continue with a technical exposi-
tion of the numerical strategy used to solve the system of equations (4.2) to (4.4). This reflects the
approach implemented in the Python code developed alongside this thesis [7], and is intended to
highlight the key ingredients required for a stable and convergent solution of the GEF equations.
Having discussed this general strategy, we then consider its concrete application to a standard
benchmark scenario which we will return to as a point of reference throughout this thesis.

4.2.1 The GEF algorithm

The numerical procedure for resolving the dynamics of axion inflation using the GEF proceeds in
three conceptual stages. At first, the physical system needs to be specified. For axion inflation,
one requires the functional shape of the inflaton potential, V (ϕ), the strength of the axion–vector
coupling β, and initial data on the inflaton field, φ(0), φ̇(0), and the GEF variables. Furthermore,
the truncation scheme outlined in Eq. (4.13) requires an initial choice for ncut and L.

With the physical setup defined, Eqs. (4.2) to (4.4) can be solved using standard adaptive
Runge–Kutta methods (e.g., RK45). In this way, one determines the full evolution of the dynamical
background including the Hubble rate, the inflaton field, and the backreaction parameters E(0),
G(0) and B(0). Once the dynamical evolution of the background is known, one can also a posteriori
determine the evolution of the gauge-field spectrum in terms of the mode functions Aλ(t, k).
The mode equation for axion inflation, Eq. (3.18), can be solved for a discrete set of gauge-field
momenta, ki. Each mode Aλ(t, ki) is initialized in the Bunch–Davies vacuum, Eq. (3.21), at a
sufficiently early initial time ti such that ki ≫ kh(ti) is ensured. More details on how to solve a
mode equation of this type are given in App. B.

The success of this numerical procedure can be validated using an internal error estimation
scheme, which builds on the dual determination of the gauge-field evolution, once in terms of
the gauge-field expectation values, E(n), G(n) and B(n), and then again in terms of the gauge-
mode spectrum, Aλ(t, k). To assess the convergence of the GEF, one can determine X (0) by
directly integrating the spectrum of mode-function Aλ(t, k) using Eq. (4.5). Denoting this second
determination of X (0) in terms of mode functions as X (0)

MbM, and the original determination by
the GEF as X (0)

GEF, the convergence of the GEF result can be assessed by computing their relative
deviations:

ϵX (t) =

∣∣∣∣∣1− X (0)
GEF(t)

X (0)
MbM(t)

∣∣∣∣∣ , for X = E , G, B . (4.14)

This error estimate allows for an internal validation of the consistency between the GEF solution
and the corresponding mode spectrum.4

This validation scheme is particularly relevant because of the approximate closing procedure
that we use to attain a finite system of ODEs. When the system dynamics become strongly nonlinear,
as is the case in the strong-backreaction regime of axion inflation, the closing condition in Eq. (4.13)
can break down. For instance, this can happen in the case of short-timescale oscillations in the

4In practice, we use two criteria to claim a consistent GEF run: (a) the error at the final time of the numerical
simulation, ϵX (tend), should remain below a threshold (e.g., 10%); (b) the RMS error over all times ti for N data
points, ϵRMS

X =
√∑

i(ϵX (ti))2/N , should remain below this same threshold value.
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GEF variables X (n), which typically appear in certain regions of the parameter space for axion
inflation featuring large couplings β, alongside a low inflationary scale, H . A breakdown of the
condition in Eq. (4.13) can destabilize the highest-order GEF variables, X (ncut), whose dynamical
value begins to deviate from its true value. These deviations can, over time, propagate through
the system of equations (4.4), and ultimately impact the evolution of the backreaction parameters,
E(0), G(0) and B(0). This leads to a breakdown of the entire dynamical system, typically evidenced
by positive-definite quantities, e.g., E(0) and B(0), becoming negative.

For the case where such a breakdown occurs, we devised a self-correction algorithm for the
GEF in Ref. [1]. The algorithm proceeds as follows: (i) compute the mode spectrum Aλ(t, k)
based on the GEF solution; (ii) use the error estimator in Eq. (4.14) to identify the last valid state
of the system at some time tr; (iii) compute the terms X (n)(tr) to all orders in n using the mode
spectrumAλ(tr, k); (iv) reinitialize the dynamical system at tr using the corrected values X (n)(tr).
The successive use of this self-correction procedure ultimately allows one to consistently determine
the full system’s evolution. Moreover, an increase of the truncation ncut may also be necessary.

Despite the need for this self-correction algorithm, a full computation of the background
dynamics and the gauge-mode spectrum is numerically cheap given that we are merely solving a
coupled set of ODEs.5

Our Python package, the Gradient Expansion Formalism Factory (GEFF) [7] is a fully self-
consistent implementation of the numerical strategy we have outlined above. In particular, it is
designed to automatically detect a breakdown of the GEF truncation scheme, and it automatically
applies the self-correction algorithm or increases ncut if needed (cf. Fig. 1 in the GEFF man-
ual [394]). The package also comes with built-in implementations of the GEF for the model of
axion inflation. In chapter 6, we present an alternative version of the GEF, which is also designed
to handle Schwinger pair production during axion inflation. This model is also implemented in the
GEFF package. Beyond this, the code is designed to be modular, and allows for a simple imple-
mentation of the GEF also for other inflationary models featuring abundant gauge-field production
and strong-backreaction effects.

4.2.2 Slow-roll initial conditions: a standard benchmark for the GEF

To illustrate the results that one may obtain using the above strategy, we now apply it to determine
the full dynamical evolution of axion inflation starting from slow-roll initial conditions for a
particular benchmark model of axion inflation.

Slow-roll initial conditions entail that the inflaton field is on a slow-roll trajectory at early times
during inflation, e.g., when CMB scales exit the inflationary horizon, with gauge-field friction
being negligible. In terms of the dynamical regimes of axion inflation described in the previous
chapter, this means our system begins in the weak-backreaction regime of axion inflation allowing
gauge-field production to gradually grow over time. This can also result in the onset of strong-
backreaction effects if the inflaton has sufficiently amplified the electromagnetic background.

Slow-roll initial conditions are a conventional choice when studying gauge-field production in
axion inflation (see, e.g., Refs. [109, 128, 378]). The reason for this is twofold. For one, slow-
roll initial conditions are phenomenologically favorable because the CMB constraints on scalar
non-Gaussianity impose stringent constraints on early gauge-field production [15, 49, 56, 57].

5Roughly, such a computation takes of the order of minutes for the GEF solution, and again of the order of minutes for
the mode spectrum, in total between 5− 15min. The precise numbers of course depend on the available computational
resources and the particularities of the model like coupling strength β and the inflaton potential V (ϕ). This estimate is
representative of our own implementation in Python using our publicly available code in Ref. [394]. For comparison,
Ref. [83] quotes ∼ 30min to obtain comparable results using their Mathematica implementation of the mode-by-mode
approach to axion inflation.
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Meanwhile, slow-roll initial conditions are relatively simple to realize with numerical methods.
This is true for the GEF, but also when using the mode-by-mode approach (see, e.g., Ref. [83]) or
simulating axion inflation on a lattice (see, e.g., Ref. [379]): assuming that gauge-field production
has a negligible impact on the inflaton’s evolution prior to initialization entails that all gauge-field
backreaction terms, e.g., ⟨E2⟩, ⟨B2⟩, ⟨E ·B⟩, may be set to zero, while all gauge-field mode
functions may be initialized in their vacuum state.

These considerations, in particular the constraints suggested by CMB measurements, also
make slow-roll initial conditions relevant for this thesis, especially when we use the GEF for
phenomenological analyses in later chapters. The following benchmark result therefore serves a
dual purpose: we both use it to illustrate a typical GEF solution, but we can also use these results
as a point of comparison in later chapters.

For our standard benchmark model, we rely on a simple quadratic potential for the inflaton
field,

V (ϕ) =
1

2
m2ϕ2 with m = 6.16× 10−6MP , (4.15)

where we set the inflaton mass to match the amplitude of scalar perturbations measured in the
CMB (see chapter 1). This is a conventional benchmark which is studied in a variety of numerical
analyses of axion inflation in the literature (see, e.g., Refs. [109, 128, 372, 376, 380]). Although
a quadratic potential is ruled out by CMB measurements [14], it is a realistic approximation of
the inflaton’s potential toward the end of inflation. When studying gauge-field production, we are
primarily interested in their effect at late times during inflation, where they may lead to an imprint
on small physical scales, for instance, by inducing gravitational waves that are observable with
interferometer or PTA experiments (see chapters 3 and 9). For such studies, a quadratic potential
is a convenient and simple first choice.

Let us discuss how to initialize the GEF on the slow-roll trajectory for this potential. To obtain
a complete perspective on the relevant inflationary dynamics, from the time CMB scales leave the
horizon until the end of inflation, we initialize the inflaton field such that the system realizes at least
60 e-folds of inflation. We estimate this based on the dynamics of single-field inflation, allowing
for backreaction effects to potentially prolong the duration of inflation. For a quadratic potential,
this is achieved by setting 6

φ(0) = 15.55M2
P , φ̇(0) = −

√
2

3
mMP . (4.16)

These initial conditions follow directly from a slow-roll analysis of the quadratic potential as in
chapter 1 (see also, e.g., Ref. [138]). In line with the assumption that gauge-field production is
initially absent, all GEF variables are initialized at zero:

E(n)(0) = 0 , B(n)(0) = 0 , G(n)(0) = 0 . (4.17)

Finally, for the axion–vector coupling, we select β = 25. Given our above initial conditions, this
entails an onset of strong-backreaction effects a few e-folds before the expected end of inflation on
the slow-roll trajectory (see, e.g., Ref. [128]).

In Fig. 4.1, we illustrate the GEF results for this benchmark model. The left panel of this figure
demonstrates the GEF’s ability to capture the dynamical increase in gauge-field production during
axion inflation. We show the evolution of the three-gauge field densities; ρE = E(0)/2 (red),

6Given the symmetries of V (ϕ) in Eq. (4.15), one may also exchange the sign for these initial conditions, φ(0) →
−φ(0), φ̇(0) → −φ̇(0). For axion inflation, the change in sign of φ̇ entails that the opposite gauge-field helicity is
tachyonically enhanced by the rolling inflaton field (cf. chapter 3). With our choice of initial conditions, the negative
gauge-field helicity mode is tachyonically enhanced.
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Figure 4.1: GEF results for axion inflation with an axion–vector coupling β = 25 and the inflaton
potential in Eq. (4.15). Panel (a): The upper panel shows the evolution in e-folds of the electric
energy density ρE (red), magnetic energy density ρB (blue), and the Chern–Pontryagin density ρEB

(yellow), all normalized to H4. The lower panel shows the error estimate in Eq. (4.14) giving the
deviation between the GEF result and the corresponding mode-by-mode solution in momentum space.
Panel (b): The upper panel gives the relative contributions of the electric (red) and magnetic (blue)
energy density to the total energy density. Also shown are the contributions of the inflaton’s kinetic
(green) and potential (gray) energy densities to the total energy density. The lower panel shows the
evolution of the backreaction parameters δF and δKG in Eq. (3.27).
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Figure 4.2: The gauge-field mode spectrum for the negative (red) and positive (blue) helicity mode at
the end of inflation for β = 25 andm = 6.16×10−6MP. The gray dashed line indicates the amplitude
of the Bunch–Davies vacuum. Backreaction effects imprint themselves as oscillatory features below
the instability scale kh (black solid) for both helicity modes.
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ρB = B(0)/2 (blue), which, respectively, correspond to the electric and magnetic energy density,
and ρEB = |G(0)|/2 (yellow), the Chern–Pontryagin density. In the lower part of this plot, we also
depict our estimate for the error on these quantities using the estimator in Eq. (4.14). This error
consistently remains at the percent level, and clearly demonstrates the numerical control over our
GEF solution, which persists even when oscillations appear in ρE , ρB , and ρEB .

In the right panel of Fig. 4.1, we instead demonstrate the GEF’s ability to capture the dynamical
impact of gauge-field production. The upper panel shows the evolution of all energy densities in
this model, normalized to the total energy density ρtot = 3H2M2

P, while the lower panel shows
the change in the backreaction parameters δKG and δF in Eq. (3.27). We see the system indeed
transitions from weak to strong backreaction, as indicated by δKG reaching unity. In the strong-
backreaction regime, the GEF result then exhibits all expected features (cf. Fig. 3.3): The onset
of strong backreaction is followed by an increase in the duration of inflation (about 6 e-foldings),
the system exhibits oscillatory features in ρE , ρB , and φ̇2, and the end of inflation is reached for
V (φ) ≃ ρE .7

Finally, Fig. 4.2 depicts the spectrum of gauge-mode functions Aλ(t, k) that one obtains based
on the GEF solution shown in Fig. 4.1. The spectrum is evaluated at the end of inflation after the
system has undergone several e-folds of strong backreaction. It is illustrative to compare this spec-
trum to the one shown in Fig. 3.1, which is unaffected by backreaction effects. Clearly, the spectrum
in Fig. 4.2 exhibits novel signatures which we can attribute to the phase of strong backreaction.
This is expected following our discussion in chapter 3: The mode spectrum carries a memory of the
dynamical evolution of the inflationary system at earlier times [109]. Correspondingly, the violent
oscillations of the inflaton’s velocity during the phase of strong backreaction imprint themselves
on scales below the instability scale, kh. This imprint is featured in both helicity modes, as the
inflaton velocity briefly changes sign in the strong-backreaction regime (cf. Fig. 4.1 panel (b)). The
GEF determination of the spectrum accurately captures these features as evidenced by the small
numerical error at the end of inflation seen in Fig. 4.1 panel (a).

This exposition also demonstrates further advantages of the GEF that go beyond its relatively
low numerical cost that we mentioned previously. With the GEF, we have access to a large
dynamical range, which allows us to study the dynamics of inflation from the moment that the
scales relevant for the CMB leave the horizon until its end. In particular, this also means that
we can access a wide range in wavenumber for the gauge-field mode spectrum spanning multiple
orders of magnitude (see Fig. 4.2). This is particularly relevant for our later applications of the
GEF in part III of this thesis, where we use this spectrum of gauge-mode functions to compute the
imprint of gauge fields on the power spectra of inflationary perturbations.

4.3 Inhomogeneous backreaction and the GEF

To have a complete perspective regarding the GEF’s abilities, we next want to highlight its main
limitation. As we have alluded to in the previous chapter, several recent and independent lattice
simulations (e.g., Refs. [378–380]) have demonstrated that the dynamics of axion inflation in the
regime of strong backreaction are more complex than previously anticipated. In particular, these
simulations show that inhomogeneities in the inflaton field are abundantly sourced in the regime
of strong backreaction, which then proceed to alter the dynamics of the system. At present, neither
the GEF nor the mode-by-mode approach to studying axion inflation can account for these effects
of inflaton inhomogeneities. For simplicity, we make the distinction that lattice simulations are

7We define the parameter ∆N such that it reaches zero for the expected end of slow-roll inflation, approximately 60
e-foldings after initialization.
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able to resolve inhomogeneous backreaction, while the GEF and mode-by-mode approach only
describe homogeneous backreaction.

To understand the difference, let us briefly explore how gauge fields dynamically source inflaton
inhomogeneities, and what interactions allow them to backreact on gauge-field production. Inflaton
inhomogeneities, δϕ(t,x) = ϕ(t,x) − φ(t), may be sourced by the gauge field in the same way
as the inflationary gauge field backreacts on the homogeneous inflaton field, φ. This can be seen
via the perturbed Klein–Gordon equation for δϕ (see, e.g., Ref. [56]):

δϕ̈+ 3Hδϕ̇− 1

a2
∆δϕ+ V,ϕϕ(φ)δϕ =

β

MP
(E ·B − ⟨E ·B⟩) (4.18)

where, as always, ∆ = ∇2 denotes the spatial Laplacian. Evidently, the right-hand side gauge-field
term acts as an effective source for δϕ.

Once these inhomogeneities are sourced, they further affect gauge-field production through
their appearance in Maxwell’s equations (3.12), in particular Ampère’s law (3.12b), and Gauss’
law (3.12a). Accounting for inflaton inhomogeneities, Ampère’s law becomes

Ė + 2HE − 1

a
rotB +

β

MP

(
(φ̇+ δϕ̇)B +

1

a
∇δϕ×E

)
= 0 (4.19)

The important novelty in this equation is the term (β/MP)(∇δϕ/a) × E, which allows for an
exchange of momenta between the electric field and the inflaton field. Another implication of
inflaton inhomogeneities is their appearance in Gauss’ law, which becomes

divE +
β

MP
B · ∇δϕ = 0 . (4.20)

The new term, (β/MP)B · ∇δϕ, implies that the vector field A no longer describes only two
transverse polarizations, but that there is an additional longitudinal polarization which can be
sourced by the inflaton gradients [378, 379].

Next, let us discuss the dynamical implication of inhomogeneous backreaction in practice. To
this end, a useful reference are the results obtained by Ref. [378], who studied both homogeneous
and inhomogeneous backreaction on the lattice and directly compared these results to existing
GEF and mode-by-mode data. Figure 4.3 summarizes the results of their comparison, which we
take directly from Ref. [378]. Each column in Fig. 4.3 depicts the dynamics of axion inflation
for different values of the axion–vector coupling, β = 15, 18, 20 (labelled αΛ in Fig. 4.3) with
the same inflaton potential as in Eq. (4.15). The first row shows the evolution of the inflaton’s
potential (gray), kinetic (red), and gradient (blue) energy density alongside the gauge-field energy
density (magenta). The second row instead depicts the evolution of the instability parameter ξ
(black). Results are shown for the two kinds of lattice simulations: those assuming homogeneous
backreaction (dashed) and those for inhomogeneous backreaction (solid). The lower panel also
depicts results from the GEF (green, solid) and mode-by-mode approach (magenta, dashed).

Most relevant for us is the comparison to the GEF results in the second row of Fig. 4.3.
First, we can see that the GEF shows excellent agreement with the lattice results for homogeneous
backreaction, as well as the iterative mode-by-mode procedure. Moreover, the GEF also agrees
with the inhomogeneous lattice study before the onset of backreaction effects, and approximately
one e-fold leading into the stage of backreaction. This is important to note, as it indicates that the
GEF accurately captures the onset of strong backreaction. Thereafter, the GEF only qualitatively
reproduces the dynamics of inhomogeneous backreaction. This is unmistakably attributed to the
growth in axion gradient energy in the upper row of Fig. 4.3. Inhomogeneous backreaction still
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Figure 4.3: A comparison between homogeneous and inhomogeneous backreaction for the potential
in Eq. (4.15). Each column corresponds to a different axion–vector coupling β = 15 (left), 18 (middle)
and 20 (right) (labelledαΛ in this figure). The first row shows the evolution of different energy densities:
the inflaton’s potential (gray), kinetic (red), and gradient (blue) energy density and the electromagnetic
energy density (magenta). The second row shows the evolution of the instability parameter ξ. Solid
lines correspond to full lattice simulations including inhomogeneous backreaction, while the dashed
lines indicate lattice simulations for homogeneous backreaction. Green lines show GEF results for
homogeneous backreaction. The time parameter, N gives the number of e-folds starting from the
expected end of inflation based on pure slow-roll dynamics.
This figure is reproduced from Ref. [378].

extends the duration of inflation, but the oscillatory features in ξ and the gauge-field energy density
are smoothed. The extended duration of inflation also differs between the homogeneous and
inhomogeneous backreaction results (cf. the vertical dashed and solid lines in Fig. 4.3).

In light of these results, a relevant question we may be inclined to ask is why inhomogeneous
backreaction cannot be incorporated into the GEF. The reason can be gleaned following our
discussion in Sec 4.1. The GEF relies on the formulation of a closed set of differential equations
for the quadratic gauge-field expectation values, ⟨E2⟩, ⟨E ·B⟩ etc., as given in Eq. (4.4). This
construction is possible because Maxwell’s equations in the absence of inflaton inhomogeneities are
fully linear in the quantum operators E and B (cf. Eq. (3.12)). This changes when we include the
effects of inflaton gradients into Maxwell’s equations which now contains quadratic interactions
between quantum operators, δϕ and E (cf. Eq. (4.19)). To incorporate the effect of inflaton
perturbations into the GEF therefore requires the inclusion of higher-order correlation functions
between the electric field E, the magnetic field B, and δϕ. For instance, the evolution equation for
⟨E2⟩ depends on the three-point correlator ⟨E · (∇δϕ/a)×E⟩, whose evolution itself depends
on four-point correlation functions of E, B, and δϕ, etc.

Notably, one attempt at capturing the effects of inhomogeneous backreaction with the GEF
has been made in Ref. [372]. These authors included the effects of inflaton gradients into the
GEF assuming that one may perturbatively expand in δϕ, such that the GEF equations account
for the effects of three-point correlation functions between δϕ, E and B without the need for
including higher-order correlation functions in these fields. However, this approach did not yield an
improved agreement with lattice simulations of inhomogeneous backreaction. Indeed, it is possible
that inhomogeneous backreaction is a fully nonperturbative dynamical regime of axion inflation,
which cannot be described by a perturbative expansion in δϕ. It should however be noted that the
adapted GEF presented in Ref. [372] only accounted for the sourcing of two transverse polarizations
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of the gauge field, while the lattice results of Ref. [379] highlight that inflaton inhomogeneities
are effective at also sourcing longitudinal gauge-field modes. This beckons the question if the
perturbative method of Ref. [372] can be improved by also accounting for longitudinal gauge-field
polarizations.8 Therefore, it is not conclusively clear if the GEF is fundamentally incapable of
resolving the dynamics of inhomogeneous backreaction. However, at present, inhomogeneous
backreaction remains a challenge for the GEF.

Finally, it is also important to stress that the effect of inhomogeneous backreaction which
we just discussed has thus far only been confirmed for the case of axion inflation without the
Schwinger effect. As we have briefly mentioned in chapter 3, the Schwinger effect can effectively
drain energy from the electromagnetic background in axion inflation (see Eq. (3.35)), which can
prohibit the onset of strong-backreaction dynamics [104, 128, 129, 134] (see also our later chapter
on the Schwinger effect, chapter 6). This could imply that the Schwinger effect also prohibits the
dynamical growth of gauge-field-sourced inflaton inhomogeneities, and thus prevents the onset of
inhomogeneous backreaction in this case. Indeed, first lattice simulations which have incorporated
this damping of gauge-field production during axion inflation [134] find no difference in the
dynamics of axion inflation for homogeneous and inhomogeneous backreaction. However, this
analysis has thus far only been carried out for particular benchmark models. Thus, given the
current state of the literature, the inability of the GEF to capture inhomogeneous-backreaction
effects appears to be less relevant for systems with effective Schwinger damping, as we will
consider in chapter 6.

4.4 Outlook: the role of the GEF within axion inflation

As we have seen in this chapter, the GEF allows for an internally self-consistent determination of
the dynamics of axion inflation including gauge-field backreaction, with its key advantages being
its low numerical cost, and its ability to capture gauge-field production over a large range in e-folds.
At the same time, we have also seen that the GEF inherently simplifies the equations of motions
of axion inflation, in that it relies on the assumption of negligible inflaton inhomogeneities, while
lattice results indicate that these effects can be important in the strong-backreaction regime. Given
that the GEF is the main tool which we rely on in this thesis, we now want to close this chapter
by considering how its limitations and advantages with respect to lattice simulations delimit its
specific role in the study of axion inflation and its regime of applicability.

To start, let us clearly address the GEF’s limitation: the fact that the GEF does not resolve the
effects associated with inhomogeneous backreaction means that we may only use it to qualitatively
describe gauge-field production in the strong-backreaction regime. Important to emphasize is that
the GEF is not entirely unsuitable for studying effects associated with strong backreaction. It
accurately captures the onset of strong backreaction, and reproduces features that are also present
for inhomogeneous backreaction, e.g., an extended duration of inflation. Nevertheless, this means
that, when using the GEF to study phenomenological implications of gauge-field production, any
effects that one observes which are associated with strong-backreaction dynamics are likely only
qualitatively accurate. This is particularly relevant in the part III of this thesis, where we use the GEF
to study how gauge-field production imprints itself in the spectrum of inflationary perturbations.
For these analyses, we need to be keenly aware of our limitations, and our conclusions may
require further scrutiny by follow-up lattice studies, which can make more quantitatively accurate

8Relevant in this context is the analysis of Ref. [392], which recently presented a GEF version which describes the
evolution of both transverse and longitudinal gauge-field polarizations to study the production of massive vector fields
during inflation.
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predictions once strong-backreaction effects are relevant, In particular, in these subsequent chapters
we will emphasize this point appropriately.

Meanwhile, the GEF’s key advantages, i.e., its low cost and large dynamical range, also means
it excels in several aspects where lattice simulations are limited. In particular, several analyses
presented in this thesis make use of these advantages, and we can already anticipate them here to
highlight the relevance of the GEF technique.

Firstly, the numerical efficiency of the GEF means that it is ideally suited for studies that aim at
exploring vast regions of the parameter space for axion inflation models. This is in contrast to the
relatively costly lattice simulations, which, at the moment, are aimed at select benchmark scenarios
(see Refs. [376–381]). As an example, in chapter 9, the GEF allows us to perform a comprehensive
parameter space analysis concerning the production and detectability of gravitational waves from
axion inflation. Such searches may then be seen as establishing a GEF benchmark which may
guide follow-up lattice studies.

Secondly, the GEF’s ability to simulate inflationary dynamics over many e-foldings means
that it can be used to study phenomenological effects of gauge-field production on physical scales
spanning several orders of magnitude in wavenumber. For instance, in chapter 8, this allows us to
identify unexpected effects of late-time gauge-field production on large-scale features in the scalar
power spectrum. Such effects are harder to identify when studying inflationary dynamics on a
lattice, as these are limited in their dynamical range by a finite lattice size and spacing (see, e.g.,
Ref. [395, 396]).

Moreover, lattice methods may rely on the output of homogeneous-backreaction techniques
like the GEF for calibration purposes and for obtaining initial conditions for their simulations (see,
e.g., Ref. [378, 379]). We should therefore view the GEF and the lattice as complementary and
not adversarial tools for studying axion inflation. Each of these techniques brings with it clear
advantages, regimes of applicability, and limitations.

Moving forward, in the next chapter we will consider a particularly unique application of the
GEF, in which we directly initialize the GEF in the regime of strong gauge-field backreaction to
study if gauge-field production can provide a stable source of friction in axion inflation, as had
originally been proposed by Anber and Sorbo in Ref. [55]. This application is entirely unique
for the GEF, as it takes advantage of the GEF’s particular perspective on the equations of motion
for axion inflation, which are unlike the usual momentum-space description of axion inflation as
we have presented in chapter 3.

Beyond this application of the GEF, in chapter 6, we extend the GEF to incorporate Schwinger
pair production into axion inflation, including the damping effects it has on gauge-field production.
Thereafter, in chapters 8 and 9, we use the GEF-generated background dynamics as the basis for
computing scalar and tensor perturbations in axion inflation.
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Chapter 5

The stability of the
Anber–Sorbo solution
This chapter is based on Ref. [1], with a partial input from Ref. [6], in particular in Secs. 5.2 and 5.4.
The detailed contributions of the author to these articles are outlined at the beginning of this thesis.

In the previous chapter, we have developed a basic understanding of the gradient-expansion formal-
ism (GEF), including its construction, its numerical application, and its advantages and disadvan-
tages. As part of this presentation, we focussed on the GEF’s main purpose that we rely on for the
later parts of this thesis, namely, using it as a tool for numerically computing inflationary dynamics
for axion inflation starting from slow-roll initial conditions. However, the unique formulation of
the equations of motion of axion inflation that the GEF provides also proves to be a useful basis
for developing novel diagnostic tools that we can use to improve our understanding of gauge-field
backreaction effects. In this chapter, we demonstrate this application of the GEF by using it to
study the stability of the so-called Anber–Sorbo solution of axion inflation [55] — a possible stable
attractor solution in the strong-backreaction regime of axion inflation where its dynamics could be
studied fully analytically.

More specifically, we here use the GEF as a basis for developing two diagnostic tools which
permit us to directly examine the stability of the Anber–Sorbo (AS) solution. One of these tools
is what we refer to as the linearized gradient-expansion formalism (or LGEF), which reduces the
study of nonlinear backreaction effects in axion inflation to that of a simple set of linear equations
which can be solved using conventional linear-algebra techniques. This tool is combined with
the conventional GEF we have described in the previous chapter, which we initialize directly in
the AS solution to study how perturbations to the AS solution dynamically evolve over time. In
combination, these two techniques allow us to solidify prior claims brought forth in Ref. [131]
that the AS solution is unstable. However, beyond confirming these results, we also can identify a
region in the phase space of axion inflation where the AS solution may indeed be stable.

We begin this discussion in Sec. 5.1 by reviewing the AS solution and the current state of the
literature regarding its stability. In Sec. 5.2, we then develop the tools that we need to analyze its
stability, including the LGEF. Section 5.3 is where we apply these GEF-based tools to perform
a comprehensive stability analysis of the AS solution, while in Sec. 5.4 we highlight what other
insights the applications of the LGEF can give into the dynamical structure of axion inflation.
Finally, we end our discussion in Sec. 5.5 with a summary of our results and a conclusion.

Notation: In the following, we work with the model of axion inflation described in Sec. 3.2.
This means, the dynamics of axion inflation are given by the Klein–Gordon equation (3.11) for
the background inflaton field, φ = ⟨ϕ⟩, Maxwell’s equations (3.12) for the electric- and magnetic
field operators, E and B, and the Friedmann equation (3.13) for the Hubble rate H . Furthermore,
V denotes the inflaton potential, V,ϕ its gradient, and β is the dimensionless strength of the
axion–gauge-field coupling.
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5.1 What is the Anber–Sorbo solution?

The AS solution was first presented in Ref. [55] as an alternative realization of slow-roll inflation
during axion inflation which can be uniquely realized in the regime of strong gauge-field back-
reaction. Unlike the conventional slow-roll attractor, where the inflaton’s slow-roll with a nearly
constant velocity is sustained by Hubble friction, 3Hφ̇ ≃ −V,ϕ (cf. Eq. (1.29)), the AS solution
suggests that the inflaton’s velocity may be kept constant by balancing the inflaton’s potential
gradient against strong gauge-field friction, i.e.,

V,ϕ(φ) ≃
β

MP
⟨E ·B⟩ , (5.1)

If this balance is consistently maintained, it would allow for a period of inflation on a steep
potential, where the conventional slow-roll solution cannot be realized. Moreover, on this new
attractor, the otherwise complex and nonlinear dynamics of strong backreaction could be described
using entirely analytical methods.

The original assumption that lead to the proposal of the AS attractor in Ref. [55] is that the
instability parameter ξ = βφ̇/(2HMP) (cf. Eq. (3.20)), i.e., the parameter regulating gauge-field
production, can be kept constant in the regime of strong gauge-field backreaction. Indeed, under
idealizing assumptions of a constant Hubble rate during inflation, the equations of motion for
axion inflation do permit a steady-state solution with a constant instability parameter. We have
previously seen this in chapter 3 when discussing the dynamics of axion inflation in the weak-
backreaction regime, where we noted that constant ξ and constant H allow one to have a perfectly
constant gauge-field friction term ⟨E ·B⟩. These simplifying assumptions then allow to establish
the perfect balance between gauge-field friction and the inflaton’s potential gradient as given in
Eq. (5.1).

However, just because this balance can be achieved under idealized assumptions that does not
mean it is also realized in a realistic model of axion inflation where H slowly varies as a function
of time. Moreover, even when making these simplifications, the mere existence of a steady-state
solution does not imply that it is an attractor. Thus, let us review the current evidence against the
idea that the AS solution is a stable attractor.

The first evidence is empirical: There are no numerical simulations of axion inflation which
reach the supposed AS attractor when evolving the dynamics of axion inflation from the weak
to the strong-backreaction regime. Instead, it is observed that strong backreaction immediately
leads to nonlinearities (see for instance, Refs. [106–109] or Figs. 3.3, 4.1, and 4.3). Indeed, these
observations align with the conclusions of Ref. [109], where it was demonstrated that gauge-field
friction reacts retardedly to changes in the instability parameter ξ. This retarded response implies
that it is difficult to achieve the delicate balance in Eq. (5.1) needed to ensure the AS solution
persists. Meanwhile, this numerical evidence leaves open the possibility that the AS solution’s
basin of attraction is merely small, such that simulations starting from slow-roll initial conditions
are prone to miss it. To definitively demonstrate the AS solution’s instability, one rather should
study its stability by directly starting one’s simulation from the AS solution itself.

The second set of evidence suggesting that the AS solution is unstable are the analytical results
of Ref. [131]. Its authors directly studied the stability of the AS solution under the idealizing
assumptions of a constant Hubble rate and a constant instability parameter, ξ. To this end, they
constructed a system of linearly perturbed equations of motion for axion inflation around the AS
solution itself by accounting for perturbations to both the instability parameter and to the gauge-
field mode functions Aλ(t, k). By solving their perturbed equations of motion, they identify that
perturbations to the instability parameter, δξ, necessarily grow as a function of time, signaling the
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eventual instability of the AS solution even when assuming constant H .
The results of Ref. [131] are a clear improvement over the purely empirical evidence from

numerical studies, as its authors assess the stability of the AS solution directly, instead of attempting
to reach it dynamically. However, their analysis still leaves further open questions. Firstly, to
demonstrate the instability of the AS solution, the authors of Ref. [131] relied on a series of
approximations to solve their system of perturbed equations. Moreover, their linear perturbation
analysis does not reveal what dynamics follow after the AS solution has become destabilized.
Finally, their analytical techniques do not give insight into the stability of the AS solution beyond
the assumption of a constant Hubble rate. After all, it is in principle conceivable, albeit unlikely,
that mild variations in H may stabilize the AS solution after all.

In what follows, our aim is to address these questions using the GEF. To do so, we rely on two
complementary approaches based on the GEF which together allow for a comprehensive stability
analysis of the AS solution. The first tool, the linearized gradient-expansion formalism, is designed
to improve upon the linear stability analysis made in Ref. [131]. Matching the assumption of a
constant Hubble rate H made in this work, we derive a linear set of ordinary differential equations
describing perturbations around the AS solution by relying on the GEF formulation of axion
inflation. This way, we can easily demonstrate the instability of the AS solution by identifying
unstable eigenmodes in this linearized system without relying on the approximations made in
Ref. [131]. The second tool at our disposal is the full nonlinear GEF itself. Its initial conditions
can be tuned to the AS solution to numerically study how deviations from the AS solution evolve
over time. This second approach permits us to go beyond linear perturbation theory, and can also
capture the late-time behavior of axion inflation once the AS solution has decayed. Moreover, the
full GEF can be applied both under the assumption of constantH , and for varyingH , and therefore
allows further insight into the AS solution’s stability in more realistic models of axion inflation.

5.2 Stability analysis with the GEF

Let us develop the set of tools that we shall rely on for our stability analysis. As outlined in
the previous section, the AS solution we intend to study is derived under the assumption that the
Hubble rate during inflation is exactly constant. For the majority of our stability analysis, we will
also rely on this assumption, in line with the approach taken in Ref. [131]. Only in the last part
of this analysis do we also account for variations of the Hubble rate. Note also that our analysis
entirely neglects the impact of inflaton inhomogeneities, whose effects were also disregarded in
the derivation of the original AS solution.1

In the following, we will work with a particular toy model of axion inflation for which the AS
solution can be realized exactly by choosing appropriate initial conditions. This allows us to give
a clean, reproducible definition of the AS solution, which we can rely on for our stability analysis.
In addition to a constant Hubble rate, our toy model also assumes a particularly simple inflaton
potential

V (ϕ) = V0 − κ(ϕ− ϕ0) , (5.2)

with both κ and the potential height V0 being constant. This may be viewed as the first order Taylor
expansion of an arbitrary potential around some fixed field value for the inflaton, ϕ0. The idea
behind the AS solution is that gauge-field friction balances the gradient V,ϕ = −κ exactly, thus
higher-order terms in the Taylor expansion of V (ϕ) are irrelevant.

1It is at present not known if the full system of axion inflation including inhomogeneous backreaction even permits
a dynamical configuration analogous to the AS solution. The question regarding the AS solution’s stability is in this
sense only properly phrased assuming inhomogeneous-backreaction effects are absent, even if they are likely present in
a fully realistic model of axion inflation. We also further comment on this in Sec. 5.4.
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Let us then consider the set of dynamical equations describing this toy model. The assumption
H = const. means that the dynamics of axion inflation are entirely defined by the Klein–Gordon
equation (3.11), and the mode equation for the gauge-field mode functions Aλ(η, k), Eq. (3.19),
while we simply neglect the dynamical evolution of H implied by the Friedmann equation. This
allows us to conveniently rewrite the Klein–Gordon equation as a dimensionless first-order differ-
ential equation for the instability parameter ξ:

dξ(N)

dN
+ 3ξ(N)− bv

2
= −b

2

2
g0(N) . (5.3)

Here, we work with the number of e-folds as a time parameter, N = ln a = Ht, and we have
defined the dimensionless variables

v ≡ − κ

H3
, b ≡ β

MP
H . (5.4)

The function g0(N) is defined as a dimensionless version of the gauge-field friction term, g0 ≡
−⟨E ·B⟩ /H4 in Eq. (3.11). Equivalently, we can understand it as a rescaled version of the
GEF variable G(0), i.e., g0 = G(0)/H4 as defined in Eq. (4.1). The function g0(N) can therefore
be readily expressed in terms of Aλ(η, k) as given in Eq. (4.5). For constant H , these solve
(cf. Eq. (3.19))

A′′
λ(η, k) +

(
k2 +

2λkξ

η

)
Aλ(η, k) = 0 , (5.5)

where we have used the exact relationship η = −1/(aH) in de Sitter space.
It is then easy to demonstrate that the coupled set of differential equations (5.3) and (5.5) allow

for an exact solution in terms of a constant instability parameter. Assuming ξ(N) = ξ̄ = const.,
one may solve the mode equation (5.5) exactly in terms of Whittaker functions (cf. chapter 3 and
appendix A):

Aλ(η, k) =
eλπξ̄/2√

2k
W−iλξ̄,1/2(2ikη) . (5.6)

This way, one can then determine g0(N) as an exact, time-independent, function of ξ̄ by plugging
Eq. (5.6) into the integral expression for G(0) in Eq. (4.5). The expression is

ḡ0(ξ̄) =
1

4π2

2|ξ̄|∫
0

dx
∑
λ=±

λx2eλπξ̄ Re
[
Wiλξ̄, 1

2
(2ix)W1−iλξ̄, 1

2
(−2ix)

]
, (5.7)

where x = −kη, and we used the properties of Whittaker functions given in appendix A. Therefore,
taking Eq. (5.7) and returning to the dimensionless Klein–Gordon equation in Eq. (5.3), we find
that ξ̄ = const. solves this equation exactly if it satisfies the condition

6ξ̄ − bv + b2ḡ0(ξ̄) = 0 , (5.8)

This then defines a manifold of possible constant-ξ solutions to Eq. (5.3), i.e., ξ̄ = ξ̄(v, b).
We can qualitatively classify such solutions in two categories. For the first kind, gauge-field

backreaction is weak, i.e., ḡ0(ξ̄) in Eq. (5.7) is small compared to the Hubble friction term 3ξ̄.
Such solutions correspond to conventional slow-roll dynamics which axion inflation can realize
in the weak-backreaction regime (cf. chapter 3). The second kind of solutions exist for strong-
backreaction effects and correspond to the AS solution in our toy model. The two regimes can also
be distinguished using the backreaction parameters for axion inflation defined in Eq. (3.27). For
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the AS solution, we qualitatively require

δKG ≫ 1 , δF ≪ 1 , (5.9)

i.e., a strong effect of gauge-field friction on the dynamics of the inflaton field, but a negligible
contribution of gauge-field energy density in the Friedmann equation.2 In contrast, the conventional
slow-roll attractor occurs for δKG ≪ 1 and δF ≪ 1.

For the purposes of our stability analysis, we now want to consider the evolution of perturbations
away from a solution ξ̄ = const. to Eq. (5.8). That is, we study the time-dependent evolution of
the instability parameter ξ for the Ansatz

ξ(N) = ξ̄ + δξ(N) . (5.10)

As we know from our discussion in chapter 3, once ξ is fully time-dependent, we may no longer
assume that the friction term g0(N) in Eq. (5.3) is a time-independent function of ξ̄. Instead, we
need to determine g0(N) dynamically. To describe these dynamics, it is then useful to change to a
GEF formulation of our toy model, in the spirit of the construction that we outlined in chapter 4.

5.2.1 The toy-model GEF

From the perspective of the GEF, the friction term g0 on the right-hand side of Eq. (5.3) is merely
one of a set of functions describing the background gauge-field configuration in our toy model.
These functions are the dimensionless versions of the GEF variables E(n), G(n) and B(n) which we
defined in Eq. (4.1):

en(N) ≡ 1

Hn+4
E(n)(N) =

1

anHn+4
⟨E · rotnE⟩ , (5.11a)

gn(N) ≡ 1

Hn+4
G(n)(N) = − 1

2anHn+4
⟨E · rotnB +B · rotnE⟩ , (5.11b)

bn(N) ≡ 1

Hn+4
B(n)(N) =

1

anHn+4
⟨B · rotnB⟩ . (5.11c)

Analogous to the conventional GEF equations in Eq. (4.4), their evolution in our toy model is
governed by a system of coupled ODE’s, namely

den
dN

+ (n+ 4)en − 4ξgn + 2gn+1 =
SnE
Hn+5

, (5.12a)

dgn
dN

+ (n+ 4)gn − 2ξbn + bn+1 − en+1 =
SnG
Hn+5

, (5.12b)

dbn
dN

+ (n+ 4)bn − 2gn+1 =
SnB
Hn+5

, (5.12c)

with the boundary terms, SnX given in Eq. (4.9). We may of course truncate these equations at a
finite order ncut following the prescription in Eq. (4.13).

2The condition δF ≪ 1 is needed to ensure that our toy-model assumption H = const. approximately reflects the
more realistic model of axion inflation where H may slowly vary during inflation.
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If the instability parameter ξ is perfectly tuned to the Anber–Sorbo solution, i.e., ξ(N) = ξ̄ =
const., all functions en(N), gn(N), bn(N) are exact functions of ξ̄:

ēn(ξ̄) =
1

4π2

2|ξ̄|∫
0

dx
∑
λ=±

λnxn+1eλπξ̄
∣∣∣(x− λξ̄)W−iλξ̄, 1

2
(−2ix)− iW1−iλξ̄, 1

2
(−2ix)

∣∣∣2 , (5.13a)

ḡn(ξ̄) =
1

4π2

2|ξ̄|∫
0

dx
∑
λ=±

λn+1xn+2eλπξ̄ Re
[
Wiλξ̄, 1

2
(2ix)W1−iλξ̄, 1

2
(−2ix)

]
, (5.13b)

b̄n(ξ̄) =
1

4π2

2|ξ̄|∫
0

dx
∑
λ=±

λnxn+3eλπξ̄
∣∣∣W−iλξ̄, 1

2
(−2ix)

∣∣∣2 . (5.13c)

These expressions are analogous to Eq. (5.7) and follow from Eqs. (4.5), (5.6), and (5.11).
For a fixed value of ξ̄ = const., one can therefore exactly (up to numerical precision) tune the

system of functions in Eq. (5.11) to the AS solution by setting the initial conditions

en(0) = ēn(ξ̄) , gn(0) = ḡn(ξ̄), bn(0) = b̄n(ξ̄) , (5.14)

at a given initial time defined as N = 0. By perturbing these initial conditions, for instance
adding a small initial offset to the instability parameter, ξ(0) = ξ̄ + δξ(0), the GEF equations
in Eq. (5.12) can then be numerically solved to study the stability of the AS solution. If the AS
solution is indeed unstable, perturbations from AS will grow and eventually lead to the onset of
fully nonlinear dynamics.

5.2.2 The linearized gradient-expansion formalism

We can develop a different perspective on the stability of the AS solution by specializing to the
regime where deviations from the exact AS solution are perturbatively small. That is, we study the
time evolution of the following set of perturbation variables

δξ ≡ ξ − ξ̄ , δen ≡ en − ēn(ξ̄) , δgn ≡ gn − ḡn(ξ̄) , δbn ≡ bn − b̄n(ξ̄) , (5.15)

for a fixed constant value ξ̄.
Expanding the GEF equations, Eq. (5.12), and the equation of motion for ξ, Eq. (5.3), to linear

order in these variables yields the following set of linear coupled ODEs:

dδξ

dN
+ 3δξ = −b

2

2
δg0 , (5.16a)

dδen
dN

+ (n+ 4)δen − 4ξ̄ δgn − 4ḡn(ξ̄) δξ + 2δgn+1 = δS(e)
n , (5.16b)

dδgn
dN

+ (n+ 4)δgn − 2ξ̄δbn − 2b̄n(ξ̄) δξ + δbn+1 − δen+1 = δS(g)
n , (5.16c)

dδbn
dN

+ (n+ 4)δbn − 2δgn+1 = δS(b)
n . (5.16d)
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Here, the right-hand side source terms are derived from Eq. (4.9) and are given by

δS(e)
n =

(2ξ̄)n+4

4π2

∑
λ=±

λn
{Eλ(ξ̄)

ξ̄

[
(n+ 4)δξ +

dδξ

dN

]
+

dEλ(ξ̄)
dξ̄

δξ

}
, (5.17a)

δS(g)
n =

(2ξ̄)n+4

4π2
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{Gλ(ξ̄)
ξ̄

[
(n+ 4)δξ +

dδξ
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]
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dGλ(ξ̄)
dξ̄

δξ

}
, (5.17b)

δS(b)
n =

(2ξ̄)n+4

4π2

∑
λ=±

λn
{Bλ(ξ̄)

ξ̄

[
(n+ 4)δξ +

dδξ

dN

]
+

dBλ(ξ̄)
dξ̄

δξ

}
, (5.17c)

with the terms Eλ, Gλ, and Bλ defined in Eq. (4.10). Just as for the conventional GEF, this linear
system of equations can be truncated to obtain a finite set of differential equations. A simple
procedure to do so is to assume that, for a given value ncut, all functions en, bn, and gn are exactly
given by their unperturbed value, such that

δen = δgn = δbn = 0 for n > ncut . (5.18)

With this truncation procedure we then have a finite set of coupled linear ODEs for the perturba-
tion variables in Eq. (5.15) with constant coefficients. These equations constitute the linearized
gradient-expansion formalism (LGEF).

Schematically, the LGEF equations can be rewritten in the simple form

d

dN
x⃗(N) = Ax⃗(N) , (5.19)

where the vector x⃗(N) is defined as

x⃗ ≡ (δξ, δe0, δg0, δb0, . . . , δencut , δgncut , δbncut)
T , (5.20)

and where A is a time-independent matrix. Accordingly, general solutions to the LGEF equations,
Eq. (5.16), can be found by determining the eigenvalues ζn for the matrix A. These solutions are
simply given by

x⃗(N) =
∑
n

eζnN x⃗
(n)
0 , with Ax⃗

(n)
0 = ζnx⃗

(n)
0 , (5.21)

i.e., for x⃗(n)0 an eigenvector ofA corresponding to the eigenvalue ζn. The eigenvalues of the matrix
A constitute a spectrum of Lyapunov exponents. If any ζn in this spectrum has a positive real
part, it signals that perturbations away from the AS solution continuously grow as a function of
time, implying the instability of said solution. In particular, this means that one can resort to
linear-algebra methods to study the stability of the AS solution instead of determining the full
time-evolution of these perturbations, as we do when numerically solving the GEF equations in
Eq. (5.12).3

5.3 Application to the Anber–Sorbo solution

Let us now apply both the conventional GEF and the LGEF to study the stability of the Anber–Sorbo
solution for the toy model we just devised. At the end of this section, we also use these results as a
basis for studying the effects of a varying Hubble rate.

3In practice, the truncation ncut in Eq. (5.18) is chosen such that the eigenvalues are stable under a change in ncut

up to a desired numerical accuracy.
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The two methods, GEF and LGEF, serve two distinct purposes in our analysis. The LGEF
permits us to determine the full spectrum of Lyapunov exponents ζn and thus captures all possible
evolutions for our perturbed system, independent of initial conditions, albeit only for as long
as linear perturbation theory remains valid. Meanwhile, using the GEF, we can only study the
particular evolution of our system for concrete initial perturbations, but we can trace this evolution
beyond the validity of linear perturbation theory. Also, the GEF can even be applied when the
Hubble rate is dynamical.

Before we begin our stability analysis, we should consider necessary conditions for the AS
solution to be realized, i.e., we need to choose the free parameters of our model to guarantee that
our system is in a regime of strong backreaction following Eq. (5.9). In our toy model, a constant-ξ
solution is defined by two free parameters v and b, or, equivalently H , and β, which determine the
constant value of ξ in Eq. (5.8) (referred to as ξ0 in what follows). For our analysis, we work in
terms ofH , β and ξ0, and we focus on the particular region of the parameter space where Eq. (5.9)
is satisfied alongside δFδKG = 1. Using this additional condition, we can derive a empirical
expression relating H to β and ξ0

H

MP
= 2× 10−7

(
100

β

)1/2

exp
(
−2.85(ξ̄ − 7)

)
. (5.22)

This condition follows from the expressions for δKG and δF for constant ξ in Eq. (3.32), while we fit
the specific functional form in Eq. (5.22) to determine the numerical coefficients in this expression.
IfH , β and ξ0 obey Eq. (5.22), we can safely assume that the system we are studying is configured
to the AS solution. For definitiveness, we analyze the stability of the AS solution for ξ0 ∈ [5, 9]
and β ∈ [101.5, 103.5] with H given by Eq. (5.22).

5.3.1 Lyapunov exponents

It is most instructive to first discuss the results of our stability analysis using the LGEF method, as
this already elegantly demonstrates our main results.

As explained in Sec. 5.1, the main point of comparison for the LGEF is the linear stability
analysis of the AS solution performed in Ref. [131]. Therefore, to contextualize our subsequent
results, let us first briefly elaborate on the main findings of this work. In their perturbative analysis,
the authors of Ref. [131] studied linear perturbations to a constant instability parameter, ξ0 alongside
a perturbation δAλ to the exact gauge-field mode function for constant ξ in Eq. (5.6). By making
a power-law Ansatz for the inflaton perturbations δξ ∝ eζN , they determined a transzendental
equation for the complex coefficient ζ in this Ansatz. This equation defines the spectrum of
Lyapunov exponents of their linearized system (cf. Eq. (3.16) in our original article, Ref. [1]).
Through a series of approximations, Ref. [131] derived an equation whose roots approximate the
true Lyapunov exponents of their linear system. In our notation, this approximate equation reads [1]

R (ζ) ≡
(
βH

MP

)2 315

215π2
e2πξ̄

ξ̄5
1

(2ζ − 1) (2ζ + 7)

[
Γ (2ζ + 8)

Γ (9)
(
8ξ̄
)2ζ−1

− 1

]
= 1 . (5.23)

Below, we shall compare the Lyapunov exponents determined from the LGEF to the approximate
Lyapunov exponents given by the zeros of |R(ζ)− 1|.

Let us first study the spectrum of Lyapunov exponents for a specific benchmark point, ξ0 = 7
and β = 102.5, which is the central point in our region of interest. In Fig. 5.1, we show the results
of the LGEF (red), alongside the roots of Eq. (5.23) (green circles). Clearly, both methods agree
that there is a Lyapunov exponent with a positive real part. Therefore, both methods agree that
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Figure 5.1: The eigenvalues of the LGEF system (for ncut = 70) (red dots), and the solutions of
Eq. (5.23) (green circles) for ξ0 = 7 and β = 102.5. For reference, the density plot shows the absolute
deviations of R(ζ) in Eq. (5.23) from unity, with the white region corresponding to |R(ζ)− 1| > 102.
The solutions shown here are those with a positive imaginary part, while their complex conjugates, ζ∗,
are also valid eigenvalues of the LGEF system. This figure is reproduced from Ref. [1].

the AS solution for this parameter space point is unstable. However, we can also note that the two
determinations of the ζ-spectrum deviate quantitatively, albeit the deviation is more pronounced
for ζ’s with negative real parts. This deviation can be traced back to the approximations used
by Ref. [131] leading to Eq. (5.23). In fact, we have checked explicitly that the LGEF perfectly
identifies the ζ value with the largest real part that is found when solving the transzendental equation
which Eq. (5.23) approximates. This makes us confident that the LGEF results are fully reliable,
and in fact constitute an improvement over the results obtained from Eq. (5.23).

Next, we broaden our scope to the entire range of parameters spanned by ξ0 ∈ [5, 9] and
β ∈ [101.5, 103.5]. In Fig. 5.2, we show both the real part (left panel) and imaginary part (right
panel) of the Lyapunov exponent with the largest real part (henceforth called ζ1) as a function
of ξ0. The results using the LGEF are depicted as a blue band indicating variations in β. For
comparison, we also show the results of Ref. [131] based on the roots of Eq. (5.23) in green.
The left panel definitively demonstrates that, for all parameter configurations in question, Re(ζ1)
remains positive. Therefore, the AS solution appears to be unstable for our entire region of interest.
Again, this conclusion follows from the LGEF, but also holds following the approach of Ref. [131].
However, the LGEF substantiates this conclusion, seeing as its results for Re(ζ1) exceed that of
Ref. [131] by an order-one factor.

Looking at the right panel of Fig. 5.2 allows for further insight into the growing perturbation
mode described by ζ1. Its imaginary part is clearly non-vanishing for all parameter points in
question. This suggests that deviations from the AS solution oscillate around the steady-state
ξ = const. with an amplitude that grows with time. This observation is particularly relevant as it
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Figure 5.2: Results for the eigenvalue with the largest real part, ζ1, as a function of the instability
parameter ξ0. Panel (a) shows the real part of ζ1, panel (b) its imaginary part. The bands indicate
variations to these values for β ∈ [101.5, 103.5]. The blue band gives the results of the LGEF, and the
green band that of Ref. [131] (i.e., Eq. (5.23)). The red dashed line in panel (b) shows the analytical
estimate for Im(ζ1) in Eq. (5.24) and represents the findings of Ref. [109].
This figure is reproduced from Ref. [1].

aligns with the idea that the AS solution’s instability is rooted in the retardation effects between a
change in the inflaton velocity and the adjustment of gauge-field friction, ⟨E ·B⟩. This retarded
response suggests that it is challenging to sustain a constant source of gauge-field friction, thus
resulting in an oscillatory behavior of the system, precisely as suggested by Im(ζ1) ̸= 0. The
timescale of this retarded response for a constant value of ξ0 was estimated in Ref. [109] to be
∆Nξ ≃ ln(ξ20/2), which suggests an oscillatory motion of the system with a frequency

ω = Im(ζ1) ≃
π

ln(ξ20/2)
. (5.24)

As a second point of comparison, we also show this estimate for Im(ζ1) as a red dashed line in
Fig. 5.2. Again, we find good qualitative agreement with our results for ζ1 based on the LGEF. This
observation gives further credence to the fact that our LGEF approach allows us to draw consistent
conclusions about the AS solution’s instability.

5.3.2 The decay of the Anber–Sorbo solution

The results of the LGEF method elegantly demonstrate the instability of the AS solution. To
expand upon these results, let us now consider this instability from a dynamical perspective. For
this purpose, we study the evolution of perturbations away from the AS solution by numerically
solving the evolution equations of our toy model using the GEF.

In what follows, we work with a system which, at an initial time N = 0, is precisely tuned
to the AS solution for a constant value of the instability parameter, ξ0. This means, we tune
all initial values of the functions en, gn and bn as in Eq. (5.13) for ξ̄ = ξ0. We then perturb
these initial conditions. In principle, such a perturbation can be arbitrary; we may perturb the
instability parameter, any of the functions en, gn and bn, or a linear combination of the above. To
be specific, we assume a small perturbation to the instability parameter, that is, we initialize it as
ξ(N = 0) = ξ0 ± δξ0, with δξ0/ξ0 ≪ 1.4

Following our above discussion of the Lyapunov exponents for our toy model, we can expect
that such a perturbation to ξ0 dynamically grows with time, thus leading to the eventual decay of
the AS solution once relative deviations from it have become of order unity. To quantify this idea,

4To numerically solve the GEF equations in Eq. (5.12) starting from these initial conditions, we employ the numerical
strategy outlined in Sec. 4.2.
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we define the survival time of the AS solution as the moment of time in e-folds when relative
deviations from ξ0 have become larger than half an order of magnitude,

NAS ≡ min
i
Ni ,

|ξ(Ni)− ξ0|
ξ0

= 10−1/2 . (5.25)

Here, Ni denotes the moments of time when the condition on the right-hand side is satisfied.
Building on our intuition from the LGEF, we can derive an analytical estimate for NAS at

times N < NAS. According to the LGEF, perturbations to the AS solution are described by a
linear superposition of eigenmodes, each characterized by a Lyapunov exponent ζn (cf. Eq. (5.21)).
Therefore, the evolution of an initial perturbation to the instability parameter is then described by

|ξ (N)− ξ0| =
∑
n

rn δξ0Re
(
eζnN+iφn

)
. (5.26)

Here, the real coefficients rn, and the phases φn depend on how the initial perturbation δξ0 projects
onto each eigenmode of the linear system, and on the specific moment of time which we define
as N = 0. If there is a non-zero overlap between our choice of initial conditions and the fastest
growing mode in this series (the one corresponding to ζ1), such an eigenmode should swiftly come
to dominate the evolution of ξ, such that we can approximately write

|ξ (N)− ξ0| ≃ r1 δξ0 e
Re(ζ1)N , (5.27)

where, for simplicity, we have ignored the initial phase φ1. Based on this, we can then readily
estimate the survival number of e-folds as

NAS ≃ − 1

Re (ζ1)

[
ln

∣∣∣∣δξ0ξ0
∣∣∣∣+ ln

(
101/2r1

)]
. (5.28)

To verify the estimate in Eq. (5.28), we can numerically determine the dependence of NAS

on the initial fine-tuning δξ0/ξ0 by using the GEF to evolve δξ in time. In Fig. 5.3, we show
the corresponding results for ξ0 = 7 and β = 102.5. The analytical estimate in Eq. (5.28) is
reliably reproduced by the numerical GEF results, both for positive (blue) and negative (green)
initial deviations from ξ0. This provides a non-trivial cross-check regarding both the validity of
our numerical scheme, and the results of the LGEF approach. The fact that NAS decreases as a
function of δξ0/ξ0 also has a clear interpretation: the closer one fine-tunes the system to the exact
AS solution in our toy model, the more time will pass until deviations from it have grown to order
unity. However, unless the system is exactly tuned to the AS solution, it will inevitably become
unstable.

As a further illustration of this dynamical instability, we show a specific example for the time-
evolution of δξ/ξ0 in Fig. 5.4. The results are shown until the decay of the AS solution at NAS for
ξ0 = 7 and β = 102.5 with an initial fine-tuning of δξ0/ξ0 = 10−6. The green solid line in this
figure shows the result of the GEF, which we also use to determine the survival time NAS ≈ 29
(gray dashed lines). As a point of comparison, the blue dashed line shows the expected dynamical
evolution of δξ/ξ0 based on the LGEF. Here, we model δξ/ξ0 entirely in terms of its fastest growing
eigenmode, ζ1. The full GEF solution and the LGEF are evidently in excellent agreement: Both
find that δξ is predominantly described by an oscillating growing mode. The agreement between
these two results also highlights the degree of accuracy with which the LGEF can determine ζ1.

In addition to this growing mode, the GEF result in Fig. 5.4 also shows an initial stage where
δξ decays. To explain this observation, we can note that the spectrum of Lyapunov exponents for
ξ0 = 7, β = 102.5 also contains decaying modes alongside the growing mode ζ1 (cf. Fig. 5.1).
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Figure 5.3: The survival time of the AS solution, NAS, as a function of the initial fine-tuning δξ0/ξ0
for ξ0 = 7 and β = 102.5. The blue and green lines, respectively, correspond to positive and negative
initial deviations from ξ0. In red, we show the analytical estimate for NAS in Eq. (5.28). This figure is
reproduced from Ref. [1].

Figure 5.4: The time evolution of the relative deviation δξ/ξ0 for ξ0 = 7 and β = 102.5 with an
initial fine-tuning of δξ0/ξ0 = 10−6. The green solid line shows the GEF solution obtained for these
initial conditions, while the blue dashed line shows the results of the LGEF when only including the
fastest growing mode ζ1. The vertical gray dashed line indicates the survival time of the AS solution
as defined in Eq. (5.25). This figure is reproduced from Ref. [1].
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Figure 5.5: The time evolution of (a) the instability parameter ξ and (b) the gauge-field densities
ρE = ⟨E2⟩ /2, ρB = ⟨B2⟩ /2, and ρEB = | ⟨E ·B⟩ |/2 for ξ0 = 7 and β = 102.5 with an initial fine-
tuning δξ0/ξ0 = 10−6. The vertical dashed line shows the AS survival time in Eq. (5.25) indicating
the approximate breakdown of linear perturbation theory.
This figure is reproduced from Ref. [1].

Our choice of initial conditions evidently maps the linear system onto a stable mode, which is only
overcome by the unstable mode ζ1 after a few e-folds.5

Finally, let us also consider how deviations from AS evolve in the nonlinear stage forN > NAS.
In this region, we may no longer rely on the linear description of our system in terms of the LGEF,
and we instead rely solely on the GEF to solve the equations of motion for our axion-inflation toy
model. As an illustration of this late-time behavior, we show the GEF solution for the benchmark
ξ0 = 7 and β = 102.5 in Fig. 5.5. In this figure, panel (a) shows the evolution of ξ, while panel
(b) shows how the gauge-field energy densities, ρE = ⟨E2⟩ /2, ρB = ⟨B2⟩ /2, and the Chern–
Pontryagin density ρEB = | ⟨E ·B⟩ |/2 evolve with time. The GEF results are given in blue, while
the dashed red line indicates the exact AS solution. Notably, after the AS solution has decayed, the
system enters into a stage characterized by a sequence of nearly perfectly periodic bursts. Using
the GEF to track this behavior over multiple bursting stages, it appears to continue indefinitely.

5.3.3 Including variations in the Hubble rate

To close this discussion of the AS solution’s (in)stability, let us finally show how the above
results translate to a more realistic model of axion inflation which takes into account variations
in the Hubble rate via the Friedmann equation. For this case, we use the GEF from chapter 4 to
numerically solve the full equations of motion for axion inflation.

When including variations of the Hubble rate, the practical initialization of the GEF in the
AS regime is slightly more subtle than for a constant Hubble parameter. The issue is that the
full equations of motion for axion inflation, including the Friedmann equation, do not permit a
steady-state solution ξ̄ = const. in the regime of strong backreaction. Thus, we cannot prepare
a dynamical system in an exact steady-state, in particular, because gauge-field backreaction terms
carry a memory of any prior changes in ξ.

Regardless, we can still initialize the GEF close to a supposed AS regime for varying H ,
although this construction is technically more involved. We defer a detailed description of this
procedure to our original article, Ref. [1], and here only summarize its main idea. As before, we first

5The initial decaying phase may be accurately captured by the LGEF by also accounting for two additional modes, ζ2
and ζ5 (in order of decreasing real part), cf. Fig. 3, panel (b) in our original publication [1]. In particular, for ξ0 = 7 and
β = 102.5, we find that initial perturbations to ξ0 map onto the stable mode ζ5, which explains why δξ/ξ0 is initially
decreasing in Fig. 5.4.
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Figure 5.6: The time evolution of (a) the instability parameter ξ and (b) the gauge-field energy
densities for a realistic model of axion inflation including the time variation of the Hubble rate. The
initial conditions for this system are constructed based on an axion–vector coupling β = 102.5, an
initial Hubble rate H0 = 2.7× 1011 GeV, and an initial instability parameter ξ0 = 6.85. The inflaton
potential gradient is adjusted such that the initial slow-roll parameter is εV = 0.4 (cf. Eq. (1.30)).
In blue, we show results obtained using the GEF. The red line shows the enforced AS solution (see
footnote 6). The vertical gray line shows the breakdown of perturbation theory at N = NAS while the
vertical red and blue line indicates the end of inflation for the GEF solution (blue) and the enforced AS
solution (red). This figure is reproduced from Ref. [1].

select a target initial value for the instability parameter ξ0 and a value for the axion–vector coupling
β. For these, we may determine an initial guess for the Hubble rate, H0, following Eq. (5.22).
This way, we ensure that the system we are studying is indeed initialized in the strong-backreaction
regime. We then use ξ0 to define the initial conditions for the GEF variables X (n) according to
Eq. (5.13). Furthermore, we use the initial guess for H0 to determine the amplitude of the inflaton
potential, V0 in Eq. (5.2), and we adjust the potential gradient, V,ϕ, to balance any initial gauge-field
friction, G(0)(N = 0), against Hubble drag. However, the initial conditions obtained in this way
do not exactly solve the equations of motion for axion inflation. Instead, one needs to initialize
the system at a slightly earlier moment of time for a slightly smaller inflaton velocity, ξ < ξ0, to
smoothly role into a consistent set of initial conditions.

An example GEF solution that one obtains using this construction is shown in Fig. 5.6. The
initial parameter configuration is ξ0 = 6.85, H0 = 2.7 × 1011GeV, β = 102.5. The figure
again depicts both the evolution of the instability parameter ξ in panel (a), and the gauge-field
densities ρE , ρB and ρEB in panel (b), analogous to the results for constant H in Fig. 5.5. We
can immediately recognize the qualitative similarity between these two figures: deviations from
constant ξ (green dash-dotted line) are described by oscillations with a growing amplitude which
eventually become of order unity. Once this happens, the system enters a stage of rapid recurring
bursts in the inflaton velocity and the gauge-field densities. This bursting stage however only
lasts for a finite duration, as inflation ultimately ends about 30 e-folds after the system has been
initialized.6

Notably, the survival time of the AS solution for this benchmark point remains far smaller than
what was achievable in the constant-H toy model of axion inflation, remaining clearly below 10
e-foldings (cf. Fig. 5.3). This observation also holds true when studying variations to the initial
instability parameter ξ0 (see Figs. 5 & 7 in Ref. [1]). We can readily attribute this to the fact that

6The red curve labelled “enforced Anber–Sorbo solution” (EAS) in Fig. 5.6 shows a would-be steady-state evolution
in the strong-backreaction regime of axion inflation if there were no retardation between gauge-field backreaction and
small changes to the instability parameter ξ. The EAS is not a true solution to the full equations of motion for axion
inflation, and we construct it as a reference trajectory for the GEF in our original publication, Ref. [1] to which we refer
for more details on the EAS.



5.4. More insights from the LGEF 105

the AS solution is not a true steady state ifH is free to vary, thus we can never fine-tune our system
to such a configuration.7

Overall, our results are therefore fully consistent with the claim that the AS solution is unstable.
The LGEF elegantly demonstrates this instability for our toy model. This result is then further
supported by the dynamical analysis of this toy model based on the GEF, and is then again
consistently confirmed when we include variations to the Hubble parameter. In fact, this instability
appears to be only more pronounced in the latter case. Particularly noteworthy is also that both
GEF applications, once to the toy model of axion inflation and once to the more realistic axion
inflation model, reproduce the same non-trivial pattern of rapid oscillations once the AS solution
has decayed. This underpins the notion that our conclusions based on the toy model of axion
inflation are indeed transferable to the more complete model of axion inflation which includes
variations to the Hubble rate. This can be understood by noting that variations to the Hubble rate
during inflation should remain small (cf. Eq. (1.19)).

5.4 More insights from the LGEF

In our above analysis, the LGEF proved to be a particularly effective tool which allowed us to
definitively verify the instability of the AS solution by relying on simple linear algebra techniques.
In a sense, the analysis of the Lyapunov exponents in Fig. 5.2 already demonstrates the AS
instability, which our subsequent analysis of the AS solution using the full GEF validated; first
for the simple toy model of axion inflation, and then in the complete model which also accounts
for the drift in the Hubble rate during inflation. From this perspective, we can also see our above
results as verifying that we can use the LGEF to draw consistent conclusions about the dynamics
of axion inflation.

This observation raises the question if the LGEF also has other applications beyond demon-
strating the instability of the AS solution. As we shall demonstrate in this section, it indeed does.
In what follows, we give a brief exposition to new results based on the LGEF from our most recent
article, Ref. [6], where we follow up on our original publication, Ref. [1], on which the results in
Sec. 5.3 are based. Note that the complete discussion of this article is beyond the scope of this
thesis, and the results we show below are only intended as a further illustration of the LGEF.8

Counterintuitively, although the AS stability analysis served as a motivation to develop the
LGEF, and demonstrated its effectiveness, it is also the particular application of the LGEF for
which it is perhaps the least suited: Like the GEF, the LGEF does not model inhomogeneous
backreaction (cf. Sec. 4.3), and therefore this method should only be carefully applied to the
strong-backreaction regime, where the AS solution happens to be realized. Of course, neglecting
inflaton inhomogeneities was fully consistent with the question we had raised above, seeing as
the AS solution was derived under the same assumption, but this does mean that our conclusions
from Sec. 5.3 do not seamlessly transfer to the full axion inflation model, as inhomogeneous-
backreaction effects could have stabilizing effects, which the LGEF has missed. Similarly, the rapid
bursting behavior we observe after the AS solution has decayed is likely altered by inhomogeneous
backreaction; based purely on Fig. 4.3, we can expect inhomogeneous backreaction to dampen
this bursting behavior. In this sense, a more reasonable application of the LGEF is to use it as a
diagnostic tool for studying the regime of weak backreaction, and the transition region between

7Notably, the bursting stage after the decay of the AS solution is also not as pronounced for larger initial values of
ξ0. In these cases, one requires a steeper inflaton potential to realize the AS regime, and inflation ends soon after the
AS solution has decayed, which prevents the onset of bursting behavior, see Ref. [1].

8For instance, Ref. [6] also includes an in-depth analysis of the bursting behavior appearing in Figs. 5.5 and 5.6.
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Figure 5.7: A map showing the stability of the steady-state solutions ξ̄(v, b) in Eq. (5.8) with v and
b defined in Eq. (5.4). We indicate the stability of these solutions in terms of Re(ζ1), where ζ1 is the
Lyapunov exponent for ξ̄(v, b) with the largest real part determined by the LGEF method. The red
line indicates Re(ζ1) = 0 and black solid lines indicate contours of constant ξ̄. The green-shaded area
shows the parameter space analyzed in Sec. 5.3 with the green star indicating ξ̄ = 7, β = 102.5. The
black dashed line shows δKG = 1. We thank Oleksandr Sobol for adapting this figure from Ref. [6] to
suit this thesis.

weak and strong backreaction, where we know our GEF description of axion inflation remains
valid.

In this spirit, we follow up on the results in Sec. 5.3 by using the LGEF for a more complete
stability analysis of the manifold of steady-state solutions in our axion-inflation toy model (i.e.,
the ones defined by Eq. (5.8)). In particular, this also includes those steady-state solutions which
exist in the weak-backreaction regime, and more importantly those that exist in the transition
region between weak and strong backreaction. The results of this LGEF analysis are shown in
Fig. 5.7. Therein, we show the real part of ζ1, the Lyapunov exponent with the largest real part for
ξ̄(v, b) = const. in Eq. (5.8). We can note two distinct regions corresponding to stable solutions,
Re(ζ1) < 0 (blue), and unstable solutions Re(ζ1) > 0 (yellow), which are clearly separated by
a continuous line where Re(ζ1) = 0 (red). In particular, the parameter region we studied in
Sec. 5.3 is well within the unstable region (green-shaded area), while all constant-ξ solutions in
the weak-backreaction regime, i.e., the ones corresponding to the conventional slow-roll attractor
with δKG ≪ 1, are stable, exactly as we may have expected it.

We want to focus on two new features which Fig. 5.7 reveals that we could not anticipate based
on our prior discussion in Secs. 5.2 and 5.3. Both are related to the fact that the conventional
condition for strong backreaction, δKG = 1 (dashed black), does not, in actuality, coincide with
the line separating stable from unstable solutions. Indeed, we can see a region where δKG ≫ 1,
corresponding to a regime of potentially stable backreaction for ξ̄ ∼ 1 (upper left corner in
Fig. 5.7), which our previous analysis in Sec. 5.3 did not identify. The other observation is that
LGEF also identifies unstable regions which lie below the conventional criterion δKG = 1, i.e., the
regions where backreaction effects destabilize the weak-backreaction slow-roll attractor without
gauge-field friction being more important than Hubble friction.



5.4. More insights from the LGEF 107

Let us first comment on the regime of stable backreaction. This qualitatively new dynamical
regime of axion inflation has thus far not been identified by other numerical methods,9 and it may
be seen as a region of the (v, b) parameter space in which the AS solution is stable, if we indeed
define the AS solution as in Sec. 5.2.

What makes this observation especially intriguing is that in this regime of stable backreaction,
inhomogeneous-backreaction effects could in fact only have a marginal effect. To understand
this non-trivial point, let us reflect on the interpretation of the linear perturbations in the LGEF,
Eq. (5.15), in particular, the perturbation of the instability parameter, δξ. In the regime of stable
backreaction, the LGEF suggests that the background value ξ̄ is stable to fully homogeneous
perturbations δξ(t), with any initial perturbations remaining small. We can then speculate that the
smallness of δξ(t) also indicates that inhomogeneous inflaton perturbations are small as well. The
basis of this speculation is to view the homogeneous perturbation, δξ(t), as the zero-wavenumber
mode, k = 0 of the full spectrum of inhomogeneous perturbations with wavenumbers k > 0.
This perspective is insightful, because we know that the spectrum of gauge-field-induced scalar
perturbations is nearly scale-invariant as along as the instability parameter, ξ̄ remains nearly
constant (see, e.g., Refs. [57, 339] or Eq. 3.33). Seeing as the LGEF suggests that ξ̄ = const. is
indeed possible in the regime of stable backreaction, it is thus conceivable that a small zero-mode
perturbation, δξ(t), also entails small inhomogeneous perturbations with k > 0. In particular, this
may then imply that inhomogeneous-backreaction effects are indeed unimportant in the regime of
stable backreaction. Of course, this line of reasoning is purely heuristic for the moment, and a
more rigorous analysis of the regime of stable backreaction is needed to confirm these claims, for
instance, a combined lattice and GEF investigation of the stable-backreaction regime.

Let us turn towards our second observation in Fig. 5.7, i.e., that a small region of unstable
weak backreaction exists below the line δKG = 1. This observation admits a more concrete, and
less speculative interpretation than that of our first observation; this result entails that the LGEF
criterion Re(ζ1) > 0 may prove to be a more rigorous criterion for identifying the onset of strong-
backreaction effects than δKG = 1. To elaborate on this, let us read Fig. 5.7 in the context of a
realistic axion inflation model where we allow H to vary and where V (ϕ) is a realistic slow-roll
inflation potential (i.e., not a simple inclined slope as in Eq. (5.2)). Consider then a scenario where
we start from conventional slow-roll initial conditions on this potential (as in Sec. 4.2.2) for a fixed
value of β. Assuming backreaction effects are entirely unimportant, the potential V (ϕ) defines a
slow-roll trajectory which directly maps as a line through the v-b plane in Fig. 5.7: at each point
in time the inflaton potential has a definite height and gradient which together set a unique value
for the parameters b and v (see Eq. (5.4)). Such a trajectory naturally evolves from the stable
regime toward the unstable regime as the inflaton generically accelerates toward larger velocities
(larger values of ξ). The LGEF criterion Re(ζ1) = 0 can then be used to determine if such a
slow-roll trajectory may be destabilized by strong-backreaction effects, and Fig. 5.7 suggests that
this destabilization may occur even earlier than what one may expect based on δKG. Thus, the
LGEF may in fact be used to determine a new and improved condition for the onset of backreaction
effects. We further expand upon this point in Ref. [6], where we show that, for two realistic
inflationary potentials, Re(ζ1) can indeed be used as reliable criterion for predicting the onset of
strong-backreaction effects.

Both of the above observations thus illustrate that the LGEF is a tool whose applicability
extends past the mere analysis of the AS solution, and which may be the basis for further improving
our understanding of the dynamics of axion inflation in the future.

9See Fig. 7 in Ref. [6], where we give an overview regarding the parameter regions in the v–b plane that had been
covered by previous analyses.
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5.5 Summary and conclusion

In this chapter, we have revisited the longstanding question regarding the stability of the Anber–
Sorbo (AS) solution to axion inflation [55], which proposes that gauge-field-induced friction in
the strong-backreaction regime can balance the inflaton’s potential gradient to maintain a slow-roll
evolution of the inflaton field on a steep potential. To approach this question, we have adapted
the gradient-expansion formalism (GEF) into a framework that can be used for a comprehensive
stability analysis of the AS solution. In this, we have expanded upon the results of Ref. [131],
the authors of which had previously determined the instability of the AS solution in an analytical
linear stability analysis.

For the majority of this chapter, we have worked in a controlled toy model of axion inflation,
assuming a constant Hubble rateH and a constant potential gradient V,ϕ, for which the AS solution
is an exact steady-state solution to the equations of motion for axion inflation, and which match the
assumptions used in Ref. [131]. This controlled setting allowed us to: (i) construct the linearized
gradient-expansion formalism (LGEF) to determine the spectrum of Lyapunov exponents for
homogeneous and time-dependent perturbations to the AS solution, and (ii) initialize the GEF
directly in the AS solution to determine the growth of small time-dependent deviations away from
this steady state even past the regime of validity of linear perturbation theory.

The combined application of these two tools allowed us to confirm the instability of the AS
solution in the region of parameter space that was studied in Ref. [131]. We consider this conclusion
to be sound given that it is consistently reached using techniques which are significantly different
in their respective assumptions. While the LGEF matches the linear perturbation analysis of
Ref. [131], it works under a different set of simplifying assumptions: the authors of Ref. [131]
relied on finding approximate solutions to a nonlinear transzendental equation to determine the
existence of an unstable eigenmode ζ1 in the system of perturbations around the AS solution,
whereas the LGEF relies on the truncation of the infinite tower of linear equations in Eq. (5.16)
to arrive at the same result. Meanwhile, the direct application of the GEF gives an independent
verification of our findings, as it identifies the same time-dependent growth in perturbations around
the AS solution, which we could even track past the regime of validity of linear perturbation theory
to show that the instability persists.

To give further credence to this conclusion, we also applied the GEF for the complete model of
axion inflation in which the Hubble rate is also evolving over time. By initializing the GEF close
to the supposed AS attractor solution, we could verify that variations in the Hubble rate do not
allow for its stabilization. This application of the GEF also extends upon prior numerical evidence
against the stability of the AS solution, which noted that a dynamical evolution of axion inflation
starting from slow-roll initial conditions never reached a state of stabilized gauge-field-induced
friction. While this empirical evidence left open the possibility that the AS solution’s basin of
attraction is merely small, our result puts considerable tension on this idea, as the flexible choice
of initial condition with the GEF permitted us to initialize our system far closer to a possible stable
AS regime. It thus stands to reason that the AS solution is indeed truly unstable, at the very least
when assuming large values of the instability parameter ξ ∼ 7, as we have focussed on for the
majority of this chapter.

However, the application of the LGEF to previously unexplored regions of parameter space
serves to demonstrate that the instability of the AS solution may not be universal. By constructing
an instability map for the toy model version of axion inflation (H = const. and V,ϕ = const.), we
have noted upon a thus far unidentified regime of stable backreaction which exists for small values
of the instability parameter ξ. Meanwhile, these results requires further scrutiny, in particular as
the LGEF only reveals this regime assuming that variations of the Hubble rate are unimportant.
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Such a more rigorous analysis akin to the one we have performed in Sec. 5.3 is, however, beyond
the scope of this thesis.

The same instability map also indicates that the LGEF can be used to determine an improved
criterion to determine the onset of strong-backreaction effects when approaching the strong-
backreaction regime dynamically starting from slow-roll initial conditions. This new criterion is
based on the existence of an unstable eigenmode Re(ζ1) > 0 in the LGEF system of equations in
Eq. (5.16). In comparison to the prevailing criterion for strong backreaction, δKG = 1, which we
discussed in chapter 3, the new criterionRe(ζ1) > 0 could prove to be more stringent, as the former
gives an a posteriori statement that strong-backreaction dynamics have set in, while Re(ζ1) > 0
rather appears to be an a priori criterion noting that a destabilization of gauge-field friction is
imminent. For example, this is suggested by the observation in Fig. 5.4 which demonstrate that the
full development of an instability in the equations of motion of axion inflation requires a finite time
to take effect. In this sense, the criterion Re(ζ1) > 0 indeed could prove to be an improvement over
the original criterion for strong backreaction, δKG = 1. We leave the pursuit of more definitive
confirmation of this claim to future work beyond this thesis.

Finally, in light of our discussion of the limitations of the GEF in the previous chapter, an open
question which our analysis cannot definitively answer is whether the (in)stability of the Anber–
Sorbo solution persists in the presence of large inflaton inhomogeneities which can backreact
on the dynamical inflation–gauge-field system. At present, this possibility would require lattice
simulations as they are uniquely able to resolve the dynamical backreaction of inflaton gradients
in the regime of strong gauge-field backreaction. Such lattice studies are also needed to ultimately
confirm the existence of the stable-backreaction regime we have identified using the LGEF, or
to refute the speculative claim we have made in Sec. 5.4 that the stable-backreation regime also
entails that inflaton inhomogeneities remain perturbatively small.
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Chapter 6

Revisiting the Schwinger effect
during axion inflation
This chapter is based on Ref. [3], with a partial input from Ref. [5], in particular in Sec. 6.4. The
detailed contributions of the author to these articles are outlined at the beginning of this thesis.

In the previous two chapters, we have established and applied the gradient-expansion formalism
(GEF) in a simple model of axion inflation involving a single, pure Abelian gauge sector that
is coupled to the inflaton field. In this chapter, we now consider the application of the GEF in
the context of a more complex system in which the gauge field in axion inflation is also coupled
to charge carriers, like fermions or charged scalars. In this case, the enhanced background of
electromagnetic fields that is created by the inflaton field during axion inflation can then directly
produce charged particle–antiparticle pairs from the vacuum via the Schwinger effect.

As we have outlined in chapter 3, the Schwinger effect can have important dynamical, and
ultimately phenomenological, implications for axion inflation, as charge carriers are not only
produced by the gauge field, but also backreact on their production. If this process is efficient, it
can inhibit gauge-field-induced friction onto the inflaton field and also impact the rate of continued
charged-particle production via the Schwinger effect [127–129]. This feedback mechanism is
relevant for phenomenological predictions, for instance in scenarios where the Schwinger effect
acts as production mechanism for inflationary dark matter [125, 126]. Moreover, the suppression
of gauge-field amplitudes affects observables linked to gauge-field production. For example, as
we shall discuss in chapter 9, a reduced amplitude in gauge fields affects their ability to source
gravitational waves [121],

Given these far-reaching implications of the Schwinger effect, it is necessary to have a tool
such as the GEF to dynamically account for both the creation of charge carriers via the gauge-field
background, and their subsequent backreaction on gauge-field production. In Ref. [128], the GEF
was already adapted for this purpose by relying on a commonly adopted effective description of
Schwinger pair creation (see e.g., Refs. [104, 128, 130, 132–134]). In this approach, the effect
of charge carriers is modelled as a damping conductive medium. In this chapter, we revisit this
effective model, we identify two of its shortcomings, and propose a refined modelling that we
subsequently implement into the GEF to enable a systematic comparison with previous literature
results.

At a conceptual level, the effective description we intend to modify is based on the idea that
the electric and magnetic fields that are created during axion inflation also continuously create
and accelerate charge carriers along the electric field lines. Effectively, this can be viewed as
the Schwinger effect inducing a charge current J , which drains energy from the amplified gauge-
field background during axion inflation (cf. Eq. (3.35)). Indeed, analytical calculations of the
Schwinger effect in de Sitter space support this picture, yielding a current whose magnitude
depends on the strength of the electric and magnetic fields, E and B, present during inflation, i.e.,
|J | = f(|E|, |B|) [116–121, 397–403].
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In the context of axion inflation, it is typically assumed that the inflaton field produces helical
gauge fields, such that the Schwinger effect proceeds via nearly (anti)collinear electric and magnetic
fields. For such field configurations, analytical results suggest a charge current that is aligned with
both E and B, implying |J | ∝ |E||B| [119–121]. This motivates that the charge current J can be
represented in the form of Ohm’s law, i.e., suggesting the interpretation that the Schwinger effect
induces a damping conductive medium of charge carriers. Because of the assumption that the
electric and magnetic fields in axion inflation are collinear, two possibilities have been considered
for this Ohmic representation, either writing J through a purely electric conductivity [104, 128],
or a magnetic one [120, 121, 132]:

J = σEE or J = σBB . (6.1)

The ambiguity in this prescription is a direct consequence of the idealized assumption that
E and B during axion inflation are collinear. As part of this chapter, we propose to relax this
assumption, which allows us to derive an unambiguous Ohmic representation of the induced current
which depends on both an electric and a magnetic conductivity:

J = σEE + σBB . (6.2)

The second limitation that we address concerns how the resulting conductive medium affects
gauge-field modes of different wavelengths. In the standard treatment, the conductivities σE/B
are assumed to be slowly varying functions of time which affect all gauge-field modes equally,
independent of their wavelength [104, 128, 130]. We suggest that this is in tension with the
microscopic picture of Schwinger pair creation, where this process can be considered to take
place over finite distance scales [113–115]. Modelling charge carriers as a purely time-dependent
conductive medium implies that even gauge modes of wavelengths far below this finite distance
scale are subjected to the damping effects of charge carriers. Our second improvement is that we
modify the description of the conductivities σE/B such that Schwinger damping is only accounted
for on length scales above the typical distance scale of pair creation.

The revised version of the GEF that we develop in this chapter incorporates both these improve-
ments. It allows us to consistently describe Schwinger damping as a scale-dependent effect, while
also accounting for the fact that electric and magnetic fields in axion inflation are not necessarily
created in a collinear configuration.

As a direct application of this new GEF, we study the Schwinger effect in a particular benchmark
model of axion inflation. In this model, the gauge field which is coupled to the inflaton is identified
with the hypercharge field of the SM, such that the Schwinger mechanism leads to the direct
production of SM fermions. Based on this benchmark model, we first illustrate how the dynamics
of axion inflation are affected compared to the situation without Schwinger pair creation. Then,
we assess how the changes we have made to the effective model of Schwinger pair creation impact
phenomenologically relevant quantities like the energy density of gauge fields and the abundance of
produced charge carriers. Finally, we also comment on a novel dynamical regime of backreaction
which arises in the case when gauge fields are produced abundantly enough to affect the inflaton’s
evolution while still being subjected to the damping effects of the Schwinger pair creation.

To build towards these results, our discussion in this chapter starts with a review of the
Schwinger effect in Sec. 6.1, focussing on the aspects that are relevant for its effective modelling
within axion inflation. In Sec. 6.2, we construct the effective description and introduce our
modifications. Section 6.3 is where we integrate this revised effective model into the GEF, while
section 6.4 presents its application to our benchmark scenario. Finally, we conclude in Sec. 6.5
with a summary and outlook.
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6.1 An introduction to the Schwinger effect

Before we begin with the construction of the effective description of the Schwinger effect in axion
inflation, it is useful to briefly review the basic physical mechanism underlying this nonperturbative
phenomenon in quantum field theory (QFT). What we intend in this section is to motivate why
the Schwinger effect can be viewed as inducing a charge current J , as this notion is central to the
effective model of Schwinger damping that we consider in the next sections of this chapter.

To build towards this idea, we first consider the Schwinger effect in Minkowski space, focussing
on establishing fundamental results for the rate of pair creation in simple electromagnetic field
configurations. We then extend our discussion to the Schwinger effect in de Sitter space, which is
where we encounter the idea that the Schwinger effect induces a charge current J in the presence
of strong collinear electric and magnetic fields. In particular, we present the central formula for
the induced current J in terms of electric and magnetic field operators, E and B, which explicitly
enters the effective model of the Schwinger effect in axion inflation.

6.1.1 The Schwinger effect in Minkowski space

The first to identify that strong electric fields can result in the spontaneous creation of charged
particles was Sauter [110]. The idea was then further developed for quantum electrodynamics
by Euler and Heisenberg [111]. The first to give a complete calculation for the rate of this
pair-production process was Schwinger [112], the namesake for this effect. Modern reviews on
the Schwinger effect can be found in Refs. [113–115], which we use as the basis for our subsequent
discussion, and we refer to these works and the references therein for more details.

The simplest setup in which one can study the Schwinger effect is that of a matter field with
charge Q and mass m, either a complex scalar or a Dirac fermion, in a constant electric field
E. Intuitively, we can understand the origin of particle production in this setup by taking the
perspective that the vacuum in QFT is not empty, but populated by virtual particle–antiparticle
pairs as a consequence of the Heisenberg uncertainty principle. In the presence of an electric field,
these virtual pairs of charged particles are accelerated away from one another allowing them to
gain sufficient energy to become real.

If we consider the electric field to be aligned with the z-axis,E = |E|ez, it classically performs
a work eQ|E|∆z on a particle of chargeQ over a distance ∆z. Using this simple classical analogy,
one can then estimate the necessary amplitude of the electric field which is needed to create a
pair of particle–antiparticle pairs from the vacuum. Considering that the electric field needs to
overcome the mass gap of 2m to create a real pair of particles, and taking the de-Broglie wavelength
λ ∼ 1/m as a characteristic length, one finds that efficient particle production requires a critical
electric field strength

|Ec| ∼
m2

e|Q| . (6.3)

Quantum mechanically, the pair creation process can then be understood as a tunneling process over
a potential barrier V (z) = e|Q|Ez. Via the Wentzel–Kramers–Brillouin (WKB) approximation,
one can determine that the tunneling rate is exponentially suppressed for electric fields which are
weaker than this critical field strength.

This exponential suppression is reflected in the rate of pair production, Γ, per unit volume V
in a constant electric field [111, 112] (see also Refs. [404]),

Γ

V
= g

(eQ)2

(2π)3
|E|2 exp

(
− πm2

e|QE|

)
(6.4)
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Here the factor g accounts for the number of spin states of the particle, g = 1 for a scalar field, and
g = 2 for a Dirac fermion. The rate can be deduced from the transition probability between in and
out vacuum states before and after the electric field is turned on, the so-called vacuum-persistence
probability [404];

Pvac = | ⟨0out|0in⟩ |2 = | ⟨0in|e−iHt|0in⟩ |2 = exp(−wV t) , (6.5)

with H the Hamiltonian of the theory. In the presence of an external source, this probability is
generically not equal to unity. For the case of a constant, homogeneous external electric field, the
factor w may be computed by means of the WKB method or by directly computing the effective
action of a Dirac fermion or a complex scalar on the classical background electric field (see
Refs. [113, 115, 405]). It is given by [112, 406] (see, e.g., Ref [404])

w = g
(eQ)2

(2π)3
|E|2

∞∑
n=1

1

n2
exp

(
− nπm2

e|QE|

)
(6.6)

with the particle-creation rate Γ/V being the first term in this series [404, 407]. It should be
noted that both Eqs. (6.4) and (6.6) are clearly nonperturbative results, as they both vanish in the
limit e → 0. This is similar to other nonperturbative effects in QFT, like the effective potential
for an axion field, as we have discussed it in chapter 2. In fact, analogous to the axion effective
potential, the rate of Schwinger pair creation may also be obtained via a summation over gauge-field
instantons [408]. Alternatively, Eqs. (6.4) and (6.6) can also be computed using the Bogolyubov
method, which we have previously discussed in Sec. 1.3 in the context of gravitational particle
production during inflation.

The process of pair creation from the vacuum can be further supported by an external magnetic
field, B. Calculations of the pair-creation rate in the presence of both constant, homogeneous
electric and magnetic fields are usually performed in a frame where the two fields are either
collinear or anticollinear. The advantages of such a configuration is that the mechanical effect
of the electric and magnetic field are distinctly separated from one another, as is most easily
understood by classical considerations about the motion of a charged particle through such an
electromagnetic background. When the two fields are (anti)collinear, the electric one leads to a
transfer of momentum parallel to its field lines, p∥ → p∥ + qEt, while the magnetic one only
affects the particles motion in the transverse direction, p⊥. In the quantum system, the electric
field is then still associated with a tunneling process over a potential barrier, while the magnetic
field instead implies a splitting of a field’s transverse momentum, p⊥ into discrete Landau levels
(see, e.g., Ref. [120, 121]). Thus, the electric field still needs to surpass the critical threshold for
pair creation to be efficient, but the magnetic field increases the number density of available states
which can be occupied by the newly produced particles. As a result, the overall rate of pair creation
is enhanced by the magnetic field, but it features the same exponential suppression factor which is
dictated by the electric field strength [406, 409];

Γ

V
=

(eQ)2

4π2
|E||B|ψ

(
π|B|
|E|

)
exp

(
− πm2

e|QE|

)
. (6.7)

Here, the functionψ(x) is depends on the nature of the particle, ψ(x) = 1/(2 sinhx) for a complex
scalar or ψ(x) = cothx for a Dirac fermion. This rate may again be computed using the same
methods as in the absence of the magnetic field.

The Schwinger effect in Minkowski space has also been studied in various other configurations,
including for alternating electric fields [410, 411] or fields at finite temperature [161, 412]. Recently,
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also stochastic gauge-field configurations have been studied [413]. For our purposes, the results
based on the constant collinear magnetic and electric fields are however sufficient, since this
corresponds to the gauge-field configurations which we expect to be approximately realized in the
case of axion inflation (see, e.g., Eq. (3.31)). However, in this case, Schwinger pair production via
such a gauge-field configuration does not take place in a flat Minkowski spacetime, but rather in
an inflationary spacetime which is better approximated by de Sitter space.

6.1.2 The Schwinger effect in de Sitter space

Before discussing results for the Schwinger effect in de Sitter space, let us dwell a bit further on
the implications of Schwinger pair production in Minkowski space. We have seen that a constant
electric field, with or without a supporting (anti)collinear magnetic field, results in a constant rate
of particle creation, Eqs. (6.4) and (6.7). Considering that the electric field in this setup permeates
spacetime, the creation of these charged particles is followed by their continuous acceleration. As
a result, we can consider that the Schwinger effect induces a charge current J which is directed
along the electric-field direction, and which one can estimate to be linearly growing with time (see,
e.g., Refs. [114, 399, 414, 415]);

J ≃ 2e|Q| Γ
V

E

|E| t . (Minkowski space) (6.8)

Here, the rate Γ/V can either be given by Eq. (6.4) or Eq. (6.7), depending on whether a magnetic
field is simultaneously present or not. In particular, it is worth reiterating that an (anti)collinear
magnetic field does not affect the motion of particles along the electric field lines, thus it also
does not influence the directionality of the induced current. Evidently, for t → ∞, the current in
Eq. (6.8) diverges, since in Minkowski space, the electric field can in principle create and accelerate
particles for as long as it remains active.

Calculations of the Schwinger effect in de Sitter space are typically also expressed in terms
of the analogous induced current J . This current has been computed for a constant electric field,
both for charged scalars [116, 117, 399–403], and for fermions [118, 397, 398, 402]. In the limit
of a strong electric field, e|QE| ≫ H2, the magnitude of the induced current in this configuration
is given by (see, e.g., Refs [399, 402])

|J | = g

(
e|Q|

)3
12π3H

|E|2 exp
(
− πm2

e|QE|

)
, (de Sitter space, E only) (6.9)

with, again g = 1 for a scalar field, and g = 2 for a Dirac fermion.
The corresponding result for an additional (anti)collinear magnetic field B has also been

computed in Refs. [119–121], with the current in the strong-field regime having a magnitude

|J | =
(
e|Q|

)3
6π2H

|E||B|ψ
(
π|B|
|E|

)
exp

(
− πm2

e|QE|

)
, (de Sitter space, E and B) (6.10)

where, again, ψ(x) = 1/(2 sinhx) for a charged scalar, or ψ(x) = cothx for a fermion.
For both field configurations, the current in Eqs. (6.9) and (6.10) is again aligned with the

electric field E. It is instructive to compare these results to the induced current in Minkowski
space, Eq. (6.8) for the respective pair creation rates given by Eq. (6.4) or (6.7). The current
in de Sitter space for each field configuration is indeed equivalent to the corresponding one in
Minkowski space evaluated at a time t = 1/(3H), implying that it is constant instead of divergent.
This difference can be readily attributed to the Hubble horizon in de Sitter space; while new particles
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are continuously created and accelerated by the electric field, other particles are constantly exiting
the horizon, and cease to contribute to J (see, e.g., Ref. [117]).

These expressions for the induced current in Eqs. (6.9) and (6.10) are the foundation of the
effective description of the Schwinger effect in axion inflation, as they establish the basic physical
idea that the Schwinger effect induces a charge current, which can then enter Ampère’s law as
in Eq. (3.35) to describe the backreaction of Schwinger pair production onto the gauge-field
background in this model. It is thus important to note that they indeed permit a representation in
terms of Ohm’s law, as we have hinted at in the chapter introduction. Both with and without a
magnetic field, we can write the induced currents in Eqs. (6.9) and (6.10) asJ = σEE. Meanwhile,
in the case where we also consider an (anti)collinear magnetic field, B, the currentJ can be equally
represented as J = σBB, with σB being a magnetic conductivity.

Before we proceed with our discussion of axion inflation, let us also briefly comment on the
induced current J in de Sitter space for weak fields, q|QE| ≪ H2. The Schwinger current
in this regime has been noted to show rather counter-intuitive behavior. For light scalar fields,
the Schwinger current exhibits an infrared hyperconductivity, i.e., a growing conductivity for
weaker electric fields [117, 119, 400]. For fermions, the conductivity can even briefly become
negative [397, 402]. In particular the negative conductivity is the subject of ongoing discussions
in the literature. For instance, the authors of Ref. [416] argued that this effect is spurious and
attributed it to an improper treatment of the running gauge coupling e and higher-order corrections
to the gauge-field action. In Refs. [417, 418], it was recently argued that the assumption of a
constant electric field in de Sitter space, which is underlying these computations, is only valid
when the field is continuously replenished to counteract Hubble friction. Accounting for such a
source (one of the possibilities being a rolling axion field during inflation), they confirm the results
for the strong-field regime and the hyperconductivity in the weak-field regime, but they find that
the fermionic Schwinger current remains positive definite.

Although these topics are highly relevant, and intrinsically fascinating, the impact of hyper-
conductivity on gauge-field dynamics are negligible with respect to Hubble friction [419]. For
practical applications to axion inflation, where we are interested in the dynamical backreaction
of Schwinger pair production, one therefore typically relies on the expressions in the strong-field
regime [104, 120, 121, 128], in particular the current for (anti)collinear magnetic and electric fields
in Eq. (6.10).

6.2 An effective treatment of the Schwinger effect in axion inflation

In this section, we introduce how the Schwinger effect can be incorporated into the basic model
of axion inflation which we described in chapter 3. The original formulation of this effective
description which we give here has been primarily developed in Ref. [127, 128, 420], and relies
on the Ohmic representation of the Schwinger current in Eq. (6.10). However, as described in
the introduction, we go beyond the results of Ref. [127, 128, 420] to also incorporate several
improvements to their description based on our work in Ref. [3].

To differentiate between the original model of axion inflation, where charge carriers are not
accounted for, and the one we present here, we refer to the former as pure axion inflation, high-
lighting that it assumes a pure gauge-field sector. In contrast, we can refer to the model with charge
carriers as fermionic axion inflation. Although our discussion initially applies to both the case
where charged scalars or fermions can couple to the gauge field, we later on focus primarily on
fermions, hence the name.
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6.2.1 Axion inflation with charge carriers

To describe the effect of Schwinger pair production in axion inflation, we can start from a modified
version of the basic action describing axion inflation, as we have given it in Eq. (3.7). In addition
to the pseudoscalar inflaton field, ϕ, and the U(1) gauge field Aµ, we now want to also describe
the effect of a matter field, χ, which is charged under the U(1) symmetry group. Generically, this
action can be written as

S =

∫
d4x

√−g
[
1

2
gµν∂µϕ∂νϕ− V (ϕ)− 1

4
FµνF

µν − βϕ

4MP
FµνF̃

µν + Lχ(χ,Aµ)
]
. (6.11)

As before, we have that V (ϕ) is the inflaton potential, Fµν = ∂µAν − ∂νAµ is the field-strength
tensor with F̃µν = εµναβ/(2

√−g)Fαβ its dual, and β gives the strength of the axion–vector
coupling. The novel term appearing in this action is the Lagrangian Lχ, which describes the field
χ and its interaction with Aµ. For the effective description we employ, the precise form of Lχ is
not important. The reader may for instance imagine the Lagrangian for a charged scalar field or a
Dirac fermion.

Given the close resemblance to the axion inflation model which we described in chapter 3,
the next steps now proceed analogously to our discussion in Sec. 3.2. First, we derive the Euler–
Lagrange equations for the gauge field and the inflaton field from Eq. (6.11). The system of
equations one obtains in this way is the same as for the basic axion inflation model given in
Eq. (3.8). The only modification is to the equation of motion for Fµν , which now reflects the
interaction between Aµ and χ

1√−g∂α
[√−ggµαgνβFµν

]
+

β

MP
F̃αβ∂αϕ = Jβ, (6.12)

where Jµ is an electric four-current defined through

Jµ = −∂Lch

∂Aµ
. (6.13)

Furthermore, we can derive the energy–momentum tensor for this system, which reads;

Tµν = ∂µϕ∂νϕ− gαβFµαFνβ − gµν

[
1

2
∂αϕ∂

αϕ− V (ϕ)− 1

4
FαβF

αβ

]
+ (Tχ)µν , (6.14)

where (Tχ)µν is the energy–momentum tensor for χ which appears in addition to the contributions
to Tµν from the inflaton field and the gauge field given in Eq. (3.9).

We now assume spacetime is described by the FLRW metric in Eq. (1.23). For the electro-
magnetic field, this means we can rely on the same definitions for electric and magnetic field
operators as in Eq. (3.10), i.e., E = − 1

a∂0A and B = 1
a2
rotA. Additionally, we assume that

the inflaton dynamics are purely governed by the homogeneous vacuum expectation value of the
inflaton field, φ(t) = ⟨ϕ(t,x)⟩. Furthermore, FLRW space allows to decompose the four-current
Jµ in Eq. (6.13) into an electric three-current J and a charge density ρc,

Jµ = (ρc,J/a) . (6.15)

Our working assumption is that charge carriers are produced by Schwinger pair production, such
that J can be interpreted as the corresponding induced current, as we shall explore in more detail
further below. This assumption is also important regarding the charge density ρc. Since Schwinger
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pair creation produces particles and antiparticles in pairs, it does not result in the production of
net charge. Therefore, supposing that there is no initial charge asymmetry in our system, we can
safely set ρc = 0. This way, one then arrives at the following equations of motion for the inflaton
field φ and the electromagnetic fields;

φ̈+ 3Hφ̇+ V,ϕ(φ) =
β

MP
⟨E ·B⟩ , (6.16a)

divE = 0 , divB = 0 , (6.16b)

Ė + 2HE − 1

a
rotB +

β

MP
φ̇B + J = 0 , (6.16c)

Ḃ + 2HB +
1

a
rotE = 0 . (6.16d)

The important modification with respect to the equations of motion for pure axion inflation is the
appearance of the charge current J in Ampère’s law, Eq. (6.16c).

The equations of motion are supplemented by the Friedmann equation, which for this system
is given by

H2 =
1

3M2
P

[
1

2
φ̇2 + V (φ) +

1

2
⟨E2 +B2⟩+ ρχ

]
. (6.17)

In addition to the standard contributions to the background energy density coming from the
inflaton field and the electromagnetic field, the charge carriers now also contribute an energy
density ρχ = (Tχ)

0
0. Although we do not have a closed expression for ρχ, one can derive a

dynamical equation describing its time evolution from covariant energy conservation, ∇µT
µν = 0.

Taking into account the equations of motion for the electromagnetic fields and the inflaton field in
Eq. (6.16), one can derive the following continuity equation for ρχ,

ρ̇χ + 3H(ρχ + pχ) = ⟨J ·E⟩ , (6.18)

where pχ = −1/3(Tχ)
i
i is the pressure associated with the charge carriers. The left-hand side can

be interpreted as describing the dilution of ρχ due to cosmic expansion, while on the right-hand
side we interpret the current J as sourcing charge carriers. Just as for ρχ, we do not have a closed
expression for the pressure pχ, however, in practice, one can simply consider a definite equation of
state, e.g., for a massless field, pχ = ρχ/3.

In total, we then have a complete dynamical system of equations which describe the evolution
of axion inflation in the presence of a charged current J . In principle, this is just a generalization
of the pure axion inflation model in chapter 3, which we retrieve in the particular case of absent
charge carriers, J = 0 and ρχ = 0. What we should then consider in more detail is an appropriate
definition of the induced current J to obtain a closed set of differential equations.

6.2.2 The induced current

Our ultimate aim is to identify the charge current J with the Schwinger-induced current in
Eq. (6.10). To start out, this requires us to reflect on the physical process of pair creation in
axion inflation to motivate a suitable Ansatz for J .

We have seen in the previous chapters that the production of electric and magnetic fields
in axion inflation results in large-scale classical electric and magnetic fields. These fields have
a random orientation in each Hubble patch, which average to a statistically homogeneous and
isotropic ensemble over the entire Universe with their typical magnitudes given by

√
⟨E2⟩ and√

⟨B2⟩. Schwinger pair production now occurs locally within a single Hubble patch depending
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on the strength of the local classical fields E(t,x) and B(t,x). The spontaneous creation of
particle–antiparticle pairs in each patch then results in a local charge current J(t,x), which can be
computed using the expression for the Schwinger-induced current in Eq. (6.10). The orientation
of this current then depends on the local electric and magnetic fields, but one can assume that its
magnitude varies only mildly between local Hubble patches, and can be characterized in terms of
the mean electric and magnetic field strengths.

This intuitive picture motivates the Ohmic description of the induced current J(t,x), which
we can generally write as

J(t,x) = σE(t)E(t,x) + σB(t)B(t,x) , (6.19)

with σE and σB given as purely time-dependent conductivities depending on expectation values
⟨E2⟩, ⟨B2⟩ and ⟨E ·B⟩. The physical interpretation of Eq. (6.19) is that the charge carriers
produced through Schwinger pair creation act as a global conductive medium, which locally
affects the electric and magnetic fields in individual Hubble patches.

To obtain expressions for the conductivities σE and σB , one matches Eq. (6.19) to the
Schwinger-induced current in Eq. (6.10). Specifically, we have the two distinct representations

J = σEE with σE =

(
e|Q|

)3
6π2H

|B|ψ
(
π|B|
|E|

)
e
− πm2

e|Q||E| , (6.20a)

or

J = σBB with σB =

(
e|Q|

)3
6π2H

sign(E ·B)|E|ψ
(
π|B|
|E|

)
e
− πm2

e|Q||E| . (6.20b)

Both these expressions have been considered in the literature on axion inflation, some authors
working in the electric picture, Eq. (6.20a), (for instance Refs. [104, 128]) and others in the
magnetic picture, Eq. (6.20b), (for instance Refs. [120, 121]). The problem with this ambiguous
description is that electric and magnetic conductivities do not affect the dynamics of axion inflation
in the same way. This can for example be seen by noting the different roles they play in Ampère’s
law, Eq. (6.16c):

Ė + (2H + σE)E − 1

a
rotB +

β

MP
φ̇B = 0 , (electric picture) (6.21a)

Ė + 2HE − 1

a
rotB +

(
β

MP
φ̇+ σB

)
B = 0 . (magnetic picture) (6.21b)

In the electric picture, the conductivity σE acts as an additional source of Hubble friction, while
in the magnetic picture, σB directly inhibits the generation of electromagnetic fields through the
rolling inflaton field (generically, σB takes an opposite sign to φ̇). Although both qualitatively
result in a reduced amplitude of electromagnetic fields, the two effects are not physically equivalent.

This ambiguity merely arises because of the idealized assumption of perfectly collinear elec-
tric and magnetic fields used to derive Eq. (6.10). Numerical simulations of axion inflation in
the presence of an electrical conductivity indeed demonstrate that collinearity only holds approxi-
mately, and is never truly achieved in the comoving frame [128]. We therefore propose to relax the
assumption of collinearity, and to derive an expression for the Schwinger current which is valid
also for non-collinear fields. As a result, the Schwinger-induced current naturally decomposes into
a component aligned with the electric field, and one which aligns with the magnetic field. This
allows one to represent the current J in a general Ohmic form as in Eq. (6.19), including both
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types of conductivities. The resulting description of the Schwinger effect can be referred to as the
mixed picture in contrast to the purely electric or magnetic pictures in Eq. (6.20).

Derivation of the mixed picture

To derive an expression for the Schwinger-induced current that is valid for non-collinear fields, we
apply a simple procedure: We perform a Lorentz boost to a frame where E′ and B′ are collinear;
there, we evaluate the expression for the induced current in Eq. (6.10); then we boost back to the
comoving frame. This is a standard approach in Minkowski space to derive the rate of Schwinger
pair creation for an arbitrary configuration of homogeneous and constant electromagnetic fields
(see Refs. [113, 114]). It has been previously used for axion inflation in Ref. [129], a perturbative
study of Schwinger pair creation. A similar method had been considered in Ref. [421], although
this splitting was intended to separately consider the production of charge carriers on the lowest
Landau level (i.e., the ones not influenced by the magnetic field), and those on higher Landau
levels. In contrast, we derive expressions for the Ohmic conductivites in the mixed picture, which
are also valid beyond perturbation theory.

We begin our computation by boosting to the collinear frame. Under a Lorentz boost with
velocity v, electromagnetic fields transform according to (see, e.g., the textbook [422])

E′ = γ(E + v ×B)− γ2

1 + γ
v(v ·E) , B′ = γ(B − v ×E)− γ2

1 + γ
v(v ·B) , (6.22)

where γ = (1 − v2)−1/2 is the corresponding Lorentz factor. To ensure that the fields in the
boosted frame are collinear, we require E′ × B′ = 0. This leaves infinitely many possibilities,
but we want to consider the frame in which E and B lie in the same plane as E′ and B′. This
uniquely defines v as the boost velocity which is perpendicular to E and B. The velocity can be
determined algebraically, and is given by

v = κE ×B , κ =
2

E2 +B2 +

√
(E2 −B2)2 + 4 (E ·B)2

. (6.23)

The corresponding Lorentz factor is given by

γ =
1√

1− v2
=

1√
2

1 + E2 +B2√
(E2 −B2)2 + 4 (E ·B)2

1/2

. (6.24)

The magnitudes of the electric and magnetic fields in the collinear frame, E′ and B′, are related to
those in the comoving frame, E and B, through the Lorentz invariants of the field-strength tensor

1

2
FµνF

µν = B2 −E2 = B′2 − E′2 , (6.25a)

−1

4
FµνF̃

µν = E ·B = E′B′ . (6.25b)

Here, we have definedE′ as the magnitude of E′, which is strictly positive, andB′ is the projection
of the magnetic field on the electric-field direction, so it can be negative for anticollinear fields. E′
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and B′ can then be determined entirely in terms of E and B;

E′ =
1√
2

[
E2 −B2 +

√
(E2 −B2)2 + 4 (E ·B)2

]1/2
, (6.26a)

B′ = sign(E ·B)
1√
2

[
B2 −E2 +

√
(E2 −B2)2 + 4 (E ·B)2

]1/2
. (6.26b)

We now aim at finding a current J = σEE + σBB in the comoving frame. This current is
orthogonal to the velocity in Eq. (6.23), so a boost along this direction leaves it invariant, J = J ′.
In the collinear frame, J ′ can be directly taken from Eq. (6.10), as this expression was derived
assuming collinear fields:

|J ′| =
(
e|Q|

)3
6π2H

E′|B′|ψ
(
π|B′|
E′

)
e
− πm2

e|Q|E′ . (6.27)

This current is collinear with the electric field E′, so we can write down the following relation

J = |J ′|E
′

E′ =
|J ′|γ
E′ [E + κB × (B ×E)]

=
|J ′|γ
E′

[
(1− κB2)E + κ(E ·B)B

]
= σEE + σBB , (6.28)

with

σE =
|J ′|γ
E′ (1− κB2) =

|J ′|E′

γ

1√
(E2 −B2)2 + 4 (E ·B)2

, (6.29a)

σB =
|J ′|γ
E′ κ(E ·B) =

|J ′|
E′γ

(E ·B)√
(E2 −B2)2 + 4 (E ·B)2

, (6.29b)

where we used Eqs. (6.23), (6.24), and (6.26a) in the second line of each respective equation. These
conductivities can finally be expressed entirely through |E|, |B|, and (E · B) using Eq. (6.24),
Eqs. (6.26), and Eq. (6.27) to evaluate γ, E′, B′ and |J ′|. By replacing these by the appropriate
mean-field expressions,

√
⟨E2⟩,

√
⟨B2⟩ and ⟨E ·B⟩, we can indeed express the current J in the

mixed picture as given in Eq. (6.19).
Taking the results of this section, we can then return to the differential equations describing

the dynamical evolution of axion inflation, Eqs. (6.16) to (6.18). With the Ohmic expression for J
in Eq. (6.19), Ampère’s law, Eq. (6.16c), becomes

Ė + (2H + σE)E − 1

a
rotB +

(
β

MP
φ̇+ σB

)
B = 0 . (6.30)

Furthermore, the continuity equation for ρχ in Eq. (6.18) can now be written as

ρ̇χ + 3H(ρχ + pχ) = σE ⟨E2⟩+ σB ⟨E ·B⟩ . (6.31)

The conductivities σE and σB appearing in these equations are given entirely as functions of√
⟨E2⟩,

√
⟨B2⟩ and ⟨E ·B⟩. We therefore achieve a fully closed set of differential equations

which also dynamically incorporate the effect of Schwinger pair creation in axion inflation.
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6.2.3 Damping in a conductive medium

We have already developed a qualitative understanding on how Schwinger pair creation affects the
generation of electric and magnetic fields, noting that the electric conductivity σE effectively adds
to Hubble friction (see Eq. (6.21a)), while the magnetic conductivity directly inhibits gauge-field
generation through φ̇ (see Eq. (6.21b)). We now follow up on this notion by studying how the
conductive medium affects the evolution of individual gauge-field modes.

To this end, consider the quantized gauge field A as we have defined it in Eq. (3.15);

A(t,x) =

∫
d3k

(2π)3/2

∑
λ=±

[
ϵλ(k)âk,λAλ(t, k)e

ik·x + ϵ∗λ(k)â†k,λA
∗
λ(t, k)e

−ik·x
]
, (6.32)

where the mode functions Aλ(t, k) are again described in a circular polarization basis given by
ϵλ(k), which obey Eq. (3.16), and the creation (annihilation) operators â†k,λ (âk,λ) are defined to
be canonically commuting. In the presence of conductivities, the mode equation for Aλ(t, k) can
be derived from Eq. (6.30), and is

Äλ(t, k) +
(
H + σE

)
Ȧλ(t, k) +

[(
k

a

)2
− λ

k

a

(
β

MP
φ̇+ σB

)]
Aλ(t, k) = 0 . (6.33)

In the previous section, we have seen that σE and σB are themselves depending on the gauge-field
expectation values ⟨E2⟩, ⟨B2⟩ and ⟨E ·B⟩, and are therefore functions of Aλ(t, k). This makes
the mode equation in Eq. (6.33) highly nonlinear and enormously complicates the study of the
mode functions Aλ(t, k). The common approach in the literature (for instance Refs. [104, 128])
is therefore to treat σE and σB as given, slowly varying, external functions of time t. While
this assumption greatly simplifies the analytical study of Schwinger damping, it has a definitive
downside in that the conductivities σE(t) and σB(t) then affect all gauge-field modes Aλ(t, k)
indiscriminately of their precise wavenumber k. This conflicts with physical intuition, as it entails
that gauge-field modes of any arbitrary wavenumber k can feel the presence of the conductive
medium at all times. This leads to the unintuitive conclusion that even gauge-field modes whose
wavelengths are much shorter than the typical separation of charge carriers in the conducting
medium are affected by it. In particular, this effect even extends to modes which are effectively
oscillating on scales far below the Hubble horizon, k ≫ aH .

To avoid the counter-intuitive consequences of this effective modelling, while still maintaining
a relative degree of mathematical simplicity, we propose a mild modification to it, in that we allow
for an additional scale dependence of the conductivities σE(t) and σB(t), replacing them by

σE/B(t, k) ≡ σE/B(t)Θ(t, k) . (6.34)

The window function Θ(t, k) is introduced by hand to capture the scale dependence of Schwinger
damping as the system evolves with time. This is of course an ad hoc solution, which ulti-
mately should be improved upon by considering a first-principles approach to the problem, for
instance studying Schwinger pair creation in a constant background gauge field in the presence
of high-frequency modes. However, given the current state in the literature, where Schwinger
pair creation during axion inflation is treated predominantly based on an effective description,
this simple modification represents a straightforward, and easy-to-implement improvement over
existing approaches.



6.2. An effective treatment of the Schwinger effect in axion inflation 123

Introducing the window function Θ, the mode equation in Eq. (6.33) is then given by

Äλ(t, k) +
(
H + σEΘ

)
Ȧλ(t, k) +

[(
k

a

)2
− 2λH

k

a

(
ξ +

σBΘ

2H

)]
Aλ(t, k) = 0 . (6.35)

For later convenience, we have rewritten φ̇ in terms of the instability parameter ξ, which we defined
for pure axion inflation in Eq. (3.20). We now proceed to analyze this mode equation as we have
done in the case of regular axion inflation in chapter 3, that is, we identify suitable initial conditions
for the modeAλ(t, k) and consider how particle production via the tachyonic instability is affected
by the presence of the conductivities. To do this, we keep the window function Θ(t, k) arbitrary
for the moment and only later on discuss particular choices one can make for it.

Before we start to analyze the full mode equation, it is instructive to only consider the magnetic
conductivity in isolation, as its effect is particularly easy to understand. Thus, for the moment, we
set σE = 0 in our minds. In this case, the mode equation in Eq. (6.35) is analogous to the one in
pure axion inflation, as we gave it in Eq. (3.18), the only difference being the appearance of the
magnetic conductivity, which acts as an additional contribution to ξ. This motivates the definition
of an effective instability parameter

ξeff ≡ ξ +
σB
2H

Θ(t, k) . (6.36)

In the absence of an electric conductivity, the gauge modes Aλ(t, k) are subjected to a similar
tachyonic enhancement as in pure axion inflation, the difference now being that this only occurs for
modes with k ≲ 2|ξeff |aH . Since σB is generically of opposite sign to ξ, we have that |ξeff | < |ξ|.1
So, in the presence of σB , fewer modes Aλ(t, k) are exponentially amplified at a given moment of
time. In this way, the magnetic conductivity directly results in reduced gauge-field production.

The additional impact of the electric conductivity is also easy to understand; each mode
Aλ(t, k) accumulates friction over time, the effect of which is encompassed by the factor

∆k(t) ≡ exp

(
−

t∫
−∞

σE(t
′)Θ(t′, k)dt′

)
. (6.37)

To further analyze the mode equation in Eq. (6.35) in the presence of both conductivities, it is
useful to introduce the rescaled mode functions,

Aλ(t, k) =
√
∆k(t)fλ(t, k) . (6.38)

In conformal time, η, the modes fλ(η, k) then evolve according to

f ′′λ (η, k) +
{
k2 − 2λkξeffaH − a2

2

[
(σEΘ)· +

1

2
(σEΘ)2 +HσEΘ

]}
fλ(η, k) = 0 , (6.39)

which can be further simplified by assuming that H and σEΘ(t, k) varies only slowly during
inflation, such that we get

f ′′λ (η, k) +
[
k2 − 2λkξeffaH − sE + s2E

k2
a2H2

]
fλ(η, k) = 0 , (6.40)

1This can be qualitatively seen in Eqs. (3.29) and (6.29b), which imply σB ∝ E ·B ∝ − sgn(ξ).
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where we defined the useful variable

sE =
σE
2H

Θ(t, k) . (6.41)

From Eq. (6.40), we can then see that, in the presence of an electric conductivity, it is the
modes fλ(t, k) for which we can define Bunch–Davies initial conditions,

fλ(η, k) =
1√
2k
e−iηk , k ≫ aH , (6.42)

while the physical gauge-field modes deep inside the horizon are given by

Aλ(η, k) =

√
∆k(η)

2k
e−iηk , k ≫ aH . (6.43)

In addition, Eq. (6.40) also highlights how the electric conductivity affects the tachyonic
instability. It is still present, but now the critical scale below which a mode fλ(t, k) is enhanced is
given by

kcrit
aH

= |ξeff |+
√
ξ2eff + s2E + sE , (6.44)

The instability is still helical and only affects modes with λ = sgn ξeff . Interestingly, we have that
kcrit ≥ 2|ξeff |aH , which means that more not fewer modes fλ(t, k) are tachyonically enhanced in
the presence of an electric conductivity. However, overall gauge-field production is still drastically
reduced, as the true mode functions Aλ(t, k) are damped by the accumulating friction given by
∆k(t).

Choices for the window function

Having developed the general formalism as well as an improved understanding of the role played
by σE and σB , we can now consider two particular choices for Θ(t, k).

The first one is Θ(t, k) = 1, which corresponds to the choice made in the literature prior to our
work, i.e., neglecting scale-dependent effects (e.g., in Ref. [128]). From Eq. (6.37), we see that
this implies

∆k(t) → ∆(t) = exp

(
−

t∫
−∞

σE(t
′)dt′

)
, (6.45)

i.e., the factor ∆k(t) is a global function of time and independent of k. Evidently, this entails that
all modes Aλ will feel the presence of the conductivity induced by the charge carriers at all times,
including those that are deep inside the horizon, see Eq. (6.43).

Let us then consider how we can make a more refined choice for Θ(t, k) by pondering on
the physical nature of Schwinger pair production. As we have described in Sec. 6.1, the basic
mechanism behind particle creation in a strong electric field is that the field accelerates a virtual
particle–antiparticle pair until it has imparted sufficient energy onto it for the pair to become real.
This process cannot happen instantaneously, so there is a characteristic minimal distance δxS by
which real charge carriers are separated in a conducting medium created by the Schwinger effect.
The implication for the gauge field is that modes with wavelengths much shorter than δxS should
not feel the presence of these charge carriers, and should therefore not be subjected to any damping
effect. This distance scale δxS should thus be reflected in the window function Θ(t, k),

Let us therefore estimate the scale δxS. To simplify this, we consider the collinear frame and
assume a strong field, m2 ≪ |eQE′|. As previously discussed, in this frame, the electric field and
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the magnetic field affect the motion of an accelerated particle in two distinct ways; the electric field
accelerates the particle along the electric field lines, while the magnetic field affects the particles
motion in the plane transverse to this direction. To prevent annihilation, the electric field must then
separate the created particles and antiparticles in the longitudinal direction by a distance greater
than the corresponding de Broglie wavelength, i.e.,

δx′ > λdB =
2π

p
=

2π

|eQE′|t′ ≃
2π

|eQE′|δx′ , (6.46)

where in the last step we took into account that the created particles are ultrarelativistic.
From this, we can deduce that Schwinger pair production in the collinear frame occurs on a

characteristic physical spatial and temporal scale given by

t′S ∼ δx′S ∼ 1√
|eQE′|

. (6.47)

Now, we can boost back to the comoving reference frame and take into account that δx′S is oriented
along the direction of the electric field E′, i.e., perpendicular to the boost velocity. Then, the
characteristic spatial scale in the comoving frame remains the same as in the collinear frame,

δxS = δx′S ∼ 1√
|eQE′|

. (6.48)

One should also consider this scale in the context of the Hubble radius. We can see that for
weak fields, |eQE′| ≪ H2 the real particle–antiparticle pairs are seemingly created at separations
larger than the Hubble radius at the given moment of time, δxS ≫ H−1. This collides with our
understanding of causality, so it is natural to assume that no particle creation occurs to begin with.
Consequently, there should also be no damping effect due to charge carriers in this case. This
is a second scale-dependent effect which we should account for in our definition of the window
function Θ(t, k). Note that this reasoning also aligns with the basic assumptions in the derivation
of the induced current in Eq. (6.10), which is only valid for strong fields |eQE′| ≫ H2.

In total, our choice for Θ(t, k) should therefore reflect that gauge modes are not damped if their
wavelength is shorter than δxS or if δxS ≫ H−1. The simplest way to take this into account is to
model Θ(t, k) in terms of two step functions,

Θ(t, k) = θ
(
kS(t)− k

)
θ
(
kS(t)− a(t)H(t)

)
, (6.49)

where the threshold momentumkS(t) corresponds to the Schwinger pair-creation scale in Eq. (6.47).
For definiteness, we define kS(t) as

kS(t) ≡ a(t)
√

|eQE′(t)| = a(t)
|eQ|
21/4

[
E2 −B2 +

√
(E2 −B2)2 + 4 (E ·B)2

]1/4
, (6.50)

where we used Eq. (6.26a) for the electric field in the collinear frame.
Let us consider the implications of this new window function Θ(t, k) in Eq. (6.49) for the

evolution of a gauge-field modeAλ(t, k). The time evolution of a given gauge-field modeAλ(t, k)
now separates into two stages. In the first stage, when k > kS(t), it does not feel any damping
effects, and its evolution is described by Eq. (6.35) with both electric and magnetic conductivities
set to zero. In conformal time, this mode equation for k > kS(t) takes the form

A′′
λ(η, k) + (k2 − 2λξkaH)Aλ(η, k) = 0. (6.51)
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Deep inside the horizon, the mode Aλ(t, k) is then the one which is in a vacuum state given by the
Bunch–Davies initial condition,

Aλ(η, k) =
1√
2k
e−ikη . (6.52)

This means we have no unphysical damping of vacuum modes.
The damping effects due to the Schwinger conductivities remain absent for the mode Aλ(t, k)

until the moment of time when k = kS(t
∗). Starting from this implicitly defined moment of time

t∗(k), the conductivities begin to affect the evolution of Aλ(t, k). In particular, Aλ(t, k) starts to
accumulate friction due to σE , which suppresses its amplitude by the factor

∆k(t) = exp

(
−

t∫
t∗(k)

σE(t
′)dt′

)
, (6.53)

In this way, this new definition for Θ(t, k) in Eq. (6.49) ensures that all the damping effects
because of a non-zero conducting medium are still accounted for in a mode’s evolution, while also
shielding any modes which are in a vacuum state from these effects. Therefore, this represents a
simple, but effective, improvement over the previous treatment of conductivities in the literature.

6.2.4 Summary of the effective description

Let us now collect everything we have discussed above to formulate a complete definition of our
effective model of Schwinger-induced damping in axion inflation.

The first thing we should do is to consolidate the Ohmic description of the current J in
Eq. (6.19) with the introduction of the window function in Eq. (6.34). Combining the two ideas,
we are lead to the following improved definition of the induced current J .

J(t,x) ≡ 1

(2π)3

∫
d3y

(
σE(t)E(t,y) + σB(t)B(t,y)

)∫
d3kΘ(t, k)eik·(x−y) . (6.54)

The reader is welcome to check that, with this definition of the induced current, one can indeed
retrieve the mode equation in Eq. (6.35) starting from Ampère’s law, Eq. (6.16c).

A second point we should address is the definition of the expectation value brackets ⟨·⟩ which
we use to construct the spatially averaged quantities ⟨E2⟩, ⟨B2⟩, and ⟨E ·B⟩. Following our
discussion of the mode function Aλ(t, k) in the previous section, we can define these quantities
analogously to the case of pure axion inflation that is, we represent them as the following integrals

⟨E2⟩ =
kh(t)∫
0

dk

k

k3

2π2a2

∑
λ

|Ȧλ(t, k)|2 , (6.55a)

⟨E ·B⟩ =
kh(t)∫
0

dk

k

k4

2π2a3

∑
λ

λRe[Ȧλ(t, k)A
∗
λ(t, k)] , (6.55b)

⟨B2⟩ =
kh(t)∫
0

dk

k

k5

2π2a4

∑
λ

|Aλ(t, k)|2 . (6.55c)
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The only difference here is the definition of the instability scale kh(t), which we use as a UV
regulator. In the presence of conductivities, we have that the critical scale which separates
tachyonically enhanced modes from those that are still in a vacuum-like state is given by kcrit in
Eq. (6.44). This scale is therefore again a natural choice for a UV regulator. Just as for pure
axion inflation, we then generalize the expression in Eq. (6.44) to ensure that it is monotonically
increasing even when ξeff and sE are not. The appropriate definition that ensures monotonic growth
is

kh(t) = max
t′≤t

{
a(t′)H(t′)

[
|ξeff(t′)|+

√
ξ2eff(t

′) + s2E(t
′) + sE(t′)

]}
. (6.56)

In the case of no Schwinger damping, we have that ξeff = ξ, and sE = 0, and this expression for
kh simply reduces to the original one for pure axion inflation in Eq. (3.24).

We can then summarize the entire effective description of axion inflation including charge
carriers in terms of the following set of equations;

φ̈+ 3Hφ̇+ V,ϕ =
β

MP
⟨E ·B⟩ , (6.57a)

divE = 0 , divB = 0 , (6.57b)

Ė + 2HE + σEĒ − 1

a
rotB +

β

MP
φ̇B + σBB̄ = 0 , (6.57c)

Ḃ + 2HB +
1

a
rotE = 0 , (6.57d)

H2 =
1

3M2
P

[
1

2
φ̇2 + V (φ) +

1

2
⟨E2 +B2⟩+ ρχ

]
, (6.57e)

ρ̇χ + 3H(ρχ + pχ) = σE ⟨E · Ē⟩+ σB ⟨E · B̄⟩ , (6.57f)

where we have defined the quantities Ē and B̄ through

X̄(t,x) ≡ 1

(2π)3

∫
d3yX(t,y)

∫
d3kΘ(t, k)eik·(x−y) , for X = E, B . (6.58)

These represent only the fractional part of the electric and magnetic fields, which are subjected
to damping effects. The window function which appears here can either be chosen as trivial,
Θ(t, k) = 1, as has been the case in the previous literature, or using the improved scale-dependence
model defined in Eq. (6.49).

Finally, the conductivities σE and σB appearing in Eq. (6.57) are to be understood as functions
of the expectation values ⟨E2⟩, ⟨B2⟩, ⟨E ·B⟩ as outlined in Sec. 6.2.2. As we have presented
therein, three possible representations for these functions exist: the electric picture (σE ̸= 0,
σB = 0), the magnetic picture (σE = 0, σB ̸= 0), and the mixed picture (σE ̸= 0, σB ̸= 0).
General expressions for these conductivities for all three cases are given in App. C.

The equations in (6.57) encompass all relevant effects of Schwinger pair creation in axion
inflation including the production of charge carriers and their subsequent backreaction on the
production of gauge fields. Otherwise, the existing structure of the axion inflation model is
retained, including the effects of gauge-field backreaction on the inflaton motion.

6.3 Implementation into the GEF

Now that we have seen how the effective model of Schwinger damping in axion inflation can be
constructed, the next aspect we want to consider is how the equations of motions in Eq. (6.57) can
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be translated into the language of the GEF. Once this is established, we can then use the GEF in
the next sections to study the effects of Schwinger damping for a concrete benchmark model.

As the general structure of the equations of motion for the effective model matches that of pure
axion inflation, the general strategy that we can employ to construct the GEF equations broadly
matches the one we have outlined in chapter 4 for the case of pure axion inflation. Instead of
reiterating these individual steps in detail, our focus in this section shall be on the main difference
with respect to this construction, namely the question on how we can realize the effects of the
scale-dependent damping through Θ(t, k) within the GEF.

6.3.1 General formulation

The starting point for deriving the GEF equations is once again the definition of the GEF variables
E(n), B(n) and G(n) as we have given them in Eq. (4.1). To be explicit, they are given by:

E(n) =
1

an
⟨E · rotnE⟩ , (6.59a)

G(n) = − 1

2an
⟨E · rotnB +B · rotnE⟩ , (6.59b)

B(n) =
1

an
⟨B · rotnB⟩ , (6.59c)

which we can also represent in terms of gauge-field mode functions, Aλ(t, k), as

E(n) =

kh(t)∫
0

dk

k

kn+3

2π2an+2

∑
λ

λn|Ȧλ(t, k)|2 , (6.60a)

G(n) =

kh(t)∫
0

dk

k

kn+4

2π2an+3

∑
λ

λn+1Re[Ȧλ(t, k)A
∗
λ(t, k)] , (6.60b)

B(n) =

kh(t)∫
0

dk

k

kn+5

2π2an+4

∑
λ

λn|Aλ(t, k)|2 , (6.60c)

where we regulate these UV-divergent integrals using kh(t) defined in Eq. (6.56) (cf. Sec. 3.2).
We can then construct dynamical equations for the GEF variables starting from the system of

equations given in Eq. (6.57) and using the procedure outlined in Sec. 4.1. As a result, we obtain
the following tower of ODEs describing the evolution of the GEF variables E(n), B(n) and G(n):

Ė(n) + (4 + n)HE(n) + 2G(n+1) − 2
β

MP
φ̇G(n) + 2σE Ē(n) − 2σBḠ(n) = S

(n)
E , (6.61a)

Ġ(n) + (4 + n)HG(n) − E(n+1) + B(n+1) − β

MP
φ̇B(n) + σEḠ(n) − σBB̄(n) = S

(n)
G , (6.61b)

Ḃ(n) + (4 + n)HB(n) − 2G(n+1) = S
(n)
B . (6.61c)

Here, we implicitly assume that σE and σB are given as external functions of the mean electric and
magnetic background fields in each Hubble patch, i.e., that they are themselves given as functions
of E(n), B(n) and G(n) (cf. Sec. 6.2.2 and Ref. [128]).
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Just as for the GEF in pure axion inflation, the source terms on the right-hand side of these
equations originate from the time-dependent UV regulator kh(t). They are given by

S
(n)
E =

d ln kh(t)

dt

kh(t)

2π2

(
kh(t)

a(t)

)n+2 ∑
λ=±1

λn
∣∣Ȧλ(t, kh(t))∣∣2 , (6.62a)

S
(n)
G =

d ln kh(t)

dt

kh(t)

2π2

(
kh(t)

a(t)

)n+3 ∑
λ=±1

λn+1Re
[
A∗
λ

(
t, kh(t)

)
Ȧλ
(
t, kh(t)

)]
, (6.62b)

S
(n)
B =

d ln kh(t)

dt

kh(t)

2π2

(
kh(t)

a(t)

)n+4 ∑
λ=±1

λn
∣∣Aλ(t, kh(t))∣∣2 , (6.62c)

where Aλ
(
t, kh(t)

)
is the gauge-field mode function whose momentum equals the threshold

momentum kh(t) at this moment of time, i.e., k = kh(t). To evaluate these mode functions, we
can again rely on an analytical solution to the damped mode equation in Eq. (6.35), which is valid
if all quantities appearing in this equation evolve adiabatically slowly, i.e., ξeff , sE and H . These
solutions are again given in terms of Whittaker functions. Their precise form is given in App. A.

The new ingredient with respect to our previous formulation of the GEF is the appearance of
the quantities Ē(n), B̄(n) and Ḡ(n) in Eq. (6.61). These are defined as

Ē(n) =
1

an
⟨E · rotn Ē⟩ , (6.63a)

Ḡ(n) = − 1

2an
⟨E · rotn B̄ +B · rotn Ē⟩ , (6.63b)

B̄(n) =
1

an
⟨B · rotn B̄⟩ , (6.63c)

where Ē and B̄ are the electric and magnetic fields convoluted with the window function Θ(t, k),
as we have defined them in Eq. (6.58). Expressed as integrals, these new variables are given by

Ē(n) =

kh(t)∫
0

dk

k

kn+3

2π2an+2
Θ(t, k)

∑
λ

λn|Ȧλ(t, k)|2 , (6.64a)

Ḡ(n) =

kh(t)∫
0

dk

k

kn+4

2π2an+3
Θ(t, k)

∑
λ

λn+1Re[Ȧλ(t, k)A
∗
λ(t, k)] , (6.64b)

B̄(n) =

kh(t)∫
0

dk

k

kn+5

2π2an+4
Θ(t, k)

∑
λ

λn|Aλ(t, k)|2 . (6.64c)

These terms are evidently necessary to account for the scale-dependent damping effect which we
have included into our effective modelling of Schwinger damping in the previous section, which
otherwise does not appear in the quantities X (n) defined in Eq. (6.60). Looking at the definition
of the X̄ (n)’s and considering how they appear in the evolution equation in Eq. (6.61), we can see
that they are relevant for regulating the damping effects felt by the X (n)’s through σE and σB . The
details of how this occurs in practice evidently depend on the choice of Θ(t, k). Also, we need to
derive an independent evolution equation for the X̄ (n)’s to fully describe the dynamical evolution
of our new model. This is again subject to the choice of Θ(t, k).
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6.3.2 Capturing scale-dependent effects

In Sec. 6.2.3, we presented two possible choices for Θ(t, k). The simplest choice was Θ(t, k) = 1,
which corresponds to the case where Schwinger damping affects gauge modes indiscriminately of
their wavenumber, k. The other choice is to model Θ(t, k) as in Eq. (6.49), i.e., with damping
being only accounted for on modes whose wavelengths are larger than the characteristic separation
between charge carriers in the conductive medium at a given moment of time. The first choice
of Θ(t, k) is simple to implement into the GEF, and we shall briefly discuss it first. The second
choice proves more challenging, and amounts to defining a second tower of GEF equations for the
quantities X̄ (n). In addition to these two possibilities, we also introduce a third choice for Θ(t, k)
which is designed to capture scale-dependent effects, but forgoes the need for a second set of GEF
equations.

No scale dependence

We begin with the simplest implementation, which is the case where Schwinger damping affects
all gauge modes equally on all scales, i.e., Θ(t, k) = 1. As evident from Eqs. (6.60) and (6.64),
this case immediately implies that X̄ (n) = X (n) for X = E , G, or B. This version of the GEF
is equivalent to the one which existed in the literature prior to our work, e.g., in Ref. [128]. The
only difference is that these authors worked in the electric picture, i.e., σB = 0. Starting from
their formulation, an additional magnetic conductivity can be implemented via the replacement
(β/MP)φ̇→ ((β/MP)φ̇+ σB) in Eq. (6.61).

Damping on scales k ≤ kS(t)

Next, let us consider our second choice for Θ(t, k), which we proposed in Sec. 6.2.3 as a more
physically motivated modelling of Schwinger damping,

Θ(t, k) = θ
(
kS(t)− k

)
θ
(
kS(t)− a(t)H(t)

)
, (6.65)

with kS defined as in Eq. (6.50). In total, there are then three characteristic scales in our model,
which are relevant for the evolution of the GEF system. The instability scale kh, which separates
tachyonically enhanced modes from those which are not, the Schwinger damping scale kS, which
separates damped modes from those that are not, and the Hubble scale, aH , which determines the
overall efficiency of Schwinger pair production based on the hierarchy between kS and aH .

In this version of the GEF, the typical time evolution of the GEF variables X (n) is then
dependent on the hierarchy between kh(t), kS(t), and a(t)H(t) at a given time t. Let us therefore
consider a typical time evolution of these three characteristic scales, where we focus on what their
hierarchy entails for the evolution of a mode function Aλ(t, k) depending on its wavenumber, and
how this affects X (n). To guide this discussion, we have also included a visualization of this
chronology in Fig. 6.1(a). To start out, we consider a situation of weak gauge-field production, in
which Schwinger pair creation is inefficient. This entails that kS(t) < a(t)H(t). At this stage, no
modes Aλ(t, k) are subjected to any damping effects. Consequently, all modes that contribute to
X (n) are not damped. A representative mode in this stage of evolution is the one labelled k1 in
Fig. 6.1. As time progresses, electromagnetic fields grow, and Schwinger pair production becomes
efficient, i.e., kS(t) > a(t)H(t). Now, a mode of wavenumber k will experience damping as soon
as k ≤ kS(t). However, as long as kS(t) < kh(t), any mode will first experience the tachyonic
instability before becoming damped. This is illustrated by the mode labeled k2 in Fig. 6.1(a).
Consequently, only some modes contributing to X (n) are subjected to the damping medium. Only
when kh(t) ≤ kS(t) will a mode experience damping before being subjected to the tachyonic
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instability. This is illustrated by the mode labeled k3 in Fig. 6.1(a). In this case, all modes entering
X (n) are affected by Schwinger damping.

The fact that initially only a fraction of modes contributing to X (n) are dampened is precisely
reflected in the quantities X̄ (n) which we defined in Eq. (6.64). In the case at hand, they are given
by

Ē(n)(t) =

kcut(t)∫
0

dk

k

kn+3

2π2an+2

∑
λ

λn|Ȧλ(t, k)|2θS(t) ≡ θS(t) Ẽ(n)(t) , (6.66a)

Ḡ(n)(t) =

kcut(t)∫
0

dk

k

kn+4

2π2an+3

∑
λ

λn+1Re[Ȧλ(t, k)A
∗
λ(t, k)]θS(t) ≡ θS(t) G̃(n)(t) , (6.66b)

B̄(n)(t) =

kcut(t)∫
0

dk

k

kn+5

2π2an+4

∑
λ

λn|Aλ(t, k)|2θS(t) ≡ θS(t) B̃(n)(t) , (6.66c)

with kcut(t) = min(kS(t), kh(t)) and θS(t) = θ(kS(t)− a(t)H(t)). We can note that the X̄ (n)’s
account only for modes which have both already undergone Schwinger damping and tachyonic
enhancement, in contrast to X (n) in Eq. (6.60), which accounts for all modes that have been
enhanced in their pre-history. Thus, as long as kS(t) ≤ kh(t), we have that |X̄ (n)/X (n)| < 1.
Later, once kS(t) ≥ kh(t), the two are equal, X̄ (n) = X (n).

In the last line of Eq. (6.66), we have also defined the terms X̃ (n). For these auxiliary variables,
one can define a new set of GEF equations, which can be solved alongside the ones for X (n)

in Eq. (6.61) to determine the evolution of X̄ (n) while kS(t) < kh(t). These ODEs can be
constructed starting from the integral expression for X̃ (n) in Eq. (6.66), and using the fact that the
mode functionsAλ(t, k) inside the integral evolve according to Eq. (6.35). The resulting equations
read

˙̃E
(n)

+ [(4 + n)H + 2σE ] Ẽ(n) + 2G̃(n+1) − 2
β

MP
φ̇G̃(n) − 2σBG̃(n) = S̃

(n)
E , (6.67a)

˙̃G
(n)

+ [(4 + n)H + σE ] G̃(n) − Ẽ(n+1) + B̃(n+1) − β

MP
φ̇B̃(n) − σBB̃(n) = S̃

(n)
G , (6.67b)

˙̃B
(n)

+ (4 + n)HB̃(n) − 2G̃(n+1) = S̃
(n)
B . (6.67c)

Once again, the time-dependent upper integration limit kS(t) in Eq. (6.66) leads to boundary terms,
namely;

S̃
(n)
E =

d ln kS(t)

dt

kS(t)

2π2

(
kS(t)

a(t)

)n+2 ∑
λ=±1

λn
∣∣Ȧλ(t, kS(t))∣∣2 , (6.68a)

S̃
(n)
G =

d ln kS(t)

dt

kS(t)

2π2

(
kS(t)

a(t)

)n+3 ∑
λ=±1

λn+1Re
[
A∗
λ

(
t, kS(t)

)
Ȧλ
(
t, kS(t)

)]
, (6.68b)

S̃
(n)
B =

d ln kS(t)

dt

kS(t)

2π2

(
kS(t)

a(t)

)n+4 ∑
λ=±1

λn
∣∣Aλ(t, kS(t))∣∣2 . (6.68c)

These boundary terms, S̃(n)
X , account for the fact that, over time, more modes experience the

damping conductive medium, and start to contribute to X̃ (n). This is analogous to the boundary
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terms S(n)
X for X (n), which account for the influx of new modes being tachyonically enhanced as

time progresses.
Let us briefly also summarize how the mode functions Aλ(t, k) entering either into S(n)

X or
S̃
(n)
X are subjected to damping depending on the hierarchical structure between the scales kS, kh,

and aH . We start with those relevant for S(n)
X , which, as a reminder, are modes with wavenumber

k = kh(t) at a given time t. Initially, these modes are not damped as long as kS(t) ≤ kh(t).
Only once kS(t) ≥ kh(t) are the modes crossing the instability scale already damped. This is
different for modes that enter into S̃(n)

X . These are modes with wavenumber k = kS(t) at time
t. Per definition, they have never been subjected to damping at any time before t. For practical
applications, one can again express the modes entering S(n)

X and S̃(n)
X in terms of approximate

analytical expression involving Whittaker functions. They are summarized in App. A.

Damping on scales k ≤ kh(t)

The model we have just described, although based on sound physical motivation, comes with
significant challenges in the numerical implementation, since it requires consistently tracking the
time evolution of the three scales kS, kh, and aH , including the necessity for a second tower of GEF
equations for the quantities X̄ (n). In light of this, we also propose a third variant, which allows for
an easier numerical implementation, while still capturing the principle idea of the previous model,
namely that Schwinger damping should not affect modes of arbitrarily small wavenumbers. In this
model, the function Θ(t, k) has the form

Θ(t, k) = θ
(
kh(t)− k

)
θ
(
kS(t)− a(t)H(t)

)
. (6.69)

This choice of Θ(t, k) evokes that, as soon as the produced gauge field is sufficiently strong for
the Schwinger effect to be in operation, a(t)H(t) < kS(t), every mode starts feeling Schwinger
damping at the same time when it undergoes the tachyonic instability. In other words, modes that
are deep inside the horizon (k ≫ aH) are never damped, while all modes outside the instability
horizon (k ≤ kh(t)) feel the presence of the conducting medium. To illustrate this idea, and how
it contrasts to the previous model, see Fig. 6.1(b).

In this simplified case, we always have

X̄ (n)(t) = X (n)(t)θ
(
kS(t)− a(t)H(t)

)
(6.70)

for X = E , G, and B because any mode contributing to the X (n) feels the damping medium as
soon as a(t)H(t) < kS(t). Furthermore, we only have a single set of boundary terms, namely
S
(n)
X . Since we identify the moment of time when a mode crosses the instability scale as the same

moment of time when it becomes damped, the mode function Aλ(t, k) entering these boundary
terms can always be treated as having never been subjected to damping effects.

As we shall see in the next section, this simpler model yields comparable results to the previous
one, where Schwinger damping is accounted for on scales k ≤ kS.

6.3.3 Truncation and error estimation

For each of the three GEF variants which we have discussed above, the infinite tower of differential
equations for the variables X (n) in Eq. (6.61) needs to be analytically closed at some order ncut
to arrive at a finite number of ordinary differential equations that can be solved numerically. This
truncation scheme is precisely the same as the one which we outlined in chapter 4, that is, we use
Eq. (4.13) to approximately relate quantities X (ncut+1) to quantities with n < ncut.
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Figure 6.1: Time evolution of the three relevant scales during axion inflation including Schwinger
pair production: Hubble scale aH (blue), Schwinger pair-creation scale kS (green), and tachyonic
instability scale kh (red). The blue-shaded region shows gauge-field modes that are still in a vacuum-
like state and have not yet been tachyonically amplified. The green-shaded region denotes the modes
that undergo Schwinger damping. Panel (a) corresponds to the physically motivated case when the
damping occurs for all modes with momenta k ≤ kS(t) once a(t)H(t) < kS(t). The three tilted black
lines correspond to gauge-field modes with qualitatively different evolution histories: the leftmost mode
with momentum k1 is not affected by the conductivity until the Schwinger effect sets in (until it crosses
the left vertical boundary of the green-shaded region); the mode in the middle (k2) first experiences the
tachyonic instability and then Schwinger damping; the rightmost mode (k3) undergoes damping prior
to the tachyonic enhancement. Panel (b) represents the approximation when the damping is turned on
for modes with k ≤ kh(t) once a(t)H(t) < kS(t). Here, the mode k1 evolves in the same way as the
one in panel (a), while the modes with momenta k2 and k3 undergo damping as soon as they become
tachyonically unstable.
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Analogous considerations apply for the terms X̃ (n), which appear in the second model where
Schwinger damping is applied on scales k ≤ kS. The GEF equations for these terms, Eq. (6.67),
again couple the quantities X̃ (n) for a fixed n to quantities of order n + 1. To truncate these
GEF equations, we apply the analogous considerations that lead to Eq. (4.13) for the X (n)’s: the
integrals representing these quantities in Eq. (6.66) are dominated for large n by their values at the
upper integration boundary, this time kS instead of kh. The analytical closing condition for X̃ (n)

is then

X̃ (n+1) ≈
L∑
l=1

(−1)l−1

(
L
l

)[
kS
a

]2l
X̃ (n+1−2l) , X̃ = Ẽ , G̃ , B̃ , (6.71)

which is the same as Eq. (4.13), but replacing kh by kS.
The numerical integration strategy again follows the one outlined in chapter 4. The ODEs

describing the GEF system can still be solved using standard Runge–Kutta algorithms. Initial
conditions need to be defined for all dynamical quantities, which now also encompasses charge
carriers, in particular their energy density, ρχ. For instance, for a system which starts out with
weak electromagnetic fields and no initial abundance of charge carriers, ρχ(0) = 0.

Once the GEF system has been integrated, one can use the resulting solution as basis to also
determine the spectrum of gauge-mode functions Aλ(t, k) by solving their mode equation. In the
presence of charge carriers, this mode equation is given by Eq. (6.35), with Θ(t, k) set according
to the specific modelling assumptions. Based on this spectrum of mode functions, one can again
perform an internal error estimation of the GEF system as in Eq. (4.14), that is, by comparing
the quantities X (0) as obtained by the GEF to the same quantities obtained by integrating the
gauge-mode spectrum using the integral representations of X (0) in Eq. (6.60). Similarly, in case
this comparison does not yield satisfactory results, one can apply the self-correction algorithm
outlined in chapter 4 to obtain a convergent solution.

At the time of writing, the version of our publicly available Python package, GEFF v0.1 [7],
is able to handle both the basic GEF version, where Schwinger damping is modelled as scale-
independent Θ(t, k) = 1, and the more advanced version, where damping effects are accounted for
at scales k ≤ kh(t) defined in Eq. (6.69). The full model, where Schwinger damping is accounted
for at scales k ≤ kS(t) is currently implemented in a private version of the GEFF, which we plan
on making publicly available for GEFF v1.0.

6.4 Case study: Axion inflation coupled to hypercharge

Having established how our revised effective model can be incorporated into the GEF, we can now
consider its practical application to a concrete benchmark scenario. Following the approach of
Ref. [128], we here want to consider the case where the gauge field Aµ, which is coupled to the
inflaton field, is identified with the U(1)Y hypercharge field of the Standard Model. This means,
that all SM fermions are coupled to Aµ, as well as the SM Higgs field, and all of them can, in
principle, be created via the Schwinger effect during axion inflation.

In what follows, we first discuss how this concrete assumption regarding the gauge sector can
be reflected in the effective model that we devised in Sec. 6.2. In this, we follow the ideas outlined
in Ref. [128]. After this, we perform an in-depth analysis regarding the dynamical effects of
Schwinger damping in this model. First, we compare how the dynamics of axion inflation differ
when accounting for the Schwinger effect versus when the Schwinger effect is unimportant, i.e., we
compare fermionic axion inflation to pure axion inflation. Then, we perform a comparison between
our new method for effectively modelling the Schwinger effect, i.e., including scale-dependent
damping and using the mixed-picture representation, to prior effective modelling assumptions that
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exist in the literature, i.e., no scale-dependent damping and using either the electric or magnetic
picture to represent the induced Schwinger currentJ . Finally, we discuss a novel dynamical regime
of gauge-field backreaction in axion inflation, which arises when sufficiently strong gauge-field
production is accompanied by efficient Schwinger pair creation.

6.4.1 Modelling the production of charged particles

In Sec. 6.2, we have given a general framework to account for the effect of charged fields that can
be produced during axion inflation via the Schwinger effect. For this, we have implicitly assumed
a single species of charge carriers, χ. In the model we are presently interested in, we have that
multiple fields χi are coupled to the gauge fieldAµ, namely, every SM fermion and the Higgs field
Φ. Let us therefore briefly consider how the framework we have developed so far can account for
multiple charge carriers.

Information on charge carriers enters in two places in our effective model: the conductivities
σE and σB , and in the continuity equation for the energy density ρχ, Eq. (6.18). For simplicity,
in what follows, we assume that interactions in the charged sector are negligible. Furthermore, to
give concrete expressions, we always assume that we are working in the mixed picture, defined in
Eq. (6.19). Expressions for the electric and magnetic picture can be analogously determined by
relying on the formulae given in App. C.

Let us first consider the conductivities. For multiple charge carriers, we have a total Schwinger-
induced current J , which is composed of the individual currents for each charged field χi, i.e.,
J =

∑
i Ji. In the collinear frame, each current Ji is aligned with the electric and the magnetic

field, such that the magnitude of the total current is given by the sum over the magnitudes of the
individual currents

|J ′| =
∑
i

|J ′
i | =

∑
i

(
e|Qi|

)3
6π2H

E′|B′|ψi
(
π|B′|
E′

)
exp

(
− πm2

i

e|Qi|E′

)
, (6.72)

where the prime (′) denotes quantities in the collinear frame. The total current therefore depends
on the masses mi, and the charges Qi of each field χi, while their spin representation defines the
function ψi(x), i.e., ψi(x) = cothx for a fermion, or ψi(x) = 1/(2 sinhx) for a charged scalar.
From Eq. (6.72), one may then compute the total induced conductivities σE/B using, e.g., the
mixed-picture representation in Eq. (6.29).

Similarly, we can generalize the continuity equation for the energy density of charge carriers
ρχ in Eq. (6.18) to account for multiple fields. The obvious generalization is that the total energy
density is the sum over the individual energy densities ρχ =

∑
i ρ
i
χ, and similarly for the total

pressure, pχ =
∑

i p
i
χ. The pressure piχ for each species χi needs to be specified via an effective

equation of state parameter; piχ = wiχρ
i
χ. If all particles are massless, we have wiχ = 1/3, thus

pχ = ρχ/3. Once again, we are neglecting any interactions between charge carrier species for this
argument to hold.

After these general remarks, let us consider the physics model we are interested in more
closely. If Aµ is the hypercharge field, all SM fermions and the Higgs field Φ can prospectively
be produced via Schwinger pair creation in our model. The first thing we should then consider
is what the masses of these fields are. Following the ideas outlined in Ref. [128], we focus on
the case where the electroweak symmetry is unbroken during inflation, such that all SM fermions
are massless. Looking at Eq. (6.72), this implies that the individual Schwinger current Ji for
each fermion species is not subjected to an exponential suppression by a mass term, and their
production through the hypercharge field Aµ can be highly efficient. For this assumption to be
valid, the Higgs needs to be stabilized at the origin of field space. One possibility to ensure that
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this is true during inflation is to include a non-minimal coupling between the Higgs field and Ricci
curvature, L ⊃ ξR|Φ|2R. This, however, also entails that the Higgs field is heavy during inflation,
m2

Φ ∝ ξRH
2. To be consistent, we therefore do not account for the possibility of Higgs production

via the Schwinger effect, since the associated current would be exponentially suppressed by this
large mass.

Building on these assumptions, we therefore have that the total Schwinger-induced current in
our model is composed of the sum over the currents for all SM fermions, each weighted by the cube
of their hypercharge (see Eq. (6.72)). Concretely, this implies that the total electric and magnetic
conductivities in the mixed picture for this model are given by (see App. C);

σE =
41

12

g′(µ)3

6π2H

|⟨E ·B⟩|√
Σ

√
⟨E2 −B2⟩+Σ

⟨E2 +B2⟩+Σ
coth

(
π

√
⟨B2 −E2⟩+Σ

⟨E2 −B2⟩+Σ

)
, (6.73a)

σB =
41

12

g′(µ)3

6π2H

⟨E ·B⟩√
Σ

√
⟨B2 −E2⟩+Σ

⟨E2 +B2⟩+Σ
coth

(
π

√
⟨B2 −E2⟩+Σ

⟨E2 −B2⟩+Σ

)
, (6.73b)

with Σ =

√
⟨E2 −B2⟩2 + 4 ⟨E ·B⟩2. Note that the pre-factor 41/12 corresponds to the sum of

the cubes of the hypercharges for all fermions in the SM, and we have that ψ(x) = cothx, because
we are exclusively considering fermions. We also account for the running of the gauge coupling
g′,

g′(µ) =
(
[g′(mZ)]

−2 +
41

48π2
ln
mZ

µ

)−1/2

, (6.74)

which takes into account the contributions of all SM particles to the one-loop beta function (see, for
instance, Ref. [423]). Here, mZ ≈ 91.2GeV is the Z-boson mass, g′(mZ) ≈ 0.35. We evaluate
this expression for the characteristic energy scale for the process of pair creation which we take to
be µ = ρ

1/4
EM = (⟨E2 +B2⟩ /2)1/4.

Similar considerations also lead us to define the pair-creation scale kS in our model as (see
Eq. (6.50))

kS = a

(
41

12

)1/3 g′(µ)
21/4

[
⟨E2 +B2⟩+

√
E2 −B2

2
+ 4 ⟨E ·B⟩2

]1/4
. (6.75)

Given that we only consider the pair creation of massless fermions, we also have that the total
pressure of charge carriers, pχ entering the evolution equation for the corresponding total energy
density ρχ in Eq. (6.18) is given by pχ = ρχ/3.

This then fully specifies the entire charged sector of our model. The inflationary sector is
specified as usual, by defining the inflaton potential shape, and setting the strength of the axion–
vector coupling β.

6.4.2 Implications of Schwinger damping

Now that we have established how we can suitably represent the case where the gauge field Aµ
is identified with hypercharge, let us consider the effects of Schwinger pair production on the
dynamics of axion inflation. To do this, we rely on the GEF implementation outlined in Sec. 6.3.

For this analysis, we need to specify several aspects of the inflationary dynamics. We initialize
the inflaton field on a slow-roll trajectory of a quadratic potential, V (ϕ) = m2ϕ2/2, starting
approximately 60 e-folds before the expected end of slow-roll inflation if backreaction effects are
absent, thus φ(0) = 15.55MP and φ̇(0) = −

√
2/3mMP. Furthermore, we take all gauge-field
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expectation values as initially zero,X (n)(0) = 0. Consequently, we also assume that the production
of charged particles via the Schwinger effect is initially ineffective, so we initialize ρχ(0) = 0.
These initial conditions may be simply understood as the generalization of the slow-roll initial
conditions we have described in Sec. 4.2.2 for the case where the Schwinger effect is also taken
into consideration.

Comparison to pure axion inflation

As a first point of comparison, we consider an axion–vector coupling β = 25, and the inflaton mass
is m = 6.16× 10−6MP, such that we may directly compare the results for the present benchmark
model to the ones for pure axion inflation given in Sec. 4.2.2 (cf. Fig. 4.1). This is also a common
benchmark studied in other works in the literature, e.g., Refs. [109, 128]. As a reminder, in the
case of pure axion inflation, this benchmark features an onset of strong gauge-field backreaction
and a prolonged phase of inflationary expansion. For this comparison, we rely on the physically
most motivated modelling of the Schwinger effect; that is, we consider that damping only affects
wavenumbers with k ≤ kS (i.e., Θ(t, k) is given by Eq. (6.49)), and we work in the mixed-picture
representation of the induced Schwinger current.

In Fig. 6.2, we now illustrate how the dynamical evolution of axion inflation changes when
including the production of SM fermions. We show two panels; panel (a) depicts the production
of electromagnetic fields and fermions over time, while panel (b) gives the relative contributions
to the total energy density in the system coming from the inflaton field, the electromagnetic field,
and the fermions. Focussing on panel (a), we can see that gauge-field production in this model
is initially efficient, and, in particular, the electric energy density, ρE = ⟨E2⟩ /2 is dominant
over the fermionic energy density, ρχ. However, this strong electromagnetic field also implies
an efficient conversion into fermions via the Schwinger effect, which itself dampens the further
generation of gauge fields. Toward the end of inflation, this even leads to ρχ becoming dominant
with respect to ρE , the magnetic energy density, ρB = ⟨B2⟩ /2, and the Chern–Pontryagin density
ρEB = ⟨E ·B⟩ /2. The consequence of this efficient conversion process can be seen in panel (b) of
figure 6.2. Unlike the case of pure axion inflation, we find that the amplification of electromagnetic
fields is never sufficient to induce strong-backreaction effects. The dynamics of spacetime are
entirely dictated by the inflaton field, whose potential energy drives inflation, and inflation ends
once the slow-roll condition breaks down, φ̇2 ≃ V (φ). The lower part of panel (a) confirms
that these results are under numerical control; the internal comparison between GEF results and
mode-by-mode spectra yields an error estimate which remains at the percent level for the entire
simulation, with only a mild increase toward the end of inflation. This level of accuracy is entirely
sufficient to demonstrate the negligible impact of gauge-field backreaction in this model.

For a realistic model of axion inflation, it can therefore be of paramount importance to account
for the Schwinger effect. In particular, a reduced amplitude in electromagnetic fields could limit
the potential for magnetogenesis [134], and their imprint of the spectrum of scalar and tensor
perturbations may be less pronounced than in the case of pure axion inflation [120]. Meanwhile,
the efficiency of fermion production is itself enticing. Their imprint on the spectrum of inflationary
perturbations could potentially be equally important as the gauge-field-induced contributions.
Additionally, the large amplitude in fermions at the end of inflation can also be relevant for reheating.
Indeed, the Schwinger effect has been proposed as a complementary reheating mechanism [124]
alongside the direct inflaton decay and the parametric resonance [44, 169, 170].
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Figure 6.2: Panel (a): The upper part shows the evolution in e-folds of the electric energy density ρE
(red), magnetic energy density ρB (blue), the Chern–Pontryagin density ρEB (yellow), and the fermion
energy density ρχ (green), divided by H4. The lower panel shows the relative deviation between the
GEF result and the corresponding mode-by-mode solution in momentum space. Panel (b): Relative
contributions of the electric (red), magnetic (blue) and fermion (green) energy density to the total
energy density (dashed black). Also shown are the contributions of the inflaton field to the total energy
density stored in kinetic (gray) and potential (cyan) energy. The results in both panels are obtained in
the physically motivated model of the Schwinger effect involving the mixed picture for the Schwinger
conductivity and accounting for gauge-mode damping on scales k ≤ kS(t). The dimensionless axion–
vector coupling is β = 25 and the inflaton mass is m = 6.16 × 10−6MP. The results we show here
should be compared to the same results for pure axion inflation in Fig. 4.1.
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densities, divided byH4. The results are shown for two different modelling assumptions. Dashed lines
depict results based on the electric picture and when treating Schwinger damping as scale-independent.
This corresponds to the configuration studied in Ref. [128]. Solid lines instead depict results obtained
in the physically more motivated model, where Schwinger damping is only accounted for on scales
k ≤ kS(t) and conductivities are computed in the mixed picture.
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Comparing different modelling assumptions

The results we have shown in Fig. 6.2 are based on our improved modelling of the Schwinger effect,
taking into account scale-dependent damping effects and modelling the fermionic conductivities in
the mixed picture. We now consider how these results differ with respect to previous approaches
in the literature.

First, we compare them to the model of Ref. [128], which assumed the electric picture and did
not account for the scale dependence of Schwinger damping (i.e., Θ(t, k) = 1). In Fig. 6.3, we
show the time dependence of the gauge-field and fermion energy densities for our improved model,
and the model used in Ref. [128]. Qualitatively, the results are in good agreement: the gauge
field becomes sufficiently strong to produce fermions, which then dampen gauge-field generation,
and ρχ becomes dominant toward the end of inflation. However, on the quantitative level, the two
results differ significantly up until the very last e-folds of inflation, where all curves (accidentally)
converge. Note that we only show the last 10 e-folds of inflation. At earlier times, when the
electromagnetic fields are too weak to source fermions via Schwinger pair creation, both models
naturally yield equivalent results.

This difference in the predicted amplitude of electromagnetic fields and the abundance of
fermions during inflation can be important for phenomenological applications. For instance, this
can be relevant when determining how these fields affect the spectrum of primordial perturbations
generated during inflation, since the inflationary evolution at a given moment of time t is typically
reflected in the power spectra at scales that leave the horizon at this time, k ∼ a(t)H(t).

Next, we broaden the scope of our comparison by considering all possible models of the
Schwinger effect that we can construct based on our effective model in Sec. 6.2 and the possible
GEF implementations in Sec. 6.3. We have presented three possible representations for the induced
current (i.e, the electric, the magnetic and the mixed picture), and we have proposed three possible
models to describe Schwinger damping which we can implement in the GEF. In total, this gives
nine possibilities to model the Schwinger effect in axion inflation. In Figs. 6.4 and 6.5, we show the
evolution of the electric (ρE , red), magnetic (ρB , blue), and fermionic (ρχ, green) energy density
in addition to the Chern–Pontryagin density (ρEB , yellow) for each of these nine realizations.
These results are shown with a different line style depending on the Ohmic representation of the
induced current and a different color shading depending on the scale dependence of Schwinger
damping. The two figures, Figs. 6.4 and 6.5, display the same result but arranged differently: in
Fig. 6.4, results are ordered such that the time evolution of the densities ρE , ρB , ρEB and ρχ in the
same column are computed using the same model of scale-dependent damping, with each panel
showing results for the different Ohmic representations; meanwhile, Fig. 6.5 orders the same results
by a shared Ohmic representation in each column while the different models of scale-dependent
damping are compared within each panel.

Based on Fig. 6.4, we can easily compare results for the electric, magnetic, and mixed pictures.
From this, we can note that results for the electric and mixed pictures are generally in overall
good agreement, while the magnetic picture predicts a noticeably smaller amplitude in all four
energy densities. To explain the similarity between the electric and the mixed picture it is worth
noting that, during axion inflation, electric and magnetic fields are in fact near collinear, implying
⟨E ·B⟩2 ≃ ⟨E2⟩ ⟨B2⟩. Using this to approximate the expressions for σE and σB in the mixed
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Figure 6.4: A comparison between all possible modelling assumptions for Schwinger damping in axion
inflation presented in this chapter. We show the evolution in e-folds for the electric energy density ρE
(first row, shades of red), magnetic energy density ρB (second row, shades of blue), Chern–Pontryagin
density ρEB (third row, shades of yellow), and fermion energy density ρχ (fourth row, shades of green).
All results are computed for β = 25 and m = 6.16 × 10−6. Different modelling assumptions are
distinguished by line style and color shading. The line style distinguishes between the electric picture
(σE ̸= 0, σB = 0, dashed lines), the magnetic picture (σE = 0, σB ̸= 0, dotted lines), and the mixed
picture (σE ̸= 0, σB ̸= 0, solid lines). Schwinger damping can affect scales k ≤ kS(t) (pure red, blue,
yellow, or green), all scales (dark shades), or scales k ≤ kh(t) (light shades). In this figure, columns
show results based on the same modelling of scale-dependent effects.

picture, Eq. (6.73), one gets

σE ≃ 41
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6π2H

√
⟨B2⟩ ⟨E2⟩

⟨E2 +B2⟩ coth

(
π
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⟨E2⟩

)
, (6.76a)

σB ≃ sgn(⟨E ·B⟩)41
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√
⟨B2⟩
⟨E2⟩

)
. (6.76b)

We should then account for the observation that the electric energy density is significantly
larger than the magnetic one before the end of inflation, thus ⟨E2⟩ / ⟨E2 +B2⟩ ≃ 1, while
⟨B2⟩ / ⟨E2 +B2⟩ ≪ 1. In these limits, Eq. (6.76) implies that the mixed picture is primarily
aligned with the electric picture, explaining why they yield comparable results. We can also spec-
ulate that the more drastic reduction in the energy densities in the magnetic picture may be a result
of the fact that σB directly suppresses gauge-field production via the tachyonic enhancement. It
is conceivable that this direct impact on gauge-field generation is more efficient than the friction
due to σE , explaining why the purely magnetic picture features a lower overall amplitude in gauge
fields than the other two.
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Figure 6.5: The same results as in Fig. 6.4, but now each column shows results based on the same
Ohmic representation.

To compare different models for the scale dependence of Schwinger damping, we can consider
Fig. 6.5. The simplest case where all gauge-field modes are affected by the conductivities irrespec-
tive of their momenta, naturally, leads to the strongest suppression of gauge-field generation, and,
therefore, tends to underestimate the more refined result where we account for scale-dependent
Schwinger damping. The physically motivated model of Schwinger damping on scales k ≤ kS(t)
(except for the magnetic picture) predicts larger energy densities for the produced fields by almost
one order of magnitude as compared to the case with no scale dependence. A second interesting
observation concerns the comparison between the model where we account for damping on scales
k ≤ kS(t) and the simplified version of it, where damping only affects gauge modes on scales
k ≤ kh(t). We find that both modelling assumptions yield near identical results. In Ref. [5], we
noted that the similarity between these two versions of scale-dependent damping can be under-
stood on a quantitative level. We found that, once kS > kh, i.e., at late times, when gauge-field
production and damping effects are both important, the two scales differ at most by an order-one
factor. Considering that both scales change exponentially with time, i.e., they change with the scale
factor a(t), this small difference therefore does not result in a large discrepancy between the two
modelling assumptions. Therefore, given its simpler implementation, the model where Schwinger
damping is only effective on scales k ≤ kh(t) is the one we rely on from this point forward.

6.4.3 Fermion-tempered backreaction

We have seen that fermion production during axion inflation comes at the price of gauge-field
production. In particular, for the benchmark point β = 25 and m = 6.16 × 10−6MP, we have
noted that the reduced gauge-field amplitude prevents the onset of gauge-field backreaction, which
otherwise would take place if we neglect damping effects from fermions. As a consequence,
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backreaction parameter δKG defined in Eq. (3.27). The horizontal axis indicates e-folds with respect
to the expected end of slow-roll inflation at ∆N = 0. The evolution of this system is representative for
fermion-tempered backreaction.

the results we have considered thus far show none of the hallmark signatures of backreation,
such as oscillations in the inflaton’s kinetic energy, or a prolonged duration of inflation. However,
backreaction effects are not generically absent when accounting for Schwinger damping. In Ref. [5],
we identified a new region of parameter space where backreaction effects can be present despite
the creation of SM fermions inhibiting gauge-field production. For gauge-field backreaction to
become relevant, one however needs to consider significantly larger values for the axion–vector
coupling, β, than what is necessary in the case of pure axion inflation.

In Fig. 6.6, we show results for a representative parameter-space point for which gauge-field
backreaction effects are important even when accounting for Schwinger damping; β = 59 and
m = 2.5× 10−5MP. The figure is separated into two panels: the upper one depicts the evolution
of the energy densities in the system, while the lower panel shows the evolution of the backreaction
parameter δKG, which quantifies the importance of gauge-field friction in the Klein–Gordon
equation (see Eq. (3.27)). Qualitatively, we can recognize similar features in the system’s evolution
as in the standard strong-backreaction regime for pure axion inflation; an oscillatory evolution
of the inflaton’s kinetic energy density, φ̇2/2, which is mimicked by the electromagnetic energy
density. The stuttering motion of the inflaton field results in a prolonged duration of inflation.

However, these dynamical effects are not as violent as in the case of pure axion inflation.
We should remember that there, strong backreaction can even result in brief inversions of the
inflaton’s motion through field space, such that the inflaton field rolls back up its potential hill.
Furthermore, strong backreaction in pure axion inflation typically features an overall growth in the
electromagnetic energy density, while the inflaton’s kinetic energy is considerably drained, and
inflation only ends when ρE ≃ V (φ). The system whose dynamics we show in Fig. 6.6 displays
neither of these effects. Although the inflaton field oscillates, it never deviates far from around
the standard slow-roll trajectory, and it is ultimately the inflaton’s kinetic energy which terminates
inflation, φ̇2 ≃ V (φ). The obvious reason for these differences is that the model in question
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Figure 6.7: Results for a parameter scan over the dimensionless axion–vector coupling β and the
inflaton mass m when accounting for the production of SM fermions via the Schwinger effect. The
colored area shows regions of parameter space where backreaction effects can become important as
indicated by a prolonged duration of inflation (in e-folds, ∆NBR) past the expectation based on pure
slow-roll dynamics. Fermion-tempered backreaction sets in for large β and m and can extend the
duration of inflation by more than 10 e-foldings.

also accounts for fermions. Whenever gauge-field friction grows sufficiently to trigger strong
backrection, fermion production is also increased, and the gauge field is subjected to increased
damping effects. This can be seen in Fig. 6.6 by noting that ρχ oscillates in phase with ρE and ρB .
Because of this additional damping, δKG never remains consistently close to unity, and friction
effects do not reach similar levels as in pure axion inflation. Consequently, the entire system evolves
in a more temperate manner compared to the usual strong-backreaction regime. To emphasize this
difference to the standard strong-backreaction regime in pure axion inflation, we refer to this novel
dynamical regime as fermion-tempered backreaction.

An important difference between fermion-tempered backreaction and the standard strong-
backreaction regime is that the former can support a substantially longer period of inflation. For
pure axion inflation, we have seen that inflation can be extended by ∼ 5 e folds until gauge-field
production is efficient enough to terminate inflation (cf., e.g., Figs. 3.3 and 4.1). In the presence
of fermions, the oscillatory motion of the system can be sustained for much longer, as we indicate
in Fig. 6.7. Therein, we show the number of additional e-folds of inflation due to backreaction as
a function of our model parameters, β and m. The displayed results are obtained by performing a
parameter scan over β and m using the GEF. We find that, for large couplings and large masses,
inflation can be extended by up to 20 e-folds. Viewing an extended duration of inflation as a
smoking-gun signature of backreaction, Fig. 6.7 also allows us to identify that fermion-tempered
backreaction in our model occurs for large couplings, β ≳ 40, and large values of the inflaton
mass, m ≳ 3× 10−6MP.

It should be noted that the results shown in this section have been derived for the simplified
model of Schwinger damping, wherein we account for damping effects for all gauge-field modes
with wavenumbers k ≤ kh. However, we have checked explicitly that fermion-tempered back-
reaction also occurs in the more refined model where Schwinger damping can only affect gauge
modes on scales k ≤ kS. For more details on this comparison, we refer the reader to App. A of
our original article, Ref. [5].
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6.5 Summary and conclusion

In this chapter, we studied the dynamical interplay between Schwinger pair creation and gauge-field
production during axion inflation. As we have explicitly seen, the continuous creation of charge
carriers from the vacuum can be viewed as inducing a conductive medium which dampens the
further generation of gauge fields. These effects can be captured by means of an effective treatment
of the Schwinger effect, modelling it as inducing a charged current J which can be represented
in terms of Ohm’s law trough electric and magnetic conductivities. These conductivities both
backreact on the production of gauge fields and quantify the growth in the energy density of charge
carriers over time.

Our work conceptually improves upon this effective model of the Schwinger effect in axion
inflation. The first improvement is regarding the ambiguous Ohmic representation of the induced
current J , either through the electric picture, J = σEE, or the magnetic picture, J = σEE.
We resolve this ambiguity by relaxing the assumption that axion inflation generates perfectly
(anti)collinear electric and magnetic fields. Starting from a generic configuration of the gauge fields
in the comoving frame, we boost to the collinear frame where we compute the induced current based
on the known result for the Schwinger-induced current in this configuration, Eq. (6.10), and then
boost back to the comoving frame. The result is the unambiguous mixed-picture representation,
J = σEE + σBB, given in Eq. (6.29). The second improvement is regarding the backreaction
of the conducting medium on gauge-field production. We identified a characteristic physical
momentum scale kS, Eq. (6.50), which reflects the typical separation of charge carriers in the
conductive medium based on the strength of the electromagnetic field. Physically, gauge modes
with wavelengths below this characteristic length scale should be insensitive to the damping
conductive medium. In our improved model, we therefore enforce that damping effects are only
affecting modes with wavenumbers k ≤ kS.

An important aspect about the changes we made to the existing effective model is that they do
not alter the overall structure of the equations of motion of axion inflation. This entails that the new
effective model we have devised here is still compatible with the idea of the gradient-expansion
formalism (GEF). In particular, the mixed-picture representation of the induced current J does
not structurally differ from the existing electric and magnetic pictures, and is therefore a simple,
yet effective way of accounting for Schwinger pair production through non-collinear gauge fields
while remaining within the original spirit of the GEF proposed in Ref. [128]. Scale-dependent
effects prove to be more challenging to account for, and incorporating the pair-creation scale kS
into the GEF, fundamentally requires us to work with what essentially amounts to a double copy
of the usual GEF equations. In this sense, the model with scale-dependent damping below kh
is an appealing compromise, as it does not introduce the technical challenges that arise when
incorporating the second scale kS into the GEF, but it still retains the conceptual idea of modelling
Schwinger damping as a scale-dependent effect.

The fact that our revised model is still compatible with the GEF proves to be important, as
this allowed us to perform the comprehensive analysis in Sec. 6.4, where we assessed the different
modelling assumptions that one may consider within the effective framework we have proposed
here. This permitted us to clarify that the changes we have proposed to the effective model are
not only conceptually well-motivated, but appear to be robust in the context of previous modelling
assumptions. The mixed picture essentially clarifies the modelling uncertainty that arises from the
ambiguous choice between the electric and the magnetic picture, while scale-dependent damping
effects entail that the abundance of produced fermions or gauge fields during axion inflation may
be larger than what had previously been anticipated based on the old model of scale-independent
Schwinger damping. Such differences can even induce variations within one order of magnitude,
which are ultimately important to take into consideration when assessing the phenomenological
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relevance of Schwinger pair production, for instance regarding the Schwinger effect as a reheating
channel (as in Ref.[124]), as a means for dark-matter production (as in Refs. [125, 126]), or in view
of the imprint of gauge-field production on inflationary perturbations (as in Ref. [362]).

More generally, having a method as the GEF which is able to capture the dynamical backreaction
of charge carriers during axion inflation has proven to be highly relevant, as it allowed us to reveal
the existence of the new regime of fermion-tempered backreaction. Important in this regard is
the fact that this regime appears to persist over a large range of e-folds, and therefore required
a technique such as the GEF, which is able to resolve the dynamics of inflation for such a large
dynamical range in the first place. This underpins one of the advantages of the GEF we have
highlighted in chapter 4.

The knowledge that a regime such as fermion-tempered backreaction exists is itself of signifi-
cance for two reasons. For one, it clarifies that the Schwinger effect does not necessarily suppress
gauge-field backreaction onto the inflaton’s dynamics, which had not been explicitly demonstrated
prior to the work presented here. Moreover, the persisting oscillatory pattern over multiple e-folds
that both the gauge-field energy density and the fermion energy density exhibit during a stage of
fermion-tempered backreaction can manifest itself phenomenologically: as we shall explicitly see
in chapter 9, these persisting bursts of gauge-field production are then also reflected in the spectrum
of gauge-field-sourced gravitational waves from axion inflation.

We should however also note upon the limitations of the GEF approach to treating the Schwinger
effect. For one, as highlighted in chapter 4, our effective treatment of Schwinger pair creation
implicitly assumes that inflaton inhomogeneities are dynamically irrelevant. The dynamical role of
inflaton inhomogeneities in the presence of efficient Schwinger pair production still remains an open
questions. For a select set of benchmark points the lattice simulations of Ref. [134] indeed confirm
that inhomogeneous-backreaction effects are absent if Schwinger damping suppresses gauge-field
backreaction effects. This was demonstrated by relying on the same effective treatment of the
Schwinger effect presented in this chapter. However, what remains unclear is if this conclusion
also holds for the case of fermion-tempered backreaction. Indeed, it is conceivable that the onset
of strong-backreaction effects in this dynamical regime could also entail the growth of axion
inhomogeneities, which could significantly alter the oscillatory motion of the inflaton–fermion–
gauge-field system we have seen in Fig. 6.6. This question should be assessed in future work
using lattice techniques. However, in this case, it is likely that input from the GEF is necessary, as
the lattice may not be suitable to study an effect which persists for such an extended duration of
inflation (cf. Sec. 4.4).

Beyond this, it is also clear that the effective model we have put forth in this chapter only serves
to establish a simple picture regarding the backreaction of the Schwinger effect onto gauge-field
production, as it inherently assumes an instantaneous response between charge carrier production
and backreaction. The validity of this approach has been confirmed by other methods, most
notably using a hydrodynamic or kinetic framework [421, 424–427], for as long as slow-roll
dynamics persist, i.e., for a slowly-varying inflationary background. However, it is not clear if
these conclusions transfer to a stage of fermion-tempered backreaction, where the inflaton’s motion
is already subjected to significant gauge-field-induced friction.

Despite these limitations, the effective model we have proposed here, and its practical imple-
mentation into the GEF, are an important tool for further exploring the dynamical and phenomeno-
logical implications of the Schwinger effect in axion inflation. For the purposes of this thesis, the
GEF version we have devised here is the backbone of our analysis in chapter 9, where we use it
as a basis to determine how Schwinger damping of gauge-field production affects the creation of
gravitational waves in axion inflation. Beyond this concrete application within this thesis, the GEF
variant we have developed through the course of this chapter can also be applied to the study of
other scenarios in which the Schwinger effect is phenomenologically important, e.g., to expand
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upon works who study the Schwinger effect as a channel for dark-matter production, reheating,
or to assess its importance in the context of baryogenesis. To aid such future work, our Python
package, the GEFF [7], provides the necessary numerical framework.
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Chapter 7

Cosmological perturbation theory

In the previous part of this thesis, we have taken an extensive look at the complex dynamical
structure that emerges in axion inflation as a consequence of gauge-field production, using the
gradient-expansion formalism (GEF) as the tool to resolve these dynamics. In this, we have
entirely focussed on how the different matter constituents in this model, the gauge fields, the
inflaton, and even charged particles, evolve as part of the homogeneous and isotropic background
during inflation. In this last part of this thesis, we now change our perspective, and we instead
assess how the continuous creation of matter fields in axion inflation manifests itself in the spectrum
of perturbations to this inflationary background, and to assess the possibility for detecting the
signatures of these dynamical processes in the future, for instance through gravitational-wave
experiments.

Specifically, what we focus on in the next two chapters is how the amplified electromagnetic
fields that are created via the evolving inflaton field during axion inflation can themselves source
inflationary scalar and tensor perturbations in addition to the conventional mechanism in slow-roll
inflation, where inflaton and metric perturbations are only amplified via their interaction with
the rapidly changing gravitational background during inflation. The computation of these effects
occurs within the established framework of cosmological perturbation theory, which we had already
briefly introduced in Sec. 1.4, albeit with a specific focus on slow-roll inflation, i.e., for a model in
which only perturbations to the inflaton field and the spacetime metric are relevant. For the next
two chapters, we however require a more general version of this formalism which also accounts
for the possibility that other matter fields, like gauge fields or charge carriers, are present during
inflation. In the following we therefore give a slightly more in-depth presentation of cosmological
perturbation theory to establish a common mathematical and notational basis that we can rely on
for our subsequent two chapters.

The discussion we present below can be found in various textbooks and reviews on cosmology.
Our discussion is oriented along that of Refs. [137, 138, 190–192]. In particular, given that their
choice of metric signature matches ours, we have mainly oriented ourselves along the discussions
in Refs. [137, 190].

7.1 A closer look at perturbation theory

Fundamentally, cosmological perturbation theory is a formalism which is designed to describe
the evolution of small deviations from spatial homogeneity and isotropy on a homogeneous and
isotropic background described by the FLRW metric. For a generic energy–momentum tensor Tµν ,
the basic idea is to decompose the Einstein equations,

Gµν =
1

M2
P

Tµν , (7.1)
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into two separate sets of equations by means of a perturbative Ansatz for both the metric and the
energy–momentum tensor:

gµν(η,x) = ḡµν(η) + δgµν(η,x) , (7.2a)
Tµν(η,x) = T̄µν(η) + δTµν(η,x) . (7.2b)

The background metric, ḡµν , and energy–momentum tensor, T̄µν , then describe the spatially
homogeneous and isotropic FLRW spacetime, while the perturbations, δgµν and δTµν encode
deviations from isotropy and homogeneity, which one treats as linear perturbations. Specifically,
for the case of axion inflation, the energy–momentum tensor in question describes the inflaton
field, the gauge fields, and possibly charged fields, see Eqs. (3.9) and (6.14).

The formalism of cosmological perturbation theory can be understood as a strategic approach
to the study of perturbations by making use of the underlying symmetries of the background
spacetime, and the invariance of General Relativity under coordinate transformations. In the
following, we go through the basic ideas underlying this construction, starting with the separate
discussion of metric and matter perturbations before combining them to obtain a set of linearized
Einstein equations describing their evolution in time and how they source each other.

7.1.1 Metric perturbations

To start, we begin by separating the metric gµν into a background metric describing the homo-
geneous and isotropic FLRW spacetime, ḡµν , and a perturbed metric δgµν . We describe FLRW
space in conformal time η, such that we can write the metric as

gµν(η,x) = ḡµν(η) + δgµν(η,x) = a2(η) (ηµν + hµν(η,x)) . (7.3)

The perturbative Ansatz assumes that hµν is a small perturbation to the ηµν , i.e., |hµν | ≪ 1. This
implies that the inverse metric to linear order is

gµν =
1

a2
(ηµν − hµν) (7.4)

and indices of perturbed tensors can be lowered and raised by ηµν .
The metric perturbation hµν is symmetric, and thus, in total describes 10 degrees of free-

dom. These are conveniently organized by applying the scalar–vector–tensor decomposition (SVT
decomposition), which we have already briefly touched upon in Sec. 1.4. From a mathematical
perspective, this decomposition entails writing hµν as

h00 = 2A , (7.5a)
h0i = ∂iB +Bi , (7.5b)
hij = 2Cδij + 2∆ijE + 2∂(iEj) + 2Eij (7.5c)

where we have introduced the notation

∂(iEj) =
1

2
(∂iEj + ∂jEi) , (7.6)

∆ijE =

(
∂i∂j −

1

3
δij∆

)
E . (7.7)

The variables we have introduced here are a set of four scalar perturbations, A, B, C, and E,
two divergenceless vector perturbation, Bi and Ei with ∂iBi = ∂iEi = 0, and a divergenceless,



7.1. A closer look at perturbation theory 151

traceless, and symmetric tensor perturbation, Eij with ∂iEij = 0 and δijEij = 0.1 Thus, this
decomposition of hµν is simply a reformulation of its 10 degrees of freedom into 4 scalar, 4 vector,
and 2 tensor degrees of freedom, and can be applied on general grounds.

We have already noted the advantage of the SVT decomposition in Sec. 1.4 in that it entails that
scalar, vector, and tensor perturbations can be studied separately from one another at linear order
in perturbation theory. The reason for this is the underlying symmetry of the background metric
ḡµν . FLRW space is fully isotropic and homogeneous, and thus remains invariant under spatial
translations and rotations. To understand the SVT decomposition, it is then convenient to consider
a perturbation Xk(η) in Fourier space with a definite wavevector k. The wavevector k selects
a preferred direction, which reduces the rotational invariance of FLRW space to rotations about
k corresponding to an SO(2) symmetry group. A perturbation can then be classified according
to the irreducible representations of this group, which can be labelled by an integer helicity. In
particular, this means that a perturbationXk can be decomposed into helicity scalars (helicity zero),
transverse vectors (helicity one, kiVi = 0), and symmetric transverse–traceless tensors (helicity
two, kiHij = H i

i = 0). Since the linearized set of equations describing perturbations respect
the rotational symmetry of the background, perturbations of different helicity do not mix at linear
order. The SVT decomposition which we applied to hµν is simply the real-space formulation of
this helicity decomposition, with derivatives in place of the wavevector components ki.

Moving on from the SVT decomposition, the other thing we should then consider is the fact that
General Relativity is invariant under coordinate transformations. As such, the metric perturbation
hµν is not uniquely defined, since we are always free to perform an infinitesimal coordinate
transformation of the kind

xµ → xµ + ξµ(η,x) . (7.8)

Treating ξµ as a perturbation, |ξµ| ≪ 1, this change of coordinates, at linear order in perturbation
theory, amounts to the following redefinition of hµν

hµν → hµν − ∂µξν − ∂νξµ − 2Hξ0ηµν , (7.9)

The freedom to choose the shift vector ξµ can be interpreted as a gauge freedom in analogy to,
e.g., electrodynamics.

Applying the SVT decomposition to ξµ, we can write it as

ξ0 = α , ξi = ∂iβ + βi , (7.10)

such that the gauge freedom amounts to choosing two scalars, α and β, and one divergenceless
vectorβi. In terms of the metric perturbations which we defined in Eq. (7.5), a change of coordinates
amounts to the redefinition

A→ A− α′ −Hα , (7.11a)
B → B + α− β′ , Bi → Bi − β′i , (7.11b)

C → C −Hα− 1

3
∆β , (7.11c)

E → E − β , Ei → Ei − βi , Eij → Eij , (7.11d)

Thus, not all the perturbation variables we have defined in Eq. (7.5) are gauge-invariant. In
particular, two scalar and one vector metric perturbations can be removed by choosing α, β and

1In our convention, these variables are raised and lowered using the Euclidean metric, i.e., δikEkj = Ei
j .
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βi. A convenient choice we use in this thesis is Newtonian gauge, which corresponds to setting
B = E = Bi = 0.

To obtain a clearer perspective on the physical metric perturbations, it is then convenient
to introduce gauge-invariant perturbation variables based on Eq. (7.11). These are the Bardeen
variables

Ψ ≡ A+H(B − E′) + (B − E′)′ , (7.12a)

Φ ≡ −C −H(B − E′) +
1

3
∆E , Φi≡ E′

i −Bi , (7.12b)

We have already briefly introduced the two scalar Bardeen variables, Φ and Ψ, in Sec. 1.4, noting
that they can be understood as generalizations of the Newtonian potential for weak gravity.

Furthermore, we also match the definition of the transverse-traceless tensor perturbation given
in chapter 1, and define the variable

hTTij ≡ 1

2
Eij . (7.13)

With this definition, hTTij can then be interpreted as describing propagating gravitational waves in
FLRW space.

7.1.2 Matter perturbations

A general form for the energy–momentum tensor is that of an anisotropic fluid,

Tµν (η,x) =
[
ρ(η,x) + p(η,x)

]
Uµ(η,x)Uν(η,x)− δµν p(η,x)− Σµν(η,x) . (7.14)

Here, we have defined the total energy density, ρ, pressure p, and anisotropic stress Σµν , in a
rest frame defined by the four-velocity Uµ. We define anisotropic stress to be orthogonal to Uµ,
UµΣµν = 0, allowing us to set Σ0

0 = Σ0
i = 0.

These variables can be further decomposed into background variables and perturbations. An
isotropic background necessarily has vanishing anisotropic stress, so Σij vanishes at the back-
ground level. Pressure and energy density are instead separated into a homogeneous background
contribution and an inhomogeneous perturbation;

ρ(η,x) = ρ̄(η) + δρ(η,x) , (7.15a)
p(η,x) = p̄(η) + δp(η,x) , (7.15b)

With this separation, the components of the energy–momentum tensor are then given by

T̄ 0
0 = ρ̄ , δT 0

0 = δρ , (7.16a)
T̄ i0 = 0 , δT i0 = Si , (7.16b)
T̄ ij = −p̄δij , δT ij = −δpδij − Σij , (7.16c)

Here, the quantity Si can be understood as a perturbation to the 3-momentum density of matter,
Si = (ρ̄+ p̄)vi where vi is the physical spatial velocity of the fluid. Note that our convention here
is once again that indices of Si and Σij are raised and lowered using the Euclidean metric.

We can further apply the SVT decomposition to Si and Σij ,

Si = ∂iq + qi , (7.17a)
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Σij = ∆ijσ + ∂(iσj) + σTTij , (7.17b)

such that, again, qi, σi, and σTTij are divergenceless, with the latter being also traceless.
Defining the perturbation variables as we have done in Eq. (7.16) is useful when considering

the case when the energy–momentum tensor accounts for different matter species X , such that
from Tµν =

∑
X(TX)µν . Our definition implies that perturbations for each speciesX are additive

ρ̄ =
∑
X

ρ̄X , δρ =
∑
X

δρX , p̄ =
∑
X

p̄X , δp =
∑
X

δpX , (7.18a)

Si =
∑
X

(Si)X , Σij =
∑
X

(ΣX)ij . (7.18b)

In particular, this is relevant for our application of perturbation theory to the case of axion inflation
in the next chapters. As we have seen in previous chapters, the energy–momentum tensor in this
model takes contributions from both the inflaton field and gauge fields, and may even include
charge carriers if one also accounts for Schwinger pair production.

As for the metric, not all perturbation variables are gauge-invariant. Rather, the following
transform non-trivially under the infinitesimal change of coordinates in Eq. (7.8);

δρ→ δρ− αρ̄′ , δp→ δp− αp̄′ , (7.19a)

q → q + (ρ̄+ p̄)β′ , qi → qi + (ρ̄+ p̄)β′i . (7.19b)

Note that all components of the anisotropic-stress tensor, Σij , are gauge invariant.
We can then introduce gauge-invariant combinations of metric and matter perturbations. For

our work, we rely on the comoving curvature perturbation variable to describe scalar perturbations,
which we have already defined in Eq. (1.74) for describing the scalar power spectrum in the case
of slow-roll inflation. Based on the conventions used in this chapter, its general definition for a
system with a generic matter constituents is

ζ = −C +
1

3
∆E −H

(
B +

q

ρ̄+ p̄

)
(7.20)

It is a straight-forward exercise to determine that this general expression for ζ reduces to Eq. (1.74)
for the case of Newtonian gauge, B = E = 0 and for a perturbed energy–momentum tensor of a
scalar field.

7.1.3 The linearized Einstein equations

With the separation of gµν andTµν into background and perturbation in Eq. (7.2), Einstein equations
can now formally be separated into two equations; one background equation

Ḡµν =
1

M2
P

T̄µν , (7.21)

and a perturbed equation
Gµν − Ḡµν =

1

M2
P

δTµν , (7.22)

where Ḡµν depends purely on the background metric ḡµν . For completeness, these can be accom-
panied by the continuity equation for the energy–momentum tensor, ∇µT

µ
ν = 0, which can be

similarly decomposed into background and perturbed equations.
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The background equation simply yields the usual Friedmann equations;

H2 =
a2ρ̄

3M2
P

, 2H′ +H2 = −a
2p̄

M2
P

, (7.23)

with the familiar continuity equation

ρ̄′ + 3H(ρ̄+ p̄) = 0 . (7.24)

Going beyond the background, the perturbed Einstein equations can be expanded to linear
order in the perturbation variables for both the metric and the energy–momentum tensor as we have
introduced them in the previous two sections. Here is where the power of the SVT decomposition
manifests itself, as it ensures that the equations for scalar, vector, and tensor perturbations are
merely coupled via the background Friedmann equation. We can therefore discuss the equations
for each of these three sectors separately from the others.

Scalar perturbations: The scalar sector is described by four metric perturbations (A, B, C, E)
and four matter perturbations (δρ, δp, q, σ), with a residual gauge freedom to choose two scalar
functions (α, β). We use the gauge freedom to work in Newtonian gauge, settingB = E = 0. The
remaining two metric perturbations can then be conveniently expressed in terms of the Bardeen
variables, Ψ and Φ, which, in Newtonian gauge, are simply given by

Ψ = A , Φ = −C . (7.25)

The linearized Einstein equations for these perturbations are then

2M2
P∆Φ = a2(δρ− 3Hq) , (7.26a)

2M2
P

[
Φ′′ +H(Ψ′ + 2Φ′) + (2H′ +H2)Ψ

]
= a2δp , (7.26b)

2M2
P

(
Φ′ +HΨ

)
= −a2q , (7.26c)

M2
P(Φ−Ψ) = a2σ . (7.26d)

It may be noted that the last equation implies Φ = Ψ in the absence of anisotropic stress, σ = 0,
which can further simplify computations. The other equation to take note of is Eq. (7.26a): in
the absence of momentum perturbations, q = 0, this is simply the usual equation for a Newtonian
potential. This underpins our previous statement that the Bardeen variables, Φ and Ψ may be
understood as generalizations of the Newtonian potential in weak gravity. It also explains the name
of the Newtonian gauge, as it evidences this connection.

In particular, we should take note in the above equations that any scalar perturbation to the
matter sector in a given model can source metric perturbations. In the next chapter, we shall
build on this idea to investigate how gauge fields can source metric perturbations directly. To this
end, it is useful to work in terms of gauge-invariant variables, namely in terms of the curvature
perturbation variable ζ. In Newtonian gauge, it takes the following form

ζ = Φ−H q

ρ̄+ p̄
, . (7.27)

which directly establishes a connection to the Bardeen potentialΦ. Using Eq (7.23) and Eq (7.26d),
ζ may then also be written in the following gauge-invariant way;

ζ = Φ+
H

H2 −H′ (Φ
′ +HΨ) . (7.28)
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In the next chapter, we shall use this form for ζ as a basis to establish a master equation for the
evolution of ζ which accounts for the combined evolution of scalar metric, inflaton, and gauge-field
perturbations in axion inflation.

Vector perturbations: This sector is composed of two metric perturbation (Bi, Ei) and two
matter perturbations (qi, σi) with one residual gauge freedom (βi). We use this gauge-freedom to
set Bi = 0. In this gauge, it is once again simplest to express the linearized Einstein equations
through the Bardeen variable Φi, which is simply Φi = E′

i.
The dynamics of vector perturbations are then described by

∆Φi = − 2a2

M2
P

qi , Φ′
i + 2HΦi =

σi
M2

P

, (7.29)

with the only non-trivial equation following from covariant energy conservation being

q′i + 4Hqi +
1

2
∆σi = 0 (7.30)

An important thing to note about vector perturbations is that, for vanishing anisotropic stress,
σi = 0, Eq. (7.29) merely admits a solution which is decaying with the scale factor. As such, vector
perturbations are typically considered to be irrelevant for cosmology. Even if they are sourced by
anisotropic stress at some point in the early Universe, as soon as this source becomes inactive, the
perturbations die away.

It should however be noted that vector perturbations can be sourced by gauge-field perturba-
tions during inflation. At higher order in perturbation theory, these could source other, relevant
perturbations, for instance tensor perturbations, which are linked to GW production, see for in-
stance Ref. [428]. To our knowledge, this idea has, however, not been considered in the context of
axion inflation, and we shall also not explore it further in this thesis.

Tensor perturbations: Finally, the description of the remaining tensor perturbations is remarkably
simple. There is a single tensor metric perturbation (hTT

ij ) composed of two degrees of freedom,
and a single matter perturbation (σTT

ij ) with no further residual gauge freedom to remove either of
them. These two variables are directly related by a single non-trivial equation:

(
hTT
ij

)′′
+ 2H

(
hTT
ij

)′ −∆hTT
ij =

2a2

M2
P

σTT
ij . (7.31)

Thus, we can see the well-known result that tensor metric perturbations, i.e., gravitational waves,
are sourced by non-vanishing anisotropic stress. In chapter 9, we consider how the anisotropic
stress from gauge-field production sources gravitational waves, and we also estimate how fermions
sourced via the Schwinger effect could add to the production of gravitational waves.

With this, we have established all that we require for the further exploration of inflationary pertur-
bations in the context of axion inflation in the next chapters. Without further ado, our first analysis
is then regarding the sourcing of scalar perturbations from inflationary gauge fields.
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Chapter 8

Gauge-field-induced
scalar perturbations
This chapter is based on Ref. [2], except for Sec. 8.3 which contains original results that have
been developed specifically for this thesis. The detailed contributions of the author to Ref. [2] are
outlined at the beginning of this thesis.

In the previous chapter, we have established the general formalism of cosmological perturbation
theory that describes how small deviations from a perfectly isotropic and homogeneous Universe
are sourced and evolve over time. In this chapter, we now apply this formalism to the study of
scalar perturbations in axion inflation, focussing on the simpler version of this model, in which the
Schwinger effect is assumed to be ineffective.

In this model, there are two complementary modes for the creation of scalar perturbations [55–
57]. The first is the conventional inflationary mechanism we have discussed in chapter 1; the
rapid expansion of the Universe amplifies vacuum fluctuations in the inflaton field and the metric,
which then contribute to the spectrum of scalar perturbations. The second mechanism relates to
the enhanced background of gauge fields that are sourced by the rolling inflaton field during axion
inflation. This gauge-field background itself sources scalar perturbations, which we shall refer to
as gauge-field-induced scalar perturbations.

As we have introduced in chapter 3, gauge-field-induced scalar perturbations are a central pre-
diction of axion inflation with important phenomenological implications. Unlike the conventional
spectrum of vacuum scalar perturbations, which are generically predicted by slow-roll inflation to
be scale-invariant, and predominantly Gaussian (cf. chapter 1), the scalar perturbations sourced
by the gauge-field background exhibit deviations from a Gaussian spectrum [56, 57, 65]. Such
non-Gaussianities are strongly constrained by CMB measurements [15, 49] and therefore limit
the efficiency of gauge-field production in the early phases of axion inflation [56, 57]. Moreover,
a continuous amplification of the gauge-field background can lead to the enhancement of scalar
perturbations at late times during axion inflation. Scalar perturbations sourced during this stage of
inflation can affect the distribution of matter in the radiation-dominated era, leading to the forma-
tion of overdense regions of spacetime that can collapse gravitationally to form primordial black
holes (PBHs) (see e.g., Ref. [253] for a review). This inflationary production channel for PBHs
can lead to an overabundance of PBH dark matter, which, then again, constraints the efficiency of
gauge-field production during axion inflation [84, 89, 90, 107].

Previous studies of scalar perturbations from axion inflation focussed entirely on gauge fields
as a source of inflaton perturbations (see for instance Ref. [57] for a detailed discussion of this
calculation). However, as we have already noted upon in the last chapter, gauge fields may also
generically induce metric perturbations via their gravitational effect, which previous calculations
in the literature did not account for. In the first part of this chapter, we therefore devise a
formalism in which both contributions from gauge-field-induced inflaton and metric perturbations
are consistently taken into account. Moreover, the framework we establish here can also be used to
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assess how the amplified electromagnetic background radiation that is consistently present during
axion inflation backreacts on the evolution of scalar perturbations itself. To our knowledge, this
effect has thus far not been considered in the literature on axion inflation.

Once the general framework has been established, we then consider its concrete application in
an analytical and a numerical case study. Our analytical analysis is based on the assumption that
gauge-field backreaction is entirely irrelevant, both for the background dynamics, and regarding
perturbations. This analytical study permits a first controlled assessment regarding the relevance of
gauge-field-sourced metric perturbations, and we perform a comprehensive comparison to existing
analytical results. Moreover, we also apply these results to reevaluate the existing CMB bound on
scalar non-Gaussianity in axion inflation.

Expanding upon this first analysis, our numerical case study instead is meant to assess the
relevance of sourced metric perturbations in the regime of strong gauge-field backreaction, where
our prior analytical calculation is no longer applicable. Here, we rely on the gradient-expansion
formalism (GEF) to determine the dynamical evolution of the inflationary background, and then
compute the scalar power spectrum based on this knowledge. We apply this technique in a staggered
approach, first assuming that gauge-field backreaction only affects the inflationary background, but
not the evolution of scalar perturbations itself, before finally including backreaction effects for both
background and perturbations.

Our numerical approach for studying scalar perturbations based on the GEF complements other
numerical frameworks for computing the scalar power spectrum from axion inflation which exist in
the literature, i.e., the approximate numerical calculations based on the mode-by-mode approach in
Refs. [107, 109], and direct extractions of the scalar power spectrum from lattice simulations [380,
381]. We use this method in this chapter to assess the relevance of gauge-field-induced metric
perturbations in the strong-backreaction regime, which prior analyses did not account for, but it
also has applications beyond this use. A numerical method for computing scalar perturbations
is, for instance, also relevant for the study of PBH formation in axion inflation. The necessary
amplification of scalar perturbations needed for PBH formation to be effective is likely only realized
in coexistence with strong gauge-field backreaction effects [109], and thus requires numerical tools
to assess these possibilities.

The discussion in this chapter is structured as follows: In Sec. 8.1, we present the derivation of
our novel formalism to study both the electromagnetic creation of metric and inflaton perturbations.
In Sec. 8.2, we apply this formalism in an analytical case study to axion inflation in the weak-
backreaction regime. Section 8.3 is dedicated to our numerical study of scalar perturbations.
Finally, in Sec. 8.4, we summarize our results and provide an outlook regarding future applications
of our formalism, and research topics that warrant further investigation.

8.1 The formalism

The formalism we present in this section builds on a consistent treatment of gauge-field perturba-
tions within the framework of cosmological perturbation theory presented in the previous chapter.
In doing so, we assume that inflationary gauge fields source perturbations in scalar curvature, while
neglecting the backreaction of metric perturbations on the evolution of the gauge-field source. At
the core of this formalism is the gauge-invariant treatment of cosmological perturbations in the
presence of inhomogeneous seeds developed in Refs. [429, 430]. The main difference between our
formalism and the one in Refs. [429, 430], is that, in axion inflation, the gauge-field sources also
interact via a non-gravitational interaction with the inflaton, and can backreact on the inflationary
evolution. The backreaction of the gauge field on the inflationary evolution can also affect the
evolution of scalar perturbations, which our derivation consistently takes into account.
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In the first part of our discussion, we derive a set of equations describing the evolution of
scalar perturbations that account for (i) linear perturbations of the inflaton field, (ii) scalar linear
perturbations of the spacetime metric, and (iii) first-order perturbations to the energy–momentum
tensor of the gauge field. Based on these equations, we then derive a master equation for the
curvature perturbation variable ζ, which accounts for all these sources of scalar perturbations in
axion inflation. We then present a general strategy for solving this master equation for ζ, and we
derive general expressions for the two- and three-point correlation function of ζ in Fourier space;
the scalar power spectrum and the bispectrum. These general expressions are then the basis for our
subsequent applications of our formalism.

It should be noted that, for the purposes of this thesis, we present only the application of this
formalism in the context of axion inflation. In our original work, Ref. [2], where we proposed this
formalism for the first time, we studied a more generic inflationary model featuring an inflaton
field ϕ, coupled to the electromagnetic field-strength tensor Fµν . This model features two generic
kinds of interactions, a kinetic coupling ∝ I1(ϕ)FµνF

µν , and an axial coupling ∝ I2(ϕ)FµνF̃
µν ,

with I1(ϕ) and I2(ϕ) functions of the inflaton field. The standard axion inflation model which
we consider in this thesis is retrieved by setting I1(ϕ) = 1, and I2(ϕ) = (β/MP)ϕ. The case of
a non-trivial kinetic coupling is, for instance, relevant for the study of scalar perturbations in the
Ratra model [393], see Refs. [431, 432] for seminal works on this subject.

8.1.1 Scalar perturbations in axion inflation

We begin with the standard action for the axion inflation describing a real pseudoscalar field ϕ
coupled to a gauge field Aµ, which reads

S =

∫
d4x

√−g
[
− M2

P

2
R+

1

2
gµν∂µϕ∂νϕ− V (ϕ)− 1

4
((FµνF

µν))− βϕ

4MP
((FµνF̃

µν))
]
. (8.1)

As per our standard notation, Fµν is the field-strength tensor, F̃µν its dual, V (ϕ) gives the inflaton
potential, and β is a dimensionless parameter describing the strength of the axion–vector coupling.
For later convenience, we also introduced the notation ((· · ·)) for the symmetrized product of two
operators,

((PQ)) ≡ 1

2
(PQ+QP ) ,

which may no longer commute after quantization. Although not strictly necessary at this point,
we already introduce this symmetrization here on the basis of the correspondence principle for
the analogous action written in terms of quantum fields. In previous chapters, we have neglected
to include this symmetrization, but we shall need to apply it more carefully in the study of scalar
perturbations.1

From this action one obtains the standard energy–momentum tensor for axion inflation

Tµν = ∂µϕ∂νϕ− gαβ((FµαFνβ))− gµν

[
1

2
∂αϕ∂

αϕ− V (ϕ)− 1

4
((FαβF

αβ))

]
, (8.2)

1In particular, in chapter 3, this symmetrization could only affect the terms ⟨E ·B⟩, ⟨E2⟩, and ⟨B2⟩, with
E and B the electromagnetic three-vector fields. Since the commutators [Ei, Ei], [Bi, Bi] and [Ei, Bi] vanish,
this symmetrization was not necessary there, and only appeared when we discussed the GEF variable G(n) ∝
⟨E · rotn B +B · rotn E⟩. In this chapter, similar combinations of the electromagnetic operators are relevant for
the study of scalar perturbations.
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which dictates the dynamical evolution of the metric gµν via the Einstein equations. Meanwhile,
the fields ϕ and Fµν evolve according to

1√−g∂µ
[√−ggµν∂νϕ

]
+ V,ϕ(ϕ) = − β

4MP
((FµνF̃

µν)) , (8.3a)

1√−g∂µ
[√−gFµν

]
= − β

MP
∂µϕF̃

µν , (8.3b)

1√−g∂µ
[√−gF̃µν

]
= 0 . (8.3c)

These are simply the standard equations for axion inflation given in Eq. (3.8) with the additional
symmetrization for the gauge-field friction term on the right-hand side of Eq. (8.3a).

We now study this system for the case of a perturbed FLRW metric. We shall consider only
linear perturbations to the FLRW spacetime such that scalar perturbations can be studied separately
from vector and tensor perturbations. The perturbed metric we consider is therefore

gµνdx
µdxν = a2(η)

[
(1 + 2Ψ(η,x)) dη2 − (1− 2Φ(η,x)) δijdx

idxj
]
. (8.4)

Here, we have expressed the metric in conformal time η, a is the scale factor, and we have chosen
to work in Newtonian gauge such that all scalar metric perturbations can be entirely expressed in
terms of the Bardeen variables Ψ(η,x) and Φ(η,x) introduced in the previous chapter.

For this metric, we can define electric- and magnetic-field operators in the same way as on the
pure FLRW background, i.e., we define them as

F0i = a2Ei , Fij = −a2εijkBk . (8.5)

Here,E andB are again the electric and magnetic fields that a comoving observer in the background
FLRW spacetime would measure.

The scenario we implicitly assume in the following is one of an inflationary phase driven by
the inflaton field. As in previous chapters, we treat all fields ϕ, E, B, Φ, Ψ etc. as quantum fields,
whose modes are sub-horizon at early times, |kη| ≫ 1, and which are then excited out of their
vacuum state at later times due to the rapid expansion of the Universe (and the inflaton–vector
coupling in the case of the gauge field).

Let us then consider the separation of the matter fields ϕ, E and B into background and
perturbations. For the inflaton field, we apply our usual separation into a homogeneous background
inflaton field φ(η), and a perturbation δϕ(η,x),

φ(η) ≡ ⟨ϕ(η,x)⟩ , δϕ(η,x) ≡ ϕ(η,x)− φ(η) . (8.6)

For the gauge field, we have seen in previous chapters that the homogeneous and isotropic back-
ground can only be affected by the vacuum expectation values of quadratic gauge-field operators,
e.g., ⟨E2⟩, ⟨B2⟩, ⟨E ·B⟩, ⟨((E · rotE))⟩, ⟨((E · rot2B))⟩, etc.2 We therefore describe perturba-
tions to these homogeneous background quantities in terms of the variables

δPiQj ≡ ((PiQj))−
1

3
δij⟨((P ·Q))⟩ , (8.7)

where P and Q can be any spatial vector out of the set {E, B, rotE, rotB, rot2E, . . . }. Once
again, ⟨·⟩ denotes the expectation value during inflation which is independent of position since we

2We do not write the symmetrization ((·)) for the combination E2, B2 and E ·B, as the operators E and B commute.
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assume a homogeneous and isotropic background.
The dynamics of the background are then described by the usual set of equations. The

background expansion is given by the Friedman equations

H2 =
1

3M2
P

{
φ′2

2
+ a2V (φ) +

a2

2

[
⟨E2⟩+ ⟨B2⟩

]}
, (8.8)

2H′ +H2 = − 1

M2
P

{
φ′2

2
− a2V (φ) +

a2

6

[
⟨E2⟩+ ⟨B2⟩

]}
, (8.9)

where H = a′/a denotes the comoving Hubble rate. Meanwhile, the inflaton field evolves
according to the Klein–Gordon equation,

φ′′ + 2Hφ′ + a2V,ϕ(φ) = a2
β

MP
⟨E ·B⟩ , (8.10)

and the evolution of the gauge-field expectation values can be cast in the form of the GEF equations
as described in chapter 4.

Let us then focus on scalar perturbations. We start by expanding the energy–momentum tensor
for our system in Eq. (8.2) to linear order in the perturbation variables Φ, Ψ, δϕ and the gauge-field
perturbations. Following our definitions in the previous chapter, the scalar matter perturbations to
energy density, δρ, pressure, δp, momentum density, q, and anisotropic stress σ are then given by

δρ =
φ′

a2
δϕ′ + V,ϕ(φ)δϕ−

[φ′2

a2
+ ⟨E2⟩

]
Ψ+

[
⟨E2⟩+ 2⟨B2⟩

]
Φ+

2M2
P

a2
Fρ , (8.11a)

δp =
φ′

a2
δϕ′ − V,ϕ(φ)δφ−

[φ′2

a2
+

1

3
⟨E2⟩

]
Ψ+

1

3

[
⟨E2⟩+ 2⟨B2⟩

]
Φ+

2M2
P

a2
Fp , (8.11b)

q = −φ
′

a2
δϕ− 2M2

P

a2
Fq , σ =

2M2
P

a2
Fσ , (8.11c)

where, for later convenience, we have introduced the variables Fρ, Fp, Fq and Fσ;

Fρ = 3Fp =
a2

4M2
P

[
δE2 + δB2

]
, Fq = − a2

2M2
P

∂i
△εijkδEjBk

, (8.12a)

Fσ =
a2

4M2
P

1

△
[
δE2 + δB2

]
− 3a2

4M2
P

∂i∂j
△2

[
δEiEj + δBiBj

]
. (8.12b)

These simply encompass scalar perturbations to the electromagnetic energy–momentum tensor
rescaled by a convenient factor a2/(2M2

P). The inverse Laplacian △ are easily interpreted in
Fourier space as inverse powers of the wavenumber k2. They appear because we project out the
scalar contributions to Tµν .
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With these definitions in place, the linearized Einstein equations for the scalar sector in
Eq. (7.26) can then be written as

△Φ =
a2

2M2
P

{
φ′

a2
(δϕ′ + 3Hδϕ) + V,ϕ(φ)δϕ− φ′2

a2
Ψ (8.13a)

+
[
(Φ−Ψ)⟨E2⟩+ 2Φ⟨B2⟩

]}
+ Fρ + 3HFq .

Φ′ +HΨ =
φ′

2M2
P

δϕ+ Fq , (8.13b)

Φ′′ +H(Ψ′ + 2Φ′) + (2H′ +H2)Ψ =
a2

2M2
P

{
φ′

a2
δϕ′ − V,ϕ(φ)δϕ− φ′2

a2
Ψ (8.13c)

+
1

3

[
(Φ−Ψ)⟨E2⟩+ 2Φ⟨B2⟩

]}
+

1

3
(Fρ + 2△Fσ)

Φ−Ψ = 2Fσ . (8.13d)

We can see the gauge field enters here in two ways; first the background terms ⟨E2⟩ and ⟨B2⟩
couple to both metric and inflaton perturbations, second the energy–momentum tensor generates
metric perturbations through Fρ, Fq and Fσ (Fp being directly proportional to Fρ, see Eq. (8.12a)).
The first kind of interaction can be interpreted as the gauge-field background backreacting on the
evolution of scalar perturbations, while the second interaction directly sources metric perturbations.

Starting from Eq. (8.13), we now seek to construct a differential equation for the curvature
perturbation ζ introduced in Eq. (7.27). This equation will not only depend on the source terms
Fα, but also their time derivatives. Expressions for these can be found starting from the general
equations of motion for the gauge field, Eq. (8.3b) and Eq. (8.3c), and expanding to linear order
in perturbation theory to determine perturbed Maxwell’s equations for E and B. One ultimately
finds

F ′
ρ = −2HFρ +△Fq −

β

MP

a2φ′

2M2
P

δE·B (8.14a)

+
a2

2M2
P

{
⟨E2⟩(Φ + Ψ)′ − β

MP
⟨((E ·B))⟩[δϕ′ + φ′(Φ + Ψ)]− 2⟨((E · rotB))⟩(Φ + Ψ)

}
,

F ′
q = −2HFq +

2

3
△Fσ +

1

3
Fρ (8.14b)

+
a2

2M2
P

{
1

3

[
⟨E2⟩+ 2⟨B2⟩

]
(Φ + Ψ)− β

MP
⟨((E ·B))⟩δφ

}
,

F ′
σ = −2HFσ −

a2

2M2
P

(δij
△ − 3

∂i∂j
△2

)[ β

MP
φ′δEiBj + δ(rotE)iBj

− δ(rotB)iEj

]
. (8.14c)

For completeness, we can also write down a perturbed Klein–Gordon equation. This can
be either directly obtained starting from Eq. (8.3a) or by combining the two Einstein equa-
tions Eqs. (8.13a) and (8.13b). It is given by

δϕ′′ + 2Hδϕ′ −△δϕ+ a2V,ϕϕ(φ)δϕ = φ′(Ψ′ + 3Φ′) + 2(φ′′ + 2Hφ′)Ψ (8.15)

+ a2
β

MP

[
⟨((E ·B))⟩(3Φ−Ψ) + δE·B

]
.

Using these equations, one can now construct a second-order differential equation for the
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curvature perturbation variable ζ. For the model we are considering here, which includes metric,
inflaton, and gauge-field perturbations, ζ is given by,

ζ = Φ+
H

H2 −H′

( φ′

2M2
P

δϕ+ Fq

)
, (8.16)

which directly follows from Eq. (7.27) and Eq. (8.11).
The full derivation of the differential equation for ζ is presented in App. D. Here, we merely

summarize the procedure. First, we use Eqs. (8.13d) and (8.13a) to express δϕ′ through Φ, δϕ
and the source functions Fq, Fρ, and Fσ. Similarly, we determine Φ′ as a function of Φ, δϕ and
the sources Fα using Eqs. (8.13b) and (8.13d). By means of Eqs. (8.13c) and (8.13d) we also
write (Φ′ +HΨ)′ in terms of Φ, δφ, and the sources. The same can be achieved for ζ ′ by taking
the time derivative of Eq. (8.16), which is then also given in terms of Φ, δφ, and the Fα’s. This
way, we obtain two linear expressions, ζ = ζ(Φ, δφ, Fα) and ζ ′ = ζ ′(Φ, δφ, Fα). These can
be inverted to yield expressions Φ = Φ(ζ, ζ ′, Fα) and δφ = δφ(ζ, ζ ′, Fα). Taking yet another
time derivative of ζ ′, we then again express it through Φ, δφ, the sources, Fα, and their first time
derivatives. Finally, we can use the equations of motions for the Fα’s in Eq. (8.14) to determine
ζ ′′ as a function of ζ ′, ζ, the sources, and F ′

σ. This yields the desired second-order differential
equation for ζ. We perform this derivation in Fourier space, where the final equation takes the
form

ζ ′′k + pkζ
′
k + qkζk = Sk , (8.17)

where ζk is the Fourier transform of ζ,

ζk(η) ≡
∫

d3k

(2π)3/2
ζ(η,x)e−ix·k , (8.18)

and the source function Sk is given by

Sk ≡ r(q)Fq + r(ρ)Fρ + r
(σ)
1 Fσ + r

(σ)
2 F ′

σ + r(E·B)δE·B . (8.19)

The coefficients pk, qk, and r(α) are functions of the wavevector k = |k| and of time. They are
entirely dependent on the background evolution, including the expectation values ⟨E2⟩, ⟨B2⟩, and
⟨((E ·B))⟩. The full expressions for these coefficients are lengthy, which is why we only include
them in App. D. It should also be noted that the decomposition of the right-hand-side source term
in Eq. (8.17) into five contributions is done purely for convenience and holds no deeper physical
or mathematical meaning.3

In the case where gauge-field backreaction effects are absent, which corresponds to setting
⟨E2⟩ = ⟨B2⟩ = ⟨((E ·B))⟩ = 0, the coefficients pk and qk reduce to

pk = 2
z′

z
, qk = k2 , for z =

aφ

H , (8.20)

such that the homogeneous part of Eq. (8.17) simply yields the same differential equation for ζ as
in the case of standard slow-roll inflation, see Eq. (1.75). Meanwhile, the right-hand-side source
terms in Eq. (8.17) are still present in this scenario, as gauge fields can induce scalar perturbations
via their gravitational interaction and via the inflaton–gauge-field interaction in Eq. (8.1) even if
they do not directly impact the background dynamics. In particular, for the case β = 0, i.e., no

3Note also, that in Ref. [2], we decompose the source term into six terms, not five, as we have given it here. The sixth
term is proportional to δE2 , but its prefactor vanishes exactly for the particular case of axion inflation. For simplicity,
we therefore omit this trivial sixth contribution to Sk in this thesis.
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interaction between the inflaton field and the gauge field, our expressions align with those given in
Ref. [433].

8.1.2 Vacuum and induced curvature perturbations

Let us next discuss a general strategy to solving the mode equation for ζ in Eq. (8.17). In principle,
solving it requires one to treat the source functions, Fρ, Fq, Fσ etc., appearing in this equation
on an equal footing to ζ, that is, solving Eq. (8.17) alongside the equations of motions for the
Fα’s in Eq. (8.14) and analogous equations for δE·B . This is similar to the case of adiabatic
and isocurvature perturbations in multifield inflationary models, see for instance Refs. [155, 434,
435]. In this way, one could account for the backreaction of metric perturbations on gauge-field
modes. In our work, we however assume that this effect is negligible with respect to the tachyonic
amplification of the gauge-field mode functions via the inflaton field. Following this assumption,
we have that the gauge-field source terms in Eq. (8.19) can be entirely expressed in terms of the
gauge-mode functions which have been computed from the homogeneous background. This aligns
with the conventional approach in other works on scalar perturbations from axion inflation (see,
e.g., Refs. [56, 57, 339]).

Applying this strategy, we have that Eq. (8.17) is given by an inhomogeneous differential
equation with a source term which is entirely determined from background dynamics. A general
solution to Eq. (8.17) can therefore be written as a homogeneous and a particular solution [57]

ζk(η) = ζvack (η) + ζ indk (η) . (8.21)

The first term, ζvack , corresponds to the homogeneous solution and physically reflects the con-
tribution to ζk coming from vacuum fluctuations of the inflaton field and the spacetime metric.
This term is therefore analogous to the standard term that is also present in the case of slow-roll
inflation. The second term, ζ indk (η), is the particular solution and reflects the gauge-field-induced
component of ζk.

We first study the vacuum piece. We follow the standard approach for inflation and treat ζvack

as a scalar quantum field, which we decompose into a mode function, and a set of creation and
annihilation operators, b̂†k and b̂k,

ζvack (η) = u(η, k)b̂k + u∗(η, k)b̂†−k . (8.22)

Here, the mode functions solve the homogeneous differential equation

Dku(η, k) ≡ u′′(η, k) + pk(η)u
′(η, k) + qk(η)u(η, k) = 0 , (8.23)

and the ladder operators b̂†k and b̂k obey canonical commutation relations

[b̂k, b̂
†
k′ ] = δ(3)(k − k′) , [b̂k, b̂k′ ] = [b̂†k, b̂

†
k′ ] = 0 . (8.24)

In general, the mode equation in Eq. (8.23) is a second-order differential equation with real
coefficients pk and qk, thus we can find two linearly independent solutions to it, u1(η, k) and
u2(η, k). The mode function u is then a superposition of these two solutions,

u(η, k) = C
(1)
k u1(η, k) + C

(2)
k u2(η, k) . (8.25)

Here, C(1,2)
k are two complex coefficients that are determined by defining appropriate initial

conditions for u(η, k). We shall return to the discussion of initial conditions in the following
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sections when we study scalar perturbations in a more concrete physical situation.
Next, let us consider ζ indk . This piece can be determined by means of the Green function

method (see, e.g., Refs. [Green:2009ds, Barnaby:2009mc, 52, 55]). The Green functionGk(η, τ)
is defined as the solution to the equation

DkGk(η, τ) = δ(η − τ) . (8.26)

We can construct the retarded Green function from the two linearly independent solutions u1(η, k)
and u2(η, k) to the homogeneous differential equation in Eq. (8.23). It is given by

Gk(η, τ) =
u2(η, k)u1(τ, k)− u1(η, k)u2(τ, k)

Wk(τ)
θ(η − τ) . (8.27)

The denominator in this expression is the Wronskian of u1 and u2,

Wk(τ) = u1(τ, k)u
′
2(τ, k)− u2(τ, k)u

′
1(τ, k) . (8.28)

One may readily verify that Gk(η, τ) in Eq. (8.27) indeed obeys the retarded boundary conditions

Gk(η, τ ≥ η) ≡ 0 ,
∂

∂η
Gk(η, τ)

∣∣∣
τ→η

= 1 . (8.29)

Finally, the induced contribution, ζ indk , is then given by

ζ indk (η) =

η∫
−∞

dτ Gk(η, τ)Sk(τ) , (8.30)

where Sk(η) is the source term appearing on the right-hand side of the inhomogeneous differential
equation Eq. (8.17) as given in Eq. (8.19).

One can now find a more useful expression the source term by expressing the Fα’s and δE·B
in terms of the gauge-field operators E and B. As outlined in the beginning of this section, we do
this by evaluating the gauge-field operators on the homogeneous and isotropic FLRW background.
In this case, we can recycle our discussion of the quantized gauge field during axion inflation
in chapter 3; we write the gauge potential in temporal gauge, Aµ = (0,−A) with an additional
Coulomb constraint divA = 0, such that the electric- and magnetic-field three-vectors are related
to the vector potential through E = −A′/a2 and B = rotA/a2 (see Eq. (3.10a)). The quantized
gauge field can then be decomposed into its own set of creation and annihilation operators, â†k,λ
and âk,λ, and mode functions Aλ(η, k) with different momenta k and circular polarizations λ as
in Eq. (3.15). These mode functions obey the standard mode equation for axion inflation, namely

A′′
λ(η, k) +

[
k2 − 2λkξ(η)H(η)

]
Aλ(η, k) = 0 , (8.31)

with the tachyonic instability parameter ξ defined in Eq. (3.20).
The quantized electric- and magnetic-field operators can then be expressed in Fourier space as

E(η,x) =

∫
d3k

(2π)3/2

∑
λ=±

[
ϵλ(k)âk,λEλ(η, k)eik·x + h.c.

]
, (8.32a)

B(η,x) =

∫
d3k

(2π)3/2

∑
λ=±

[
ϵλ(k)âk,λBλ(η, k)eik·x + h.c.

]
, (8.32b)



166 Chapter 8. Gauge-field-induced scalar perturbations

with the respective mode functions given by

Eλ(η, k) = − 1

a2(η)
A′
λ(η, k) , Bλ(η, k) =

λk

a2(η)
Aλ(η, k) . (8.33)

As before, the polarization vectors ϵλ(k) obey Eq. (3.16), and â†k,λ (âk,λ) are defined to be
canonically commuting. Furthermore, we have that the ladder operators for the gauge field are
commuting with those of ζvack since the two are independent fields:

[b̂k, âk′,λ] = [b̂k, â
†
k′,λ] = 0 . (8.34)

The source term Sk(η) is then quadratic in the gauge-field operators E and B, and can be written
in the form

Sk(η) =

∫
d3p

(2π)3/2

∑
λ,λ′=±

[
Kλ,p;λ′,k−p;k(η)âp,λâk−p,λ′ +K∗

λ,p;λ′,k+p;k(η)â
†
p,λâ

†
−k−p,λ′

+ Lλ′,p−k;λ,p;k(η)âp,λâ
†
p−k,λ′ + Lλ,p;λ′,k+p;k(η)â

†
p,λâk+p,λ′

]
, (8.35)

The functionsK and L are scalar functions of both the polarization vectors and the mode functions
Eλ(η, k) and Bλ(η, k) and are linearly dependent on the coefficients r(α) in Eq. (8.17). Once again,
we defer the lengthy expressions for K and L to App. D. The fact that only two functions appear
in front of the quadratic combinations of creation and annihilation operators in Eq. (8.35) follows
on general grounds, since creation and annihilation operators commute if k ̸= 0 and the source
Sk(η) is a Hermitian operator.

8.1.3 The scalar power spectrum and bispectrum

When studying the production of stochastic quantum fields such as ζk, it is desirable to express
our final results in terms of statistically meaningful quantities. As introduced in Sec. 1.4.1, the
predictions for inflationary perturbations are conveniently expressed in terms of power spectra,
which relate to the amplitude of their two-point correlation function. The amplitude of the ζ power
spectrum is then constrained by CMB measurements, as described in Sec. 1.5. In this chapter, we
are also concerned with studying deviations from Gaussian perturbations. These deviations are,
e.g., signaled by a non-vanishing three-point correlation function of ζk. Analogous to the power
spectrum, its amplitude is described by the so-called bispectrum, which is then constrained by
CMB observations [15, 49].

The scalar power spectrum

We first study the scalar power spectrum, which we define according to our prescription in chapter 1,

⟨ζk(η)ζk′(η)⟩ = 2π2

k3
Pζ(k, η)δ(k + k′) . (8.36)

The two-point correlation function on the left-hand side can then be evaluated based on the general
solution of ζk described in the previous section. This means, ζk splits into two terms, one
corresponding to the vacuum contribution, and one which is sourced by gauge fields. The two-
point correlation function for ζk also splits into two, since the vacuum and induced components
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are statistically independent;4

⟨ζk(η)ζk′(η)⟩ = ⟨ζvack (η)ζvack′ (η)⟩+ ⟨ζ indk (η)ζ indk′ (η)⟩ . (8.37)

Therefore, also the scalar power spectrum separates into a vacuum and an induced contribution,

Pζ(η, k) = Pvac
ζ (η, k) + P ind

ζ (η, k) . (8.38)

The two terms can be directly computed starting from the expressions for ζvack and ζ indk in Eqs. (8.22)
and (8.30) and the explicit expression for the source function in Eq. (8.35). Using Wick’s theorem
to evaluate the expectation values of creation and annihilation operators in Eq. (8.22) and Eq. (8.35),
one obtains

Pvac
ζ (η, k) =

k3

2π2
|u(η, k)|2 , (8.39a)

P ind
ζ (η, k) =

k3

π2

∫
d3p

(2π)3

∑
λ,λ′=±

∣∣∣∣
η∫

−∞

dτ Gk(η, τ)Kλ,p;λ′,k−p;k(τ)

∣∣∣∣2 . (8.39b)

In the expression forP ind
ζ , only the terms proportional to the functionK inSk survives, as the terms

proportional to L either contain at least one annihilation operator âλ,k acting on the Bunch–Davies
vacuum state |0⟩ from the left, or a creation operator â†λ,k acting on ⟨0| from the right.

The bispectrum

Similar to the scalar power spectrum, we can also derive a general expression for the scalar
bispectrum by applying the expressions for ζvack and ζ indk in Eqs. (8.22) and (8.30). We define the
bispectrum as

⟨ζk1(η)ζk2(η)ζk3(η)⟩ = δ(k1 + k2 + k3)Bζ(k1, k2, k3) . (8.40)

Note that this quantity also depends on time, η; however, for brevity, we do not write this dependence
explicitly in the arguments.

At linear order in perturbation theory, the only non-zero three-point correlator comes from the
induced contribution,

⟨ζk1(η)ζk2(η)ζk3(η)⟩ = ⟨ζ indk1
(η)ζ indk2

(η)ζ indk3
(η)⟩ . (8.41)

The three-point correlator for the vacuum contribution vanishes because of Wick’s theorem, as it
necessarily contains three creation and/or annihilation operators, one of which annihilates either
|0⟩ or ⟨0|.5

4Note that the vacuum and induced contributions are also statistically independent for classical fields, see, for
instance, Sec 5.6 in Ref. [436].

5This is only true at linear order in perturbation theory. At higher order in perturbation theory, inflaton self-interaction
also leads to a non-zero vacuum bispectrum. The amplitude of this bispectrum is however slow-roll suppressed [211,
212, 437].
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Using Eq. (8.35), the bispectrum is then explicitly given by

Bζ(k1, k2, k3) =
( 2
π

)3/2∫ d3p

(2π)3

∑
λ1,λ2,λ3=±1

η∫
−∞

dτ1Gk1(η, τ1)Kλ1,p;λ2,k1−p;k1(τ1) (8.42)

×
η∫

−∞

dτ2Gk2(η, τ2)Lλ2,k1−p;λ3,−k3−p;k2(τ2)

η∫
−∞

dτ3Gk3(η, τ3)K
∗
λ3,−k3−p;λ1,p;−k3

(τ3) .

Statistical homogeneity implies that the bispectrum is only non-vanishing when the external mo-
menta k1, k2, and k3 form a triangle configuration with k1 + k2 + k3 = 0. Because of statistical
isotropy, the orientation of this triangle in space is irrelevant, and the bispectrum depends only on
the shape of the triangle. This shape can be conveniently parametrized by the moduli of its sides,
k1, k2, and k3. These satisfy the triangle inequality

kl + km ≥ kn , (8.43)

with (lmn) running over all permutations of the indices 1, 2, and 3. Although the bispectrum in
Eq. (8.42) depends on the three-vectors k1, k2, and k3, the dependence on their orientation will
vanish once the integral over the internal momentum p in Eq. (8.42) is performed. Furthermore,
the bispectrum is symmetric under a permutation of the external momenta, as one can always
perform a spatial rotation to bring the resulting triangle back into its original form. Therefore, we
can consider the fixed configuration k1 ≥ k2 ≥ k3 without loss of generality.

The bispectrum evidently has a more complicated structure than the scalar power spectrum.
Just as for the power spectrum, one can define an overall amplitude for the bispectrum evaluated at
a characteristic momentum scale k. For instance, one can consider the bispectrum’s amplitude in
the equilateral configuration, k1 = k2 = k3 = k,

Beq
ζ (k) ≡ Bζ(k, k, k) . (8.44)

Furthermore, for a fixed momentum scale k ≡ max{k1, k2, k3} = k1, one can describe the
dependence of the bispectrum on the triangle configuration of the external momenta by means of
a dimensionless shape function

Σ(k;x2, x3) ≡ N 2(k1k2k3)Bζ(k1, k2, k3) (8.45)

where x2 = k2/k, x3 = k3/k and N is a normalization factor which is subject to convention. For
instance, it can be chosen such that the shape function is normalized to unity in the equilateral
configuration, Σ(k; 1, 1) = 1, which is the convention we shall employ. It should be noted that
there are different conventions for the overall momentum scale k in the literature, so the choice of
arguments for the shape function is not unique, see for instance Refs. [438, 439]. The convention
we rely on is the one given in Ref. [438].

CMB constraints on primordial scalar non-Gaussianity are only known for a few particular
triangle configurations of the bispectrum, for instance the local [437, 440], equilateral [441], or
orthogonal [442] shapes. In our convention, where the normalization factor N in Eq. (8.45) is
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defined with respect to the equilateral shape, these three shape functions are

Σlocal(x2, x3) =
1 + x32 + x33

3x2x3
, (8.46a)

Σequil(x2, x3) =
(1+x2−x3)(1−x2+x3)(x2+x3−1)

x2x3
, (8.46b)

Σortho(x2, x3) = 3Σequil(x2, x3)− 2 . (8.46c)

To compare the predictions for the bispectrum in a given model to CMB constraints, the bispectrum
can be paramatrized in terms of a unique, model-dependent shape function Σ (not necessarily one
of the three patterns given above). To quantify the similarity between this model-dependent shape
function and the standard templates in Eq. (8.46) it is then convenient to define a scalar product
on the space of shape functions, which can be used to compute the cosine of the “angle” between
two shape functions Σ and Σ′. The definition of this scalar product is again subject to different
conventions, see Refs. [438, 439]. Once again, for sake of simplicity, we rely on the convention
given in Ref. [438], and define the scalar product between two shapes Σ and Σ′ as

(Σ ,Σ′) =
∫

dx2dx3Σ(x2, x3)Σ
′(x2, x3) . (8.47)

Here, the integration is performed over the region constrained by the inequalities

x2 + x3 ≥ 1 , x3 ≤ x2 ≤ 1, (8.48)

which follow from the triangle inequality and our ordering of the variables, k1 ≥ k2 ≥ k3. The
cosine of the generalized angle ΘΣ,Σ′ between two shapes in the vector space of shape functions
is then given by

cosΘΣ,Σ′ =
(Σ ,Σ′)√

(Σ ,Σ)(Σ′ ,Σ′)
. (8.49)

With the general expressions for the power spectrum in Eq. (8.39), and the bispectrum,
Eq. (8.42), including our convention for the bispectrum amplitude and shape, we have gathered all
necessary ingredients which we need to apply our formalism to a concrete physics application. A
first such application is the focus of the next section.

8.2 First application: Axion inflation without backreaction

For the first concrete application of our new formalism, we consider the case of axion inflation
without backreaction effects, i.e., we assume that gauge fields are produced, but they do not
disrupt the slow-roll evolution of the inflaton field. This assumption allows for a (semi)analytical
computation of the scalar power spectrum and bispectrum, as has been discussed in detail in, e.g.,
Ref. [57], for the case where the gauge field only sources inflaton perturbations, and not metric
perturbations. This calculation, for instance, yields the established analytical formula for the scalar
power spectrum that we have given in Eq. (3.33). In this section, we follow this exact derivation
to arrive at the functionally same expression for the scalar power spectrum, and a similar one for
the scalar bispectrum. However, we compute these results using our new source function Sk in
Eq. (8.19), which accounts for both sourced metric and inflaton perturbations. Our calculation
therefore will yield a different amplitude for the scalar power spectrum and bispectrum, which we
can then compare to the original results in Ref. [57] to assess the importance of gauge-field-induced
metric perturbations.
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To apply our formalism in this analytical case study, we need to make an important simplifi-
cation, which also appropriately reflects the assumption of weak gauge-field backreaction. Below
Eq. (8.13), we have remarked upon the fact that metric perturbations are sourced directly from the
gauge-field source functions Fα defined in Eq. (8.12), but may also couple to backreaction terms
such as ⟨E2⟩, ⟨B⟩2, ⟨((E ·B))⟩ etc. The assumption of weak backreaction entails that such terms
are small compared to, e.g., the inflaton’s potential energy. For the sake of our analytical calcula-
tion, this implies setting these terms strictly to zero when computing the scalar power spectrum.
In other words, the comparison we perform here only accounts for the sourcing of scalar metric
perturbations via the source functions Fα, while neglecting the backreaction of gauge fields on ζk.

8.2.1 Taking inventory

We begin our derivation by explicitly laying out the assumption for this section. Then, we go
through the individual ingredients that enter into the general expressions for the scalar power
spectrum and bispectrum in Eqs. (8.39) and (8.42), i.e., the scalar mode functions, u(η, k), the
Green function, Gk(η, τ), and the source function Sk, to establish explicit expressions for these
objects for the simple dynamical setup we consider here.

As explained above, the calculation we perform in this section assumes absent or negligible
gauge-field backreaction. For our formalism, this entails setting

⟨E2⟩ ≈ 0 , ⟨B2⟩ ≈ 0 , ⟨((E ·B))⟩ ≈ 0 , (8.50)

in all equations for the coefficients r(α), pk, and qk appearing in Eq. (8.17). The left-hand side
(LHS) of Eq. (8.17) then takes the form of the Mukhanov–Sasaki equation, as we have given it in
Eq. (1.75),

LHS = ζ ′′k + 2
z′

z
ζ ′k + k2ζk , (8.51)

with z = aφ′/H. The expressions for the coefficients r(α) appearing on the right-hand side of
Eq. (8.17) for this case are given in App. D.

In the case of negligible gauge-field backreaction, we may assume that the inflaton field is
on the slow-roll trajectory (cf. Sec. 3.3), such that φ̇ is nearly constant, as is the Hubble rate H .
Corrections to these are of the order of the slow-roll parameters εV and ηV (see Eq. (1.30)), which
we neglect in our computation. This means, we work under the idealized assumption of perfect de
Sitter space, implying the exact relation

a(η) = − 1

Hη
. (8.52)

Furthermore, we have that the instability parameter ξ for axion inflation is also constant

ξ =
β

MP

φ̇

2H
= const . (8.53)

The results of our analytical calculation are then parametrized in terms of H , ξ and the inflaton
velocity, φ̇.

Scalar mode functions and the Green function

To compute the power spectrum and the bispectrum, we need to determine both the homogeneous
and inhomogeneous parts of ζk as outlined in Sec. 8.1.
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At first, we consider the homogeneous (vacuum) part, ζvack , which we decompose into a mode
function and ladder operators as in Eq. (8.23). In the case of absent gauge-field backreaction, the
mode functions u(η, k) solves

u′′(η, k) + 2
z′(η)
z(η)

u′(η, k) + k2u(η, k) = 0 . (8.54)

This is the standard Mukhanov–Sasaki equation one also needs to solve to determine the scalar
power spectrum in the case of single-field slow-roll inflation. To solve it, we first remove the term
2(z′/z)u′ by introducing the rescaled mode function v(η, k) = z(η)u(η, k). The modes v(η, k)
then solve

v′′(η, k) +
(
k2 − z′′(η)

z(η)

)
v(η, k) = 0 . (8.55)

This can be further simplified by using that z ∝ a ∝ η−1 for constant H and constant φ̇, yielding

v′′(η, k) +
(
k2 − 2

η2

)
v(η, k) = 0 . (8.56)

This is precisely the mode equation for a massless scalar field in de Sitter space, as we have
discussed it in chapter 1. In the limit −kη ≫ 1, we can therefore select Bunch–Davies boundary
conditions for v(η, k), which then uniquely determines u(η, k). The exact solution for u(η, k)
which obeys these boundary conditions can be expressed in terms of Hankel functions and follows
from Eq. (1.62). It is given by

u(η, k) =
H2

φ̇

√
π

2
(−η)3/2H(1)

3/2(−kη) = −H
2

φ̇

1√
2k3/2

(−kη + i)e−ikη . (8.57)

Since the coefficients of the differential equation in Eq. (8.54) are real, we furthermore have
that u(η, k) and its complex conjugate constitute two linearly independent solutions to it. We can
then use these to also determine an analytical expression for the retarded Green function by means
of Eq. (8.27). The result one obtains is

Gk(η, η
′) = θ(y′ − y)

1

ky′2
[
(y − y′) cos(y − y′)− (1 + yy′) sin(y − y′)

]
, (8.58)

with y = −kη and y′ = −kη′. We are interested in computing the scalar power spectrum and
bispectrum for modes which have left the horizon at time η, i.e., y = −kη ≪ 1. This allows one
to simplify the Green function in Eq. (8.58) to

Gk(η, η
′) ≃ θ(y′ − y)

1

ky′2
(
sin y′ − y′ cos y′

)
. (8.59)

It is this second, approximate form of the retarded Green function which we shall use in what
follows.

Gauge-field mode functions

To compute the induced power spectrum and bispectrum, we also need the gauge-field mode
functionsAλ(η, k) entering into the source function Sk in Eq. (8.35). In the case of constant ξ and
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H , the mode equation in Eq. (8.31) becomes

Aλ(η, k)
′′ +

(
k2 + λk

2ξ

η

)
Aλ(η, k) = 0 . (8.60)

As we have discussed in chapter 3, this equation can be solved exactly in terms of Whittaker
functions, Wκ,µ as given in Eq. (3.28). This implies that the mode functions for the electric and
magnetic field in Eq. (8.33) are given by

Eλ(η, k) = − 1

a2

√
k

2
Uλ(−kη) , Bλ(η, k) =

λ

a2

√
k

2
Wλ(−kη) , (8.61)

with
Wλ(ρ) = eλπξ/2W−iλξ,1/2(−2iρ) (8.62)

and
Uλ(ρ) = eλπξ/2

1

ρ

[
i(ρ− λξ)W−iλξ,1/2(−2iρ) +W1−iλξ,1/2(−2iρ)

]
, (8.63)

where the second relationship follows from the recursion relationship for derivatives of Whittaker
functions, see App. A.

The source term

The source term Sk(η) in Eq. (8.35) is entirely given by the functionsK andL, which we also need
to compute the power spectrum and bispectrum in Eqs. (8.39b) and (8.42). For the simplifying
assumptions made in this section, these functions are given by

Kλ,p;λ′,p′;k(η) =
(
ϵλ(p) · ϵλ′(p′)

)a2H2

φ′2

{
ξ
[
1 + h1

][
Eλ(η, p)Bλ′(η, p′) + Bλ,p(η)Eλ′,p′(η)

]
+ h2

[
Eλ(η, p)Eλ′(η, p′) + Bλ(η, p)Bλ′(η, p′)

]
+ h3

k

H
[
Eλ(η, p)Bλ′(η, p′)− Bλ(η, p)Eλ′(η, p′)

]}
, (8.64a)

Lλ,p;λ′,−p′;k(η) =
(
ϵλ(p) · ϵλ′(p′)

)a2H2

φ′2

{
ξ
[
1 + h1]

[
E∗
λ(η, p)Bλ′(η, p′) + B∗

λ(η, p)Eλ′(η, p′)
]

+ h2

[
E∗
λ(η, p)Eλ′(η, p′) + B∗

λ(η, p)Bλ′(η, p′)
]

+ h3
k

H
[
E∗
λ(η, p)Bλ′(η, p′)− B∗

λ(η, p)Eλ′(η, p′)
]}

, (8.64b)

where p+ p′ = k, and p = |p|, p′ = |p′|. The dimensionless factors hi are given by

h1 = −x2 , h2 ≃ 2x2 +O(ϵV , ηV ) , h3 = −x
2
(1 + x2) +O(ϵV , ηV ) , (8.65)

with
x ≡ (λp− λ′p′)

k
. (8.66)

Higher-order corrections to h2 and h3 in the slow-roll parameters εV and ηV can be neglected in
our case, as we consider H and φ̇ to be constant. Writing the factors K and L in terms of the
factors hi is convenient to compare our new results to the previous approach in the literature, where
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metric perturbations have been neglected (for instance Ref. [57]). These old results are retrieved
by setting h1 = h2 = h3 = 0 in Eq. (8.64). In what follows, we denote quantities that have been
derived in this case with a tilde, i.e., the source functions with the hi’s set to zero are denoted by
K̃ and L̃ etc.

We then introduce the following useful rescaled dimensionless momenta

p∗ ≡
1

q
p , p′

∗ ≡
1

q
p′ , x ≡ |k|

q
, (8.67)

Here, q is an overall momentum scale we keep arbitrary for the moment. Using these new variables
alongside the expressions for the Green function in Eq. (8.59) and the ones forL andK in Eq. (8.64),
one can then rewrite the conformal time integrals appearing in both the induced power spectrum
in Eq. (8.39b) and the bispectrum in Eq. (8.42). The first such integral can be written as

η∫
−∞

dτ Gk(η, τ)Kλ,p;λ′,p′;k(τ) = − H4

2q3φ̇2

(
ϵλ(p∗) · ϵλ′(p′

∗)
)√p∗p′∗

x4
I(λ, p∗;λ′, p′∗;x) . (8.68)

Rewriting the integral over τ in terms of y = −kτ , the dimensionless integral I is

I
(
λ, p∗;λ′, p′∗;x

)
=

y
UV∫
0

dy (sin y − y cos y)

{
(ξ + ξh1 + yh3)λ

′Uλ
(p∗
x
y
)
Wλ′

(p′∗
x
y
)

+ (ξ + ξh1 − yh3)λWλ

(p∗
x
y
)
Uλ′
(p′∗
x
y
)

− h2

[
Uλ
(p∗
x
y
)
Uλ′
(p′∗
x
y
)
+ λλ′Wλ

(p∗
x
y
)
Wλ′

(p′∗
x
y
)]}

. (8.69)

The integral over the source function L has exactly the same form as the one over the source
functionK with the only difference being in the functions Wλ(p∗y/x) and Uλ(p∗y/x), which have
to be replaced by their complex conjugate. A simple way of denoting this is by adding a complex
conjugation to the corresponding pair of momenta and polarizations appearing as arguments in the
integral I,

η∫
−∞

dτ Gk(η, τ)Lλ,−p;λ′,p′;k(τ)=− H4

2q3φ̇2

(
ϵλ(p∗) ·ϵλ′(p′

∗)
)√p∗p′∗

x4
I
(
(λ, p∗)∗;λ′, p′∗;x

)
. (8.70)

In principle, the integration over y in Eq. (8.69) should run over −kη to infinity. However,
our interest is in computing the power spectrum and bispectrum for modes that are super-horizon,
−kη ≪ 1. In practice, we can therefore set the lower integration boundary in I to zero. Fur-
thermore, I is also UV-divergent, as we are integrating over gauge-field modes Aλ(η, k) with
arbitrarily large momenta. To treat this UV divergence, we follow the same approach as in previous
chapters, which is to introduce a UV cutoff. As before, a suitable UV regulator is the instability
scale kh given in Eq. (3.24). In the particular case we are studying here, with constant and positive
ξ, we have kh = 2ξaH . This is the same regularization procedure as was also used in previous
computations of the induced power spectrum and bispectrum, see e.g., Ref. [55].6 However, since
this choice of a cut-off scale is purely heuristic, we follow the example of Ref. [103], to also study

6A proper QFT regularization of the gauge-field-induced scalar power spectrum and bispectrum has been considered
in Ref. [443] for the case of a simple kinetic-coupling model for de Sitter space. However, we continue to rely on the
cutoff-regularization method, as this regularization procedure can also be readily applied to the case where the dynamics
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how our results are affected by O(1) changes to the cutoff scale. We therefore set the following
upper integration limit for the integral I:

yUV = γUV min
{ x
p∗
,
x

p′∗

}
, (8.71)

where the additional parameter γUV accounts for the possible theoretical uncertainties in the choice
of the cutoff. The reference value is γUV = 2ξ, but, in what follows, we shall also study the cases
γUV = 2ξ/3 and γUV = 6ξ corresponding approximately to a variation of the cutoff scale by an
order of magnitude.

8.2.2 Results

Putting all ingredients from the previous section together, we can now compute both the scalar
power spectrum and bispectrum.

The scalar power spectrum

Let us begin with the scalar power spectrum. Firstly, the vacuum contribution to Pζ(k) can be
readily computed by substituting the mode function u(η, k) in Eq. (8.57) into Eq. (8.39a). For
super-horizon modes, −kη ≪ 1, one retains the standard slow-roll result (see Eq. (1.77));

Pvac
ζ (η, k) =

(
H2

2πφ̇

)2

(1 + (kη)2)
−kη≪1≃

(
H2

2πφ̇

)2

. (8.72)

Next, we turn towards the induced contribution. Following Refs. [56, 57], it may be parametrized
as

P ind
ζ (η, k) = e4πξ

(
H2

2πφ̇

)4

f2(ξ) . (8.73)

Using Eq. (8.68) with k = |k| as the momentum scale q, the functions f2(ξ) is given by

f2(ξ) =
e−4πξ

8π

∫
d3p∗

∑
λ,λ′=±

(
1− λλ′

p∗ · p′
∗

p∗p′∗

)2
p∗p′∗

∣∣I(λ, p∗;λ′, p′∗; 1)∣∣2 , (8.74)

with p′
∗ = k/k − p∗ and I given in Eq. (8.69). We also used the following identify for the scalar

product of the two polarization vectors in Eq. (8.68);

ϵλ(p) · ϵλ′(p′) =
1

2

(
1− λλ′

p · p′

pp′

)
. (8.75)

This identity can be readily obtained by choosing a fixed reference frame for the polarization
vectors and decomposing the momenta p and p′ in radial coordinates. Details on this derivation
can be found in our original article, Ref. [2], App. E.

Note that the induced power spectrum in Eq. (8.73) is independent of the momentum k. This is
a consequence of the assumption of constant H and ξ, which implies that any scalar-perturbation
mode is subjected to the same gauge-field background at every moment in time, and thus exits the
horizon in the same state as any other mode. This same result also has been found in the seminal
work on this subject, Ref. [57]. It should be noted that this is no longer true in a realistic inflationary

of axion inflation are treated as fully time dependent, as we shall do in the following section, In this case, more advanced
regularization techniques are very challenging to realize.
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Figure 8.1: The function f2(ξ) parametrizing the gauge-field-induced part of the scalar power spec-
trum, multiplied by a factor ξ6. The black solid lines and gray-shaded regions represent the results of
the full computation, which takes into account the metric perturbations, while the blue dashed line and
light-blue-shaded region correspond to the function f̃2(ξ) in the case when the metric perturbations
are neglected. The thick black and blue lines correspond to the UV cutoff in the integral (8.69) at the
instability scale, γ

UV
= 2ξ, while the shaded bands of the corresponding color show the variation of

the final result under an increase or a decrease of the UV cutoff by a factor of 3. The orange dashed line
starting around ξ = 3 shows the leading term in the expansion of f2(ξ) in the large-ξ approximation,
see Eq. (8.76).

setting where the background is time-dependent. There, the power spectrum is k-dependent as
suggested by the generic expression in Eq. (8.39). We will see this explicitly in the next section.

Continuing with our present analysis, one can obtain a simple analytical result for f2(ξ) by using
an approximate form of the Whittaker function appearing in Eqs. (8.62) and (8.63). Neglecting the
exponentially suppressed negative-helicity mode, and approximating the positive-helicity mode
using Eq. (3.30), one can determine f2(ξ) as a series of inverse powers in ξ which approximately
holds for ξ ≫ 1. The leading-order term in this series behaves as (see also, e.g., Ref. [57])

f2(ξ) ≃
c2
ξ6
. (8.76)

Using our formalism, we obtain the coefficient c2 ≈ 8.48 × 10−5. Using instead the source term
from Ref. [57], which neglects gauge-field-sourced metric perturbations, one gets c̃2 ≈ 7.47×10−5,
which is about 12% smaller than our result. For details on this derivation, see App. F in our original
work, Ref. [2].

We also compute the function f2(ξ) numerically for different values of ξ, allowing us to go
beyond the large-ξ approximation.7 We show the result of this computation in Fig. 8.1, wherein
we plot f2(ξ)ξ6 as a function of ξ. In black, we show the result for f2 using our new formalism,
regulating the integral in Eq. (8.69) using a UV cutoff γUV = 2ξ. The gray-shaded band indicates
the uncertainty of this result when increasing or decreasing γUV by a factor of three. In blue, we

7This numerical computation should not be confused with the one performed in the next section. Here, we refer to
evaluating the integral in Eq. (8.74) by relying on the gauge-mode functions in Eq. (8.61). In the next section, we instead
determine the mode functions numerically, without relying on the exact expressions in terms of Whittaker functions,
which are only valid for constant ξ.
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show the same result for the old source term used in Ref. [57], which neglects metric perturbations.
The dashed blue line shows the result for γUV = 2ξ, and the light-blue shaded area shows the
influence of varying this cutoff by a factor of three. Notably, for both the old source term and our
new source term, the theory uncertainty from our regularization scheme is most pronounced for
ξ ≲ 2. It is also in this area, where our new source term deviates the most from the result obtained
using the old source term. Finally, the orange dashed line shows the analytical result for f2(ξ)
in Eq. (8.76) with c2 ≈ 8.48 × 10−5. Note that the analytical result only approximates the true
numerical result even for large ξ, although the agreement is overall good.

The bispectrum

For the bispectrum, we again follow Ref. [57], and parametrize it in terms of a dimensionless
function f3(ξ, x2, x3):

Bζ(k1, k2, k3) =
3

10
(2π)5/2

( H2

2π|ϕ̇c|
)6 e6πξ

k6
1 + x32 + x33

x32x
3
3

f3(ξ, x2, x3) . (8.77)

Here, we have defined k = k1 as the largest of the three momenta k1, k2, k3, and the dimensionless
variables x2 = k2/k and x3 = k3/k satisfy the inequalities in Eq. (8.48).

The function f3 can be determined by substituting Eqs. (8.68) and (8.70) into Eq. (8.42),
yielding

f3(ξ, x2, x3) = − 5

3π

e−6πξ

x2x3(1 + x32 + x33)

∫
d3p∗

∑
λ1,λ2,λ3=±1

p1p2p3 (8.78)

×
(
ϵλ1(p1) · ϵ∗λ2(p2)

)(
ϵλ2(p2) · ϵ∗λ3(p3)

)(
ϵλ3(p3) · ϵ∗λ1(p1)

)
× I

(
λ1, p1;λ2, p2; 1

)
I
(
(λ2, p2)

∗;λ3, p3;x2
)
I
(
(λ3, p3)

∗; (λ1, p1)∗;x3
)
,

with p1 = p∗, p2 = p∗ − k̂1, and p3 = p∗ + k̂3x3 for k̂i = ki/ki.
First, we study f3 in the equilateral configuration with x2 = x3 = 1. Using the large-ξ

approximation of the gauge-field mode functions, it scales as

f3(ξ, 1, 1) ≃
c3(1, 1)

ξ9
. (8.79)

Evaluating Eq. (8.78) using our new source term, we find c3(1, 1) ≈ −3.25× 10−7, while the old
source term used in Ref. [57] yields c̃3(1, 1) ≈ −2.77× 10−7, the former exceeding the latter by
about 15%.8 Just as for the induced power spectrum, we also compute f3(ξ, 1, 1) numerically as
a function of ξ. The results are shown in Fig. 8.2 using the same color scheme as in Fig. 8.1.

Next, we study the dependence for other momentum configurations. This is captured by the
shape function Σ introduced in Eq. (8.45), which can be expressed in terms of f3 as

Σ(ξ, x2, x3) =
1 + x32 + x33

3x2x3

f3(ξ, x2, x3)

f3(ξ, 1, 1)
. (8.80)

We compute this shape function numerically for the fixed values ξ = 1.5, 2, 2.5, and 3 using
γUV = 2ξ for the UV cutoff. The results for this are shown as a density plot in Fig. 8.3, depicting

8Our results differ in sign with respect to the original result reported in Ref. [57]. This can be traced back to a
difference in convention for the sign of ζ used in our work and the one in Refs. [56, 57], c.f. our Eq. (8.16) and Eq. (5.16)
in Ref. [57].
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Figure 8.2: The function f3(ξ, 1, 1) parametrizing the equilateral scalar bispectrum multiplied by a
factor ξ9. The colors and lines match the one for f2(ξ) given in Fig. 8.1. The orange dashed line shows
the leading term in the expansion of f3(ξ, 1, 1) in the large-ξ approximation, see Eq. (8.79).

deviations from the equilateral configuration. For all values of ξ, we find that the gauge-field-
induced bispectrum is broadly peaked around the equilateral configuration while being smallest
for x3 → 0. This is also confirmed by table 8.1, wherein we list the cosines of the angles between
Σ(ξ, x2, x3) in Eq. (8.80) and the standard patterns in Eq. (8.46) using Eq. (8.49). The largest
overlap is found for the equilateral configuration with the values for cosΘ ranging from 0.94 to
0.97.

ξ
cosΘ in Eq. (8.49) with respect to patterns:

Local (8.46a) Equilateral (8.46b) Orthogonal (8.46c)

1.5 0.47 0.97 −0.10

2.0 0.47 0.97 −0.10

2.5 0.47 0.94 −0.10

3.0 0.49 0.94 −0.10

Table 8.1: Cosines of the angles (8.49) between the shape functions Σ(ξ, x2, x3) and the standard
(local, equilateral, and orthogonal) patterns computed for ξ = 1.5, 2, 2.5, 3.

Based on this observation, we can then also confront our result for the bispectrum with CMB
constraints on scalar non-Gaussianity.9 Data from the Planck satellite [15] constrains the amplitude
of the bispectrum for the local, equilateral, and orthogonal patterns. In our case, the bispectrum
is predominantly aligned with the equilateral configuration, for which the Planck constraints are
given by−73 < f equilNL < 21 (68%C.L.). Here, fNL is a dimensionless parameter which quantifies
the amplitude of the bispectrum. Following Ref. [57], it is related to f3(ξ, 1, 1) in Eq. (8.78) as

f equilNL = Asf3(ξ, 1, 1)e
6πξ , (8.81)

9Note that this comparison is not included in Ref. [2], but is based on the same results.
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Figure 8.3: The bispectrum shape function Σ(ξ, x2, x3) in the part of the (x2, x3) plane limited by the
inequalities (8.48) for four fixed values of ξ: (a) ξ = 1.5, (b) ξ = 2, (c) ξ = 2.5, and (d) ξ = 3. Since in
all cases the shape function exhibits a broad maximum at the equilateral configuration, the color scheme
and contour labels correspond to the deviation of the shape function from unity, 1− Σ(ξ, x2, x3) on a
logarithmic scale.

with As the amplitude of the scalar power spectrum at CMB scales. Taking the observed value
As = 2.1×10−9 [14], and the results for our numerical evaluation of f3(ξ, 1, 1), we find agreement
with the known non-Gaussianity bound for axion inflation: ξ ≲ 2.5 [65]. Note in particular, that
this result appears to be insensitive to the uncertainties when varying the UV cutoff γUV. Although
Fig 8.2 indicates a large sensitivity of f3(ξ, 1, 1) on the UV cutoff, the exponential dependence on
ξ in Eq. (8.81) overshadows this uncertainty in the numerical prefactor. Furthermore, the result is
not sensitive to the choice of source function, either the new one presented in this chapter, or the
old one used in Ref. [57].

8.2.3 Discussion

Overall, we find a remarkable agreement between our comprehensive approach to computing
scalar perturbations including the sourcing of inflaton and metric perturbations via the gauge
field, compared to the treatment in Ref. [57], which only accounted for the sourcing of inflaton
perturbations. This is most prominently seen in Fig. 8.1 and 8.2. In particular, we observe this
agreement to be best in the regime ξ ≳ 2. Hence, we also find that our result confirms previous
constraints on the degree of scalar non-Gaussianity for axion inflation, namely ξ ≲ 2.5.

The fact that these two approaches to computing scalar perturbations agree so well for large ξ
can be explained as follows. The important observation is that, for moderate to large ξ values, the
dominant contribution to f2 and f3 comes from the positive-helicity gauge-field modes, as they
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are exponentially amplified with respect to the negative ones (cf. Eq. (3.28)). Moreover, these
enhanced modes are strongly peaked for momenta below the instability scale 2ξaH (c.f. Fig. 3.1).
These mode functions then enter in pairs into the integral I in Eq. (8.69), where the two functions
share the largest overlap for near equal momenta, p∗ ≃ p′∗, while quickly decreasing otherwise.
The only difference between I for our new source term and the one used in Ref. [57] is given by
the terms proportional to the functions h1, h2, and h3 in Eq. (8.65). However, under the idealized
conditions of constant ξ and H , all hi’s are proportional to (λp∗ − λ′p′∗) = (p∗ − p′∗) for the case
of two positive polarization modes, which vanish in the case of the largest overlap between mode
functions, p∗ ≃ p′∗. Thus, these new terms give a marginal contribution to I, and therefore to the
induced power spectrum and bispectrum, explaining the overall good agreement between our new
treatment and the old one used in Ref. [57].

It should however be noted that these considerations only hold if we neglect gauge-field
backreaction as we have done here. In particular, in the regime of strong backreaction, at least two
of the above arguments are altered. As previously discussed in chapter 3, the slow-roll conditions
are no longer satisfied in the case of strong backreaction, as both φ, ⟨E2⟩, ⟨B2⟩, etc. are subjected
to violent oscillations. This means that additional terms in h1, h2, and h3 could become important,
which do not vanish in the case p∗ ≃ p′∗. Moreover, since the oscillations in the inflaton and
gauge field are also featured in the mode functions, their momentum distribution also becomes less
peaked implying that contributions for p∗ ̸= p′∗ can become more relevant. In addition, gauge-field
backreaction also modifies the left-hand side of the ζ equation, Eq. (8.17), as terms such as ⟨E2⟩
and ⟨B2⟩ can then contribute to the coefficients pk and qk in this differential equation. This
directly alters the vacuum contribution, ζvac, but also affects the Green function which is needed
to determine the induced contribution, ζ ind. One can therefore expect that, in a scenario including
gauge-field backreaction, the self-consistent inclusion of metric perturbations can have a more
pronounced effect on the scalar power spectrum and bispectrum, which is why we investigate these
effects in the next section in a fully numerical calculation of the scalar power spectrum, including
strong-backreaction effects for both the inflationary background and the perturbations.

Before we discuss these numerical results, let us make some final remarks regarding the
analytical calculation we have performed here. Firstly, it is also interesting to note that the
importance of gauge-field-sourced metric perturbations appears to be more relevant in the case
of small ξ. This is easy to understand following our previous line of reasoning. For smaller ξ,
the overall importance of positive-helicity modes over negative ones becomes lessened. Thus, the
terms proportional to the hi’s in I contribute more, since their proportionality to (λp∗ − λ′p′∗)
does not entail a cancellation for unequal helicities even for p∗ ≃ p′∗. Moreover, since gauge-
field production is less efficient for smaller ξ, the positive-helicity modes are themselves also less
peaked.

Meanwhile, it is important to note that these results for small ξ are overshadowed by a large
theoretical uncertainty due to our regularization procedure. For a fixed value of ξ, the results for
f2 and f3 can vary by up to six orders of magnitude for a mere O(1) change of the cutoff value
γUV . Although the cutoff γUV = 2ξ is well motivated, the sensitivity of our result to only small
changes in this regulator indicates the necessity for a more rigorous and accurate regularization
procedure based on conventional QFT techniques like adiabatic or dimensional regularization. To
our knowledge, this has so far only been considered for gauge-field production in the absence of
backreaction in Refs. [373, 374]. An application of proper renormalization techniques to the scalar
power spectrum may be relevant for comparison with observations [444]. However, it should be
noted that our simple estimates regarding the theoretical uncertainty of our regularization proce-
dure did not affect the result for the non-Gaussianity bound, which stands at ξ ≲ 2.5, irrespective of
variations for γUV. Further investigations into these phenomenological implications of regulariza-
tion techniques are nonetheless warranted, also regarding the bound on ξ for primordial-black-hole
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overproduction in axion inflation, which also applies to the potentially sensitive region ξ ≃ 2−2.5.
Recently, Ref. [445] took a first step toward investigating alternative regularization methods for
the gauge-field-induced scalar power spectrum in the case of constant H and ξ. However, what is
ultimately missing is the development and application of improved renormalization methods for
the fully time-dependent case including strong gauge-field backreaction.

8.3 Second application: Axion inflation with backreaction

Having validated our new formalism in the weak-backreaction regime, where we could rely on
(semi-)analytical techniques, we now seek to apply it to the study of scalar perturbations in
situations where we account for the full complex dynamics of axion inflation. Note that the
following discussion is based on ongoing work which is not part of our original publication,
Ref. [2].

In our subsequent discussion, we merely focus on the calculation of the scalar power spectrum,
not the bispectrum. At first, we discuss our general numerical strategy which we use to perform
this computation. The basis for this is a similar calculation of the induced tensor power spectrum
for axion inflation in Ref. [83], which we adapt to the study of scalar perturbations. We then
apply this strategy by successively relaxing the assumptions from the previous section. In the
first part, we compute the scalar perturbation spectrum on a fully dynamical background, but we
set all backreaction terms (⟨E2⟩, ⟨B2⟩ and ⟨E ·B⟩ etc.) explicitly to zero when solving the
ζ-equation, Eq. (8.17). This allows us to directly compare our numerical results to our earlier,
semi-analytical ones. Only after we have performed this validation do we study the situation where
the backreaction terms entering Eq. (8.17) are directly taken from the numerical background. In
what follows, we shall often refer to these two assumptions as “neglecting backreaction terms” and
“including backreaction terms”. We want to state explicitly that these two statements only refer to
the calculation of the scalar power spectrum. The background dynamics are always solved in their
entirety, including gauge-field backreaction terms, as explained in chapter 4.

8.3.1 Computing the scalar power spectrum using the GEF

The overall strategy to numerically compute the scalar power spectrum remains the same as in
the previous section. The scalar power spectrum still consists of two separate contributions, the
vacuum power spectrum, Pvac

ζ , given in Eq. (8.22), and the induced power spectrum, P ind
ζ , given

in Eq. (8.30). To compute these contributions, we therefore need to determine the vacuum mode
functions uλ(η, k), the Green function Gk(η, τ), and the source term Kλ,p;λ′,k−p;k(τ). The
difference to the previous section is that we now determine these quantities for a fully dynamical
background.

Background dynamics

In a first step, we need to solve the dynamical background equations for axion inflation. For this, we
rely on the GEF approach outlined in chapter 4, which gives us access to the full time evolution of
the background inflaton field, the Hubble rate, the backreaction parameters ⟨E2⟩, ⟨B2⟩, ⟨E ·B⟩,
and so on. Moreover, the GEF also allows us to determine the spectrum of gauge-field mode
functions Aλ(t, k), which enters into the source function for the induced scalar power spectrum in
Eq. (8.39b).

In what follows, we consider the situation where the GEF equations are initialized with slow-
roll initial conditions. This means, we assume gauge-field production is initially absent in our
system, and is free to grow as time progresses. This corresponds to the slow-roll initial conditions
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for the GEF that we discussed in Sec. 4.2.2. Specifically, in what follows, we compute background
dynamics for our standard benchmark scenario: a quadratic inflaton potential, V (ϕ) = m2ϕ2/2
with mass m = 6.16× 10−6MP, and the inflaton field initialized on the slow-roll trajectory such
that we are guaranteed at least 60 e-folds of inflation.

Vacuum power spectrum

The vacuum contribution Pvac
ζ can be computed from the mode functions u(η, k) of ζvac using

Eq. (8.39a). These mode functions need to be determined numerically by integrating the mode
equation

u′′(η, k) + pk(η)u
′(η, k) + qk(η)u(η, k) = 0 . (8.82)

Here, the coefficients pk and qk are now both fully time-dependent, and follow from the general
expressions given in App. D. They depend on wavenumber k, and the background dynamics, and
can therefore be derived from the GEF solution. To solve this mode equation, we apply the strategy
detailed in App. B.

What requires some care is the initialization of these mode functions. When neglecting
backreaction, we have that pk = 2(z′/z) with z = aφ̇/H and qk = k2 as in Sec. 8.2. The
mode functions u(η, k) can therefore be initialized in the standard Bunch–Davies vacuum, i.e.,
v(η, k) ≡ z(η)u(η, k) ≃ e−ikη/

√
2k for |kη| ≫ 1 (see Eq. (8.54)).

Less obvious is the initialization for the case when backreaction terms, ⟨E2⟩, ⟨B2⟩ etc., are
included in pk and qk. In this case, we can however take advantage of the fact that we initialize
our GEF system assuming slow-roll initial conditions. This means, at early times in our system’s
evolution, gauge-field backreaction is not yet effective. In particular, backreaction in the Friedmann
equation is absent, entailing 6M2

PH
2 ≫ ⟨E2 +B2⟩ (see also Eq. (3.27)). For a mode u(η, k)

deep inside the horizon, k ≫ aH , we then also have that k2 ≫ a2 ⟨E2 +B2⟩ /M2
P. In this limit,

the expressions for pk and qk again reduce to pk ≃ 2(z′/z) and qk ≃ k2 as in the case of no
backreaction. The mode functions u(η, k) can therefore be initialized as before;

u(η, k) ≃ 1

z(η)

1√
2k
e−ikη , for |kη| ≫ 1 and H2 ≫ ⟨E2 +B2⟩

6M2
P

. (8.83)

Induced power spectrum

To compute the induced power spectrum, P ind
ζ , one first needs to determine the Green function

Gk(η, τ). One may naively expect that the Green function for fixed k can be simply computed
based on the numerical mode function u(η, k) and its complex conjugate as in Eq. (8.27). In
practice, however, this approach yields numerically unstable results since the mode function
u(η, k) are highly oscillatory at early times resulting in undesirable cancellation effects. An
improved numerical approach entails computing the Gk(η, τ) for a fixed τ and k by directly
evolving it in time. Details on this method are given in App. B.10

Alongside the Green function, the induced power spectrum also requires the determination
of the source function Kλ,p;λ′,p′;k(η), the general expression for which is given in App. D. As
previously explained, it decomposes into five terms, each of which is proportional to one of the
coefficients r(q), r(ρ), r(σ)1 , r(σ)2 and r(E·B) appearing in Eq. (8.19). The lengthy expressions
for these coefficients are also relayed to App. D, but for our subsequent discussion, it suffices to
know that they depend on wavenumber k and background quantities like φ, H , ⟨E⟩2, etc. They
can therefore be readily computed from the background GEF evolution. Finally, the source term

10Note that this strategy has not been used in Ref. [83], who relied on an analytical approximation for the Green
function in their case.
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Kλ,p;λ′,p′;k(η) also depends on the gauge-mode functions Aλ(η, k), which, as explained above,
are also determined as part of the GEF technique (see chapter 4).

Finally, P ind
ζ (η, k) can be computed by numerically evaluating both the momentum and time

integral in Eq. (8.39b). These integrals are successively calculated for a discrete set of momenta and
for a fixed set of times. For the regularization of this integral, we rely on the standard momentum
cutoff at the instability scale kh given in Eq. (3.24). Once again, we refer the reader to App. B for
details on this numerical integration strategy.

8.3.2 Neglecting gauge-field backreaction

For a controlled first application and validation of our numerical strategy, we now apply it to the
scenario where all backreaction terms ⟨E⟩2, ⟨B2⟩, ⟨E ·B⟩ etc., are set explicitly to zero when
computing the coefficients pk, and qk, and the r’s entering in Eq. (8.82) and the source term
Kλ,p;λ′,k−p;k(η).

Validation: β = 10 — weak backreaction dynamics

As a first benchmark, we compute the vacuum and induced scalar power spectrum for the case
of a weak axion–vector coupling, β = 10. As in Sec. 8.2, we compute the induced scalar power
spectrum once for the source term K that we derive in this chapter, i.e., the one that accounts for
the sourcing of metric perturbations via the gauge field, and once for the original source term K̃
derived in Ref. [57]. For the scenario we are considering here, β = 10, gauge-field production
is not efficient enough for the background evolution to be subjected to gauge-field backreaction
effects, and the end of inflation is reached on the slow-roll attractor. Since the background evolution
is given entirely by slow-roll dynamics, we are therefore in a scenario where our analytical results
for Pvac

ζ and P ind
ζ from the previous section (Eqs. (8.72) and (8.73)) should generally agree with

our numerical ones. Moreover, based on these analytical results, we can expect good agreement
between the induced power spectrum computed for the two source functions, K and K̃. This first
benchmark therefore mainly serves as a validation of the integrity of our numerical calculation.

In Fig. 8.4, we show our results for this benchmark scenario. The upper panel depicts the
vacuum power spectrum, while the lower panel gives the induced power spectrum, both of which
are computed at the end of inflation. We show the results for numerical calculations in red and
in blue, respectively for our new source function including sourced metric perturbations, and the
original source function used in Ref. [57]. For comparison, the dotted black lines indicate the
analytical results from the previous section. These analytical results are obtained by evaluating
Eqs. (8.72) and (8.73) based on the time-dependent values of ξ, H , etc. and we approximate f2(ξ)
assuming the large-ξ approximation, Eq. (8.76) with c2 = 8.48× 10−5.

For the vacuum power spectrum, we can note excellent agreement between the numerical
approach and the analytical results. For the induced power spectrum, the agreement between both
numerical results is near perfect, precisely as expected from our findings of the previous section.
Meanwhile, the analytical approximation only qualitatively reproduces the numerical results, with
deviations that are especially pronounced at low wavenumbers, corresponding to modes that exit
the horizon at early times. Such differences for P ind

ζ are however expected, seeing as the analytical
result assumes large ξ values, which are not realized for the dynamical system we consider here; for
β = 10, ξ remains at ξ ≲ 2 until the late stages of the inflationary evolution. As seen in Fig. 8.1,
f2(ξ) can deviate significantly from the value in the large-ξ approximation.
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Figure 8.4: The vacuum (upper panel) and induced (lower panel) scalar power spectrum at the end of
inflation for a dimensionless axion–vector coupling β = 10. In red, we show results for the numerical
computation of the power spectra using the source termK derived in this chapter. Here, we are setting
all gauge-field backreaction terms (⟨E⟩2, ⟨B2⟩, ⟨E ·B⟩ etc.) entering Eq. (8.17) to zero. In dashed
blue, we show numerical results for the power spectra which we compute for the original source term
presented in Ref. [57]. The dotted black line shows analytical results for both the vacuum and induced
power spectra based on Eqs. (8.72) and (8.73) withP ind

ζ computed assuming the large-ξ approximation,
Eq. (8.76).

Extrapolation: β = 25 — from weak to strong-backreaction dynamics

After this first consistency check, we extend our calculation to a benchmark scenario with a larger
value for the axion–vector coupling, β = 25. As a reminder, we discussed the background dynamics
for this scenario in Sec. 4.2.2, finding that the system enters the regime of strong gauge-field
backreaction, which includes a prolonged duration of inflation and a phase of violent oscillations
in the inflaton velocity (and therefore of ξ). Unlike the previous benchmark point, we can here
consider how strong-backreaction effects can affect the scalar power spectrum. Specifically, as we
are considering slow-roll initial conditions, the scalar power spectrum should qualitatively separate
into two distinctive regimes: the power spectrum at low wavenumber reflects scalar modes that
have exited the horizon during a stage of slow-roll inflation, while larger wavenumbers correspond
to modes that exited the horizon during a stage of strong backreaction. Once again, we compute
the vacuum and the induced power spectrum for this benchmark point, once based on the analytical
formula in Eqs. (8.72) and (8.73), once numerically for the new source term derived in this chapter,
and then again for the old source term used in Ref. [57]. The results of this computation are then
given in Fig. 8.5 with the same colors as in Fig. 8.4.

Looking first at the analytical results (black dotted) in Fig 8.5, we can recognize the separation of
the power spectrum into the low-wavenumber part corresponding to weak-backreaction dynamics,
and the large-wavenumber section corresponding to modes that have exited the horizon in the
strong-backreaction regime. For the analytical results, the curves we are plotting for Pvac

ζ and
P ind
ζ are direct functions of the inflaton velocity φ̇ (or the instability parameter, ξ). Therefore,

we can identify the onset of strong backreaction dynamics in these power spectra via the violent
oscillations in the dotted black curves.

Let us first focus on the results at low wavenumbers. In this case, the analytical and numerical
results are all in good agreement, which is exactly what we should expect. Firstly, analytical and
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Figure 8.5: Equivalent results as in Fig. 8.4, this time for β = 25. Colors and line styles match
those in Fig. 8.4. We also highlight the regime where the induced scalar power spectrum surpasses the
threshold P ind

ζ > 10−2, indicating the potential for PBH formation.

numerical results for Pvac
ζ and P ind

ζ should agree, as they are computed for approximate slow-roll
dynamics, and, in particular the large-ξ approximation for the analyticalP ind

ζ should perform better
than for β = 10, as the larger value of β that we consider here implies a larger value of ξ already at
early times during inflation. Finally, the agreement between the two numerical evaluations of P ind

ζ

for low wavenumbers is entirely consistent with our findings in Sec. 8.2. Overall, this agreement,
as well as the agreement that we found for β = 10 validates the consistency of our numerical
implementation.

Next, let us consider results at large wavenumbers, after slow-roll dynamics have broken down.
In this case, we can observe substantial differences between the analytical and the numerical results
both for the induced and the vacuum power spectrum. These deviations indicate the breakdown
of the analytical calculation, not the numerical one, as the analytical results are evaluated in a
dynamical regime where the underlying assumptions under which they have been computed are no
longer valid. Instead, we can focus on comparing the two numerical results for the induced power
spectra (lower panel) to assess the importance of gauge-field-induced metric perturbations. We
can note that the result for P ind

ζ for our new source term derived in this chapter, and the original
source term from Ref. [57], agree well, also for strong-backreaction effects. This indicates that
gauge-field-induced metric perturbations by themselves give a subdominant contribution to the
induced power spectrum, and that the dominant contribution has already been accounted for in the
source term derived in Ref. [57].

At this stage, we have however not taken into consideration the second effect which our
formalism can account for, which is the effect of the backreaction terms ⟨E2⟩, ⟨E ·B⟩ etc. on the
evolution of curvature perturbations. We shall consider this in the next section.

Before we do so however, we should briefly pause, as the results in Fig. 8.5 also serve as
an illustration why a reliable computation of the induced scalar power spectrum in the strong-
backreaction regime is relevant. In Fig. 8.5, we indicate that the induced power spectrum surpasses
the threshold P ind

ζ > 10−2 for large wavenumbers. As mention in chapter 1, this threshold
is conventionally taken as a benchmark value that indicates the potential for primordial-black-
hole (PBH) formation once scalar perturbations of the corresponding wavenumbers reenter the
horizon after inflation [253]. The fact that P ind

ζ surpasses this value in the strong-backreaction
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regime signals that axion inflation may indeed lead to the formation of PBHs. Meanwhile, this
demonstrates that accurate calculations of their formation rate should take strong-backreaction
effects into account, as analytical results are no longer reliable in this dynamical regime, as had
also been pointed out in Ref. [109]. At the same time, the large amplitude of P ind

ζ may also signal
a breakdown of perturbativity during the strong-backreaction regime, which would align with the
observation made using lattice techniques in, e.g., Refs. [378, 379] (see also our discussion in
chapter 4). In either case, this emphasizes the need for an accurate determination of the induced
power spectrum when including strong-backreaction effects, and highlights the importance of the
GEF-based strategy we have developed and applied in this section.

8.3.3 Including gauge-field backreaction

Let us then consider how the results presented in the previous section change, when we include
backreaction terms into the calculation of the scalar power spectrum. To once again make the
distinction explicit, in this section,“no backreaction” refers to setting ⟨E⟩2 = ⟨B2⟩ = ⟨E ·B⟩ = 0
for the computation of the scalar power spectrum, while “including backreaction” implies these
terms are consistently accounted for in the calculation of P ind

ζ . In the latter case, the values of
the backreaction terms are directly taken from the GEF solution for the dynamical background.
Moreover, we are here entirely reliant on the source function K derived in this chapter, as the one
presented in Ref. [57] did not account for backreaction effects.

As before, the first thing we want to consider is the application to the case β = 10. Here, we
expect to find that the backreaction terms ⟨E⟩2, ⟨B2⟩, ⟨E ·B⟩ only marginally affect the results
for the overall scalar power spectrum, since this scenario features weak gauge-field production, and
the backreaction terms remain small (relative to, e.g., the Hubble rate, H).

In Fig. 8.6, we show first results for the induced scalar power spectrum in this scenario. Here, we
compare the numerical results for P ind

ζ without backreaction terms (gray, solid), to the result when
backreaction terms are included (shades of blue, dotted). The spectrum for the no-backreaction
case is computed at the end of inflation, while the results including backreaction terms are given at
0, 3, 6 and 9 e-folds before the end of inflation as indicated by the colorbar on the right of the figure.
At 9 e-folds before the end of inflation, the power spectrum including backreaction terms matches
our expectation; the results with and without backreaction terms agree for all modes that have exited
the horizon at this moment of time. The results for the power spectrum at later times continue
to align with the no-backreaction result for large wavenumbers. However, at low wavenumbers,
there is a striking deviation. Small wavenumbers that have exited the horizon many e-folds ago,
and for which the scalar power spectrum should remain frozen, instead undergo rapid growth. The
induced scalar power spectrum develops the behavior P ind

ζ ∝ 1/k for these modes, indicating an
infrared divergence which is not present for the scalar power spectrum where backreaction terms
are neglected.

Mathematically, this effect can be understood by further analyzing the source term for P ind
ζ .

As previously noted, it is composed of five terms, each proportional to one of the r-coefficients in
Eq. (8.19). By studying numerical results for these coefficients both with and without including
backreaction terms, one can identify particularly strong effects of these backreaction terms for the
coefficient r(σ)1 . To illustrate this, we show the time evolution of this coefficient for the case β = 10

in Fig. 8.7. Here, we compute r(σ)1 once without backreaction terms (dashed lines), and once when
including them (solid lines). We do this for three momenta k1 < k2 < k3. What is immediately
evident, is that |r(σ)1 | is approximately time-independent at early times, which is reproduced both
with and without including backreaction terms into its determination. At late times, this remains
true for the computation without backreaction terms, while |r(σ)1 | with backreaction terms starts
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Figure 8.6: Results for the induced scalar power spectrum once backreaction terms (⟨E⟩2, ⟨B2⟩,
⟨E ·B⟩ etc.) are included into the determination of ζ. We show four realizations of the P ind

ζ

computed at four different times during inflation; 9, 6, 3 and 0 e-foldings before the end of inflation.
The colors of the curves correspond to the scale given on the right-hand side of the plot. Underlying
these curves in gray, we show the result for P ind

ζ at the end of inflation when backreaction terms are
not included in the determination of ζ. The gray curve in this figure matches the one shown in red in
Fig. 8.4. Clearly visible is a growing infrared divergence in the induced scalar power spectrum, which
develops when backreaction terms are included in its determination.
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backreaction terms (dashed), and once when backreaction terms are included (solid). The late-time
growth of |r(σ)1 | in the latter case can be attributed to the IR divergence observed in Fig. 8.6.
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suddenly growing. This growth affects all wavenumbers, first for the smallest wavenumber, k1,
and successively later for k2 and k3.

A thorough investigation of the expression for |r(σ)1 | in Eq. (D.18e) reveals that it indeed
contains terms proportional to, e.g., the combination k2 + a2X/M2

P with X = ⟨E2⟩ , ⟨B2⟩. As
gauge-field production continuously grows during inflation, the contribution from ⟨E2⟩, ⟨B2⟩ thus
begins to take over at late times, first for smaller values of k, then for larger ones. This growth
is evidently not present when explicitly setting ⟨E2⟩ = ⟨B2⟩ = 0, as we did in the calculations
of the power spectrum in the previous sections. Because r(σ)1 immediately enters the source term
of P ind

ζ (see Eq. (D.20c)), its growth can then be directly attributed to the development of the
infrared divergence in the induced scalar power spectrum that we can see in Fig. 8.6; starting
with the smallest wavenumbers, the source contribution proportional to r(σ)1 begins to dominate
the spectrum, progressively affecting larger and larger modes as inflation proceeds. Indeed, we
confirmed that the result forP ind

ζ does not exhibit the infrared divergence when backreaction effects
are only discounted for r(σ)1 , but kept for all other r-coefficients as well as in pk and qk.

Although this mathematical explanation appears sound, it does not shed any light on the
physical origin of the IR divergence we observe. The separation into five contributions is done for
mathematical convenience, but holds no deeper physical meaning. Thus, identifying the instigating
coefficient r(σ)1 does not allow us to gain insight into a possible physical origin of the IR divergence
ofP ind

ζ that we observe. At this point, it merely supports the interpretation that this effect is not due
to an inconsistency in our numerical implementation, but rather has a clear mathematical origin.

The IR divergence is clearly the cause for further investigation, as it is a significant deviation
from our expectation that, for β = 10, the effect of the backreaction terms ⟨E2⟩, ⟨B2⟩, ⟨E ·B⟩
etc., on the scalar power spectrum should not be large. Moreover, we find that similar features
appear also for larger β values. This raises the question if this result is physically meaningful, or
if it is rooted in one of our underlying assumptions when developing the formalism we present in
this chapter. At present, we are not able to draw a definitive conclusion regarding this question.
Instead, in what follows, we briefly highlight some observations and deliberations on this matter.

Deliberations on the infrared divergence

In assessing the importance of the IR-divergent scalar power spectrum, two stances appear defend-
able from our perspective. The first is to identify the sudden growth in the scalar power spectrum
as a real physical effect. In this case, the IR-divergent spectrum signals a clear breakdown of the
perturbative approach that we relied on in this chapter. The second is that the IR divergence can
be attributed to an effect which our formalism does not take into account.

Let us first direct our attention toward the assumption of perturbativity. Here, some insight can
be gained by considering the results of lattice simulations for axion inflation, e.g., Refs. [378–380].
As we have noted in chapter 4, these simulations indicate that gauge-field production in the regime
of strong backreaction leads to a significant growth of inflaton perturbations, which then also affect
gauge-field production. In principle, this dynamical backreaction of inflaton inhomogeneities could
imply that a separation into background and perturbations as we have considered here is not valid,
and that the IR divergence we see in Fig. 8.6 is an indication of this breakdown of perturbativity.

However, this seems unlikely, since, for the benchmark point we have analyzed in Fig. 8.4,
we are studying a scenario of weak gauge-field production for which lattice simulations indicate
that these inhomogeneous-backreaction effects are irrelevant. One caveat to this conclusion is that
current lattice simulations assume an isotropic and homogeneous spacetime metric, i.e., they do
not account for the sourcing of metric perturbations via the gauge field. In principle, one could
therefore suppose that the breakdown of perturbativity comes from the fact that metric perturbations
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are effectively sourced by gauge fields, and that metric perturbations themselves are an effective
source of gauge fields, purely via a gravitational interaction. However, given that our results in the
previous sections have consistently demonstrated that the contribution from gauge-field-induced
metric perturbations is subdominant with respect to sourced inflaton perturbations, it is unclear
why the reversed backreaction of metric perturbations on gauge-field production should be more
important than that of inflaton perturbations on gauge-field production, which we know to be
irrelevant for β = 10. Overall, it seems unlikely that the IR divergence we observe in Fig. 8.6 is
indeed signalling a breakdown of perturbation theory.

Let us then consider an alternative origin for the observed IR divergence. Here, we may
speculate on the possibility that our formalism requires further refinement, with the IR divergence
being a symptom of an inconsistency in our treatment. At present, we perceive two possibilities in
this regard.

The first possibility relates to the difference between adiabatic and isocurvature perturbations.
As we have noted in chapter 1, single-field slow-roll inflation leads to the production of adiabatic
perturbations, for which one generically finds that the super-horizon spectrum of curvature per-
turbations is conserved (see, e.g., the standard discussion in textbooks on this matter [138, 191]).
The presence of gauge fields adds an isocurvature contribution to the overall spectrum of scalar
perturbations. This entails that the scalar power spectrum need not be frozen on super-horizon
scales, which may lead to a large-scale growth in P ind

ζ as we observe it. An interesting thing to
note here is that studies of isocurvature perturbations for multifield inflation scenarios have in-
deed identified similar IR divergences in the scalar power spectrum (see, for instance, Ref. [446]).
The correct approach to studying isocurvature perturbations in multifield inflation scenarios is to
then collectively solve a set of perturbation equations for all fields in the system (see Ref. [155,
434, 435]). As we have remarked upon in Sec. 8.1.2, the analogous treatment of isocurvature
perturbations in our model would be to solve our master equation for ζ in Eq. (8.17) together with
the equations of motion for the source terms Fα in Eq. (8.14). This approach to studying scalar
perturbations in axion inflation entails a significant departure from the approach we have presented
here, and would require a thorough reexamination of our formalism.

A second possibility is that the IR divergence we encounter in our model is unrelated to
isocurvature perturbations. The basis for this speculation is a recent discussion concerning the
production of scalar perturbations for ultra-slow-roll (USR) models of inflation [447–449]. In
models of USR inflation, one considers a scenario of single-field inflation, where the inflaton
undergoes a transition through a nearly flat part of the inflaton potential. In this flat part, the
inflaton velocity becomes small, which amplifies the standard vacuum power spectrum for inflation
(see Eq. (8.72), in particular the proportionality to 1/φ̇2.) The authors of Ref. [447] studied the
contribution to the scalar power spectrum sourced by inflaton self-interactions. They observed
a similar large-scale enhancement of the scalar power spectrum as the one we find for axion
inflation, albeit in a single-field inflation scenario, where isocurvature perturbations are absent. In
Ref. [447], it was concluded that these effects signal a breakdown of the perturbative description
of USR inflation, while other authors refuted these claims [448]. Eventually, Ref. [449] proved
that these effects are spurious. To arrive at this conclusion, Ref. [449] worked in a suitably chosen
gauge (spatially-flat gauge), which simplified the complexity of their computation. Although our
Eq. (8.17) is gauge-invariant, it may similarly be the case that a rederivation of this equation in
spatially-flat gauge reveals inconsistencies in our previous derivation, which may resolve the IR
divergence we observe in our present analysis.

Ultimately, seeking the answer to these questions is beyond the scope of this thesis. However,
seeing as the numerical tools we have developed in this section revealed the IR divergent spectrum,
they may also prove essential in gaining further insights into answering them in the future.
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8.4 Summary and conclusion

In this chapter, we have presented a new formalism to study the production of scalar perturba-
tions during axion inflation. This formalism entails a self-consistent application of cosmological
perturbation theory, and accounts for the creation of scalar inflaton and metric perturbations via
the inflationary gauge field present during axion inflation. In this formalism, scalar perturbations
can be directly sourced by an inhomogeneneous gauge-field source, while the presence of a non-
trivial gauge-field background can also backreact on the evolution of scalar perturbations. As long
as these backreaction effects are neglected, we find the contribution of gauge-field-sourced met-
ric perturbations to be small compared to sourced inflaton perturbations. Meanwhile, including
gauge-field-backreaction effects leads to the development of an infrared (IR) divergence in the
spectrum of scalar perturbations. At present, it is unclear if this second affect is physical in nature,
signalling the breakdown of perturbativity, or if the divergence requires a more refined version of
the formalism we have presented here.

These conclusions are based on a comprehensive application of our formalism in two case stud-
ies. In the first case study, we relied on a fully analytical study of scalar perturbations, where we
assumed that gauge-field backreaction is irrelevant both when studying the inflationary background,
and for the creation of scalar perturbations. By assuming idealized slow-roll conditions, a constant
Hubble rate, H , and a constant inflaton velocity, φ̇, we were able to perform a comprehensive
comparison between our new formalism and prior literature results [57]. This comparison sug-
gests that gauge-field-sourced metric perturbations only marginally affect the amplitude of scalar
perturbations if gauge-field production is strong, as quantified by large values of the instability
parameter, ξ ≳ 3. Although we have observed a more pronounced effect of gauge-field-induced
metric perturbations for smaller ξ, we have however found that their additional contribution does
not appear to be phenomenologically relevant for axion inflation: we find that the difference in
amplitude for the scalar bispectrum at ξ ≲ 3 is not significant enough to affect the existing CMB
bound on the degree of scalar non-Gaussianity in axion inflation, which remains at ξ ≲ 2.5.

One possibility would then be that gauge-field-sourced inflaton perturbations are more relevant
in the case where gauge-field backreaction has effectively disrupted the slow-roll evolution of
the inflaton, i.e., in the strong-backreaction regime. To assess this possibility, we developed and
applied a fully numerical technique to compute the scalar power spectrum, using the dynamical
information on the inflationary background from the gradient-expansion formalism (GEF) as a basis
for this computation. After careful calibration, the application of this technique to a benchmark
model featuring strong gauge-field backreaction on the inflaton’s motion however still indicates
that metric perturbations remain a subdominant contribution to the total scalar power spectrum,
at least for as long as gauge-field backreaction on the evolution of scalar perturbations is itself
neglected. Instead, we find that the inclusion of backreaction effects leads to the build-up of
large-scale scalar perturbations over time, resulting in the aforementioned IR divergence in the
scalar power spectrum.

One interpretation of this IR divergence is that it signals a breakdown of perturbativity. How-
ever, this appears to be inconsistent with prior lattice studies of axion inflation (e.g., Refs. [378,
379]), as the infrared divergence occurs in a dynamical regime for which lattice studies find a neg-
ligible scalar backreaction on gauge-field production. However, these lattice studies do not account
for the inhomogeneous evolution of the spacetime metric, which would require a full application
of numerical relativity. We can therefore not draw a definitive conclusion regarding the validity
of our perturbative assumption, but, given that our other results indicate a subdominant effect of
metric perturbations, it appears unlikely that their backreaction may drastically affect gauge-field
production.
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Meanwhile, this backreaction of metric perturbations is precisely neglected in our present
analysis. Going beyond this assumption requires to consistently solve the evolution equation for
gauge-field perturbations alongside that of scalar perturbations. This is analogous to the study of
multifield models of inflation [155, 434, 435], where similar infrared divergences are otherwise
known to occur [446]. Another possibility is that the divergent effect we find for axion inflation is
comparable to those found in models of ultra-slow-roll inflation [447]. These effects have recently
been demonstrated to be spurious [450] by working in a suitably chosen gauge which simplified
the complexity of the calculation. Similar considerations may apply to our study of axion inflation.
Ultimately, understanding the origin of the IR divergence in the scalar power spectrum is paramount
for the success of our novel formalism, but lies outside the scope of the present thesis.

Irrespective of the open questions regarding IR divergences, the results we have presented
in this chapter highlight the necessity for pursuing a more refined strategy for computing scalar
perturbations as we have done it here. Even when disregarding the effects of gauge-field back-
reaction for the study of scalar perturbations, we observe that late-time gauge-field production
can lead to a considerable enhancement in the amplitude of the scalar power spectrum, consistent
with prior observations of this kind [109]. Such an enhancement can be linked to important
phenomenological implications, for instance an increased rate of primordial-black-hole formation
after inflation [253], or the sourcing of scalar-induced gravitational waves (SIGWs) at second order
in perturbation theory[248, 249].

From this perspective, the results we have presented in this chapter are an important technical
milestone, as both of these phenomenological effects are likely most relevant in scenarios where
gauge-field production in axion inflation is efficient enough to also effectively disrupt the slow-roll
attractor. In particular, the self-consistent method for computing the scalar power spectrum based
on the background dynamics obtained with the GEF can be used in the future to study both PBH
production and SIGW production for axion inflation in the strong-backreaction regime, albeit while
neglecting to account for gauge-field-backreaction effects on scalar perturbations as long as their
effect is still ill-understood. Moreover, the numerical strategy we have devised here also entails a
secondary benefit for the purposes of this thesis, as it can also be readily applied to the study of
gauge-field-induced tensor perturbations in axion inflation, as we shall do in the next chapter.
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Chapter 9

Gravitational waves from axion inflation
This chapter is based on Refs. [4, 5]. Detailed contributions of the author to these publications
are outlined at the beginning of this thesis.

In the final chapter of this thesis, we turn our attention to the study of gravitational waves (GW) from
axion inflation with a focus on gravitational radiation sourced by gauge fields. This is qualitatively
similar to the sourcing of scalar perturbations from gauge fields discussed in the previous chapter,
with the difference being that we are here concerned with the production of tensor perturbations.

Gauge-field-induced tensor perturbations contribute to the inflationary background of GWs
from axion inflation and can enhance its amplitude above that of inflationary vacuum GWs [56–
58]. This enhancement of the inflationary GW spectrum is an important prediction of axion
inflation which sets the model apart from the conventional slow-roll model. As explained in
chapter 1, single-field slow-roll inflation predicts a nearly scale-invariant spectrum of inflationary
vacuum GWs, which, in combination with current CMB limits on the amplitude of inflationary
GWs, entails that this GW background is likely not detectable by any current or next-generation
GW experiments. In contrast, gauge-field-induced gravitational waves (GFIGWs) that are created
during axion inflation can amplify the inflationary gravitational-wave background such that it could
be observed with current or next-generation GW observatories [51, 82–84].

Several analytical studies of axion inflation suggest that an observable stochastic gravitational-
wave background (SGWB) from axion inflation requires that the inflaton field sources a strongly
enhanced background of electromagnetic radiation that can then amply produce GWs [51, 82, 84].
However, as we are well familiar with from previous chapters, efficient gauge-field production
can also entail strong gauge-field backreaction, which can drastically alter the overall dynamics
of axion inflation, and cannot be accounted for using analytical means. Recently, several authors
have therefore performed numerical analyses of GFIGW production during axion inflation to also
capture strong-backreaction effects. For instance, Refs. [83, 87, 88] computed GW spectra by
relying on the mode-by-mode approach to resolve the dynamics of axion inflation, while Ref. [380]
used lattice simulations to study the efficiency of GFIGW production in this model. Other authors
also used lattice techniques to study GFIGW production from a phase of preheating after axion
inflation [80, 385, 386]. These works found that GFIGW production during axion inflation can
also be too efficient, resulting in an overproduction of GWs in conflict with CMB and BBN bounds
on additional radiation beyond SM photons and neutrinos [380, 385, 386]. In this chapter, we
highlight our contribution to these ongoing numerical efforts, relying on the gradient-expansion
formalism (GEF) as a basis for computing the spectrum of GWs from axion inflation.

In our analysis, we not only account for potential strong-backreaction effects, but we also take
into consideration how Schwinger pair creation affects the dynamics of axion inflation. As we
have seen in chapter 6, the strong electromagnetic fields in this model can efficiently create charge
carriers from the vacuum, which then also drain energy from the electromagnetic background.
This in turn reduces the ability for electromagnetic fields to further source GWs, an effect which
has thus far only been estimated using analytical means [121]. Relying on our improved effective
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modelling of Schwinger pair creation from chapter 6, we now expand upon these estimates using
the GEF. To our knowledge, this presents the first fully numerical study of GFIGW production that
also accounts for the Schwinger effect.

In this chapter, we therefore study GW production in two variants of axion inflation. The first
is the conventional model of axion inflation, in which Schwinger pair creation is not taken into
account, a model we refer to as pure axion inflation (PAI for short). The second model we consider
is fermionic axion inflation (FAI), which accounts for Schwinger pair production of fermion during
axion inflation. In particular, we work with the variant of FAI in which the inflaton field couples
to the Standard Model (SM) hypercharge field, and the Schwinger effect leads to the production of
SM fermions. As we have seen in chapter 6, Schwinger pair creation can be highly efficient in this
model, and it can thus have a pronounced impact on GFIGW production.

For both these models, we assess the detectability of GFIGWs in next-generation observatories
like LISA or ET, and for current PTA experiments like NANOGrav. To do so, we model the
dynamics of inflation by assuming a quadratic potential for the inflaton field, which represents a
realistic possibility for the late-time inflaton potential away from CMB scales. Therefore, our model
is described by two parameters, the inflaton mass, m, describing the quadratic potential, and the
axion–vector coupling β, which regulates the efficiency of gauge-field production and backreaction
during axion inflation. Based on this modelling, we perform a comprehensive parameter scan for
both variants of axion inflation, PAI and FAI, to determine regions of parameter scan where gauge-
field production can lead to an observable signal in GFIGWs. To do so, we also consistently take
into account both cosmological constraints and upper bounds on the amplitude of GWs suggested
by the non-observation of an SGWB by LIGO and Virgo [239].

For the case of pure axion inflation, our study is unique in that other authors have only studied
GFIGW production for a particular set of benchmark points, while the numerical efficiency of
the GEF allows us to perform a more thorough exploration of our model parameter space. In
contrast, our analysis of GW production for fermionic axion inflation is the first of its kind, and our
GEF-based approach permits us to perform an elaborate analysis concerning the dynamical impact
of fermions on the sourcing of GWs in this model.

Our discussion in this chapter is structured as follows. In section 9.1, we present the derivation
of the GW spectrum for our two models of axion inflation. Following this, section 9.2 details our
modelling assumptions for PAI and FAI, as well as introducing experimental constraints for our
analysis, and the method by which we characterize the detectability of GWs. We then proceed with
the discussion of our results. First, we consider PAI in section 9.3, followed by FAI in section 9.4.
Finally, we summarize our findings in section 9.5, and give an outlook towards future research
directions motivated by our results.

9.1 Gauge-field-induced gravitational waves

We begin by establishing how we compute the spectrum of inflationary GWs for our two variants
of axion inflation, PAI and FAI. To this end, we first discuss the possible sources for GWs in these
two models, and motivate why we focus on gauge fields as the main source of interest. We then
present the derivation of the tensor power spectrum for these two models by accounting for both
vacuum and gauge-field-induced tensor perturbations. This derivation yields a general expression
for the inflationary tensor power spectrum which we can use to numerically determine the GW
spectrum at the end of inflation for our two models of axion Inflation. We then review how one
can account for the evolution of GWs through cosmic history to relate the tensor power spectrum
at the end of inflation to the present-day spectrum of inflationary GWs.
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9.1.1 Tensor perturbations in axion inflation

Our starting point is a generic action for axion inflation which we can use to both describe the
model of pure axion inflation (PAI) and fermionic axion inflation (FAI):

S =

∫
d4x

√−g
[
−M2

P

2
R+

1

2
gµν∂µϕ∂νϕ− V (ϕ)− 1

4
FµνF

µν − β

4MP
ϕFµνF̃

µν +Lχ
]
. (9.1)

The symbols appearing therein have their conventional interpretation within the confines of this
thesis: R is the Ricci scalar, gµν is the metric, and g is its determinant; the inflaton field is given
by ϕ with V (ϕ) its potential; Fµν is the field-strength tensor to the gauge field Aµ, and F̃µν is the
dual to the field-strength tensor; β denotes the dimensionless axion–vector coupling. Following
our description in chapter 6, we have also allowed for an interaction between the gauge field Aµ
and a charged sector which is represented by the unspecified Lagrangian Lχ. Pure axion inflation
simply entails that Lχ = 0.

Relevant for our purposes is the energy–momentum tensor that one obtains from this action,
which is (cf. chapter 6)

Tµν = ∂µϕ∂νϕ− gαβFµαFνβ − gµν

[
1

2
∂αϕ∂

αϕ− V (ϕ)− 1

4
FαβF

αβ

]
+ (Tχ)µν , (9.2)

where (Tχ)µν denotes the possible contribution of charge carriers to Tµν . In particular, we later
focus on the case where these charge carriers are SM fermions.

Our focus is on the production and evolution of tensor perturbations in axion inflation, thus we
make the Ansatz of a perturbed FLRW metric for gµν ,

gµνdx
µdxν = a2(η)

[
dη2 −

(
δij + hTT

ij (η,x)
)
dxidxj

]
, (9.3)

with conformal time η and the scale factor a, as usual. Since we want to study GWs, we only
keep the relevant transverse–traceless metric perturbations hTT

ij ; we shall work to linear order in
perturbation theory, so we can disregard scalar and vector perturbations in what follows.

For the homogeneous and isotropic background, we follow the discussion of axion inflation
outlined in chapters 3 and 6. Concerning the inflaton field, we assume the background FLRW
spacetime is only affected by the inflaton’s homogeneous and isotropic vacuum expectation value,
φ(η) = ⟨ϕ(η,x)⟩, treating deviations from φ as perturbations, δϕ(η,x) = ϕ(η,x) − φ(η). The
gauge field is described in terms of electric- and magnetic three-fields,E andB, whose components
we define as F0i = a2Ei and Fij = −a2εijkBk (cf. Eq. (3.10b)). These fields can backreact on
the inflationary background through the zero-modes ⟨E2⟩, ⟨B2⟩, and ⟨E ·B⟩. Finally, if charge
carriers are present in the system, Lχ ̸= 0, they are treated effectively as outlined in chapter 6.
Moreover, in what follows, we are implicitly assuming a phase of inflationary expansion driven
by the inflaton’s potential energy density, V (φ). In particular, this modelling allows us to treat
the entire dynamics of the inflationary background using the GEF as outlined in chapter 4 for PAI
(Lχ = 0), and chapter 6 for FAI (Lχ ̸= 0).

Our attention in this section shall then be on the tensor perturbations hTT
ij in Eq. (9.3). From

the linearized Einstein equations, it follows that hTT
ij is sourced by the anisotropic stress, Σij , of

the energy–momentum tensor in Eq. (9.2) (cf. Eq. (7.31)):(
hTT
ij

)′′
+ 2H

(
hTT
ij

)′ −∆hTT
ij =

2

M2
P

a2
(
Σij
)TT

. (9.4)
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Here, H = a′/a is the comoving Hubble rate, and the subscript “TT” on the right-hand side
denotes that only the transverse-traceless part of Σij may source tensor perturbations.

For PAI and FAI, the anisotropic stress can be computed from Eq. (9.2), and is given by three
constituents:

Σij = (Σϕ)ij + (ΣEM)ij + (Σχ)ij . (9.5)

The first piece comes from the inflaton field,

(Σϕ)ij = ∂iϕ∂jϕ , (9.6)

the second term constitutes the anisotropic stress due to gauge fields,

(ΣEM)ij = −(EiEj +BiBj) , (9.7)

and the final piece, (Σχ)ij , is then the anisotropic stress due to charge carriers, which is only
relevant for the model of FAI (PAI assumes charge carriers are absent).

The inflaton’s anisotropic stress, (Σϕ)ij , vanishes at linear order in perturbation theory as
long as δϕ remains perturbatively small.1 It should however be noted that, in the case of strong
gauge-field backreaction, inflaton inhomogeneities can be abundantly sourced by the gauge field,
as we have discussed in chapter 4. In this case, the inflation’s anisotropic stress could become a
relevant source of GWs. However, when this happens, also our perturbative Ansatz for the matter
sector breaks down, as inflaton inhomogeneities start to meaningfully affect the overall dynamics
of the background FLRW spacetime. Thus, to be consistent with our perturbative approach, we do
not account for the anisotropic stress due to inflaton inhomogeneities in our subsequent analysis.

We also do not explicitly compute the production of tensor perturbations due to the anisotropic
stress from charge carriers, (Σχ)ij . Although we do account for the creation of charge carriers via
Schwinger pair creation and their subsequent backreaction on the background dynamics, we do
so by means of the effective-model approach presented in chapter 6. In this approach, we cannot
infer the degree of anisotropy in the charged sector, so we cannot directly compute how efficiently
(Σχ)ij sources tensor perturbations. We shall however estimate the relevance of this contribution
in later parts of this chapter.

After these considerations, all we are therefore left with is the electric and magnetic fields
acting as a source of tensor perturbations. Equation (9.4) then reads(

hTT
ij

)′′
+ 2H

(
hTT
ij

)′ −∆hTT
ij = − 2

M2
P

a2 (EiEj +BiBj)
TT . (9.8)

Starting from this equation, we now proceed to derive the conventional tensor power spectrum for
axion inflation following the discussions in Refs. [56–58, 83].

9.1.2 Calculation of the tensor power spectrum

The derivation of the tensor power spectrum is similar in spirit to the one for the scalar power
spectrum given in the previous chapter. Similar to this calculation, we therefore first go from the
position-space description of hTT

ij to Fourier space by writing

hTT
ij (η,x) =

∫
d3k

(2π)3/2

∑
λ=±1

(
ϵλi (k)ϵ

λ
j (k)hk,λ(η)e

ik·x + h.c.
)
. (9.9)

1At second order in perturbation theory, inflaton perturbations contribute to the sourcing of scalar-induced gravita-
tional waves (cf. chapter 1 and Ref. [249] for a review thereof).
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Here, we have chosen to represent the two propagating degrees of freedom in hTT
ij in a circular-

polarization basis with the polarization vectors ϵλ(k) defined via the usual relationships

k · ϵλ(k) = 0, [ik × ϵλ(k)] = λkϵλ(k), ϵλ∗(k) · ϵλ′(k) = δλλ
′
. (9.10)

In our case, the circular-polarization basis is a convenient choice for decomposing hTT
ij , since axion

inflation sources helical gauge fields, which therefore source helical tensor perturbations via the
source term in Eq. (9.8). The Fourier amplitudes hk,λ then evolve according to

h′′k,λ + 2Hh′k,λ + k2hk,λ = − 2

M2
P

a2Πijλ (k)

∫
d3x

(2π)3/2
(EiEj +BiBj) e

−ik·x , (9.11)

where Πijλ = ϵi−λ(k)ϵ
j
−λ(k) is the projector onto the circular polarization basis for λ = ±1. We

also used that projecting onto the circular-polarization basis is equivalent to projecting onto the
transverse–traceless component of a tensor (see, e.g., Ref. [58]), thus we can drop the superscript
TT for the source term on the right-hand side of Eq. (9.11).

A solution to this equation can now be obtained by combining its homogeneous and particular
solutions,2

hk,λ(η) =
2

MP

(
Qvac

k,λ(η) +Qind
k,λ(η)

)
. (9.12)

Here, Qvac
k,λ corresponds to the homogeneous solution, while Qind

k,λ gives the particular solution to
Eq. (9.11). Analogous to the case of curvature perturbations in the previous chapter,Qvac

k,λ encodes
the conventional vacuum tensor perturbations that are also present in the case of standard slow-roll
inflation, while Qind

k,λ can be interpreted as tensor perturbations induced by electromagnetic fields.
The discussion of the vacuum contribution proceeds similar to the one of vacuum scalar

perturbations. We treat Qvac
k,λ as a quantum field which we can decompose into a mode function,

uλ(η, k), and a set of creation and annihilation operators, b̂†k,λ and b̂k,λ,

Qvac
k,λ = uλ(η, k)b̂k,λ + u∗λ(η, k)b̂

†
−k,λ . (9.13)

The ladder operators obey canonical commutation relations

[b̂k,λ, b̂
†
k′,λ′ ] = δλ,λ′δ

(3)(k − k′) , [b̂k,λ, b̂k′,λ′ ] = [b̂†k,λ, b̂
†
k′,λ′ ] = 0 , (9.14)

and the mode functions solve
u′′λ + 2Hu′λ + k2uλ = 0 . (9.15)

For modes deep inside the horizon, Bunch–Davies initial conditions are then realized by

uλ(η, k) ≃
1

a(η)

1√
2k
e−ikη , for k ≫ H , (9.16)

which uniquely fixes the vacuum state annihilated by bk,λ to be the Bunch–Davies vacuum.

2The factor 2/MP in Eq. (9.12) needs to be included such that the second-order perturbed Einstein–Hilbert action
expressed through the Fourier amplitude MP/2hk,λ contains a canonically normalized kinetic term, see e.g., the
textbook [192].
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Next, let us turn to the induced contribution. It may again be determined by means of the
Green function method and is given by

Qind
k,λ(η) = − 1

MP

∫ 0

−∞
dτ a2(τ)Gk(η, τ)Π

ij
λ (k)

∫
d3x

(2π)3/2
(EiEj +BiBj) e

−ik·x . (9.17)

Here, Gk(η, τ) is the retarded Green function which solves(
∂2η + 2H∂η + k2

)
Gk(η, τ) = δ(η − τ) , (9.18)

for the boundary conditions

Gk(η, τ ≥ η) ≡ 0 ,
∂

∂η
Gk(η, τ)

∣∣∣
τ→η

= 1 . (9.19)

The retarded Green function can again be constructed using two linearly independent solutions to
Eq. (9.15), for instance the vacuum mode function uλ(η, k) of Qvac

k,λ in Eq. (9.13) and its complex
conjugate. In this case, one obtains

Gk(η, τ) =
Im [u∗λ(η, k)uλ(τ, k)]

Im
[
uλ(τ, k)u

∗
λ
′(τ, k)

]θ(η − τ) . (9.20)

As in the previous chapter, the gauge-field operators Ei and Bi appearing as a source in
Eq. (9.17) may be expressed in terms of the gauge-field mode functions Aλ(η, k), circular polar-
ization vectors ϵλ(k), and the associated ladder operators for the gauge field, â†k,λ and âk,λ (cf.,
e.g., Eqs. (8.32) and (8.33)). These creation/annihilation operators commute with the ones for the
vacuum tensor modes b†k,λ and b̂k,λ in Eq. (9.13). The induced Fourier amplitudes Qind

k,λ are then
quadratic in the gauge-field ladder operators, âk,λ and â†k,λ, and commute with the vacuum Fourier
amplitudes Qvac

k,λ.
Continuing from here, one can then define a tensor power spectrum for each circular polarization

of the Fourier amplitudes hk,λ;

⟨hk,λ(η)hk′,λ′(η)⟩ = δ(3)(k + k′)δλλ′
2π2

k3
Ph,λ(η, k) . (9.21)

The total tensor power spectrum defined in chapter 1 is simply the sum over the two circular
polarizations,

Ph(η, k) =
∑
λ=±1

Ph,λ(η, k) . (9.22)

Expanding hk,λ into a vacuum and an induced contribution as in Eq. (9.12), we can apply
Wick’s theorem to find that the power spectrum Ph,λ separates into two contributions

Ph,λ(η, k) = Pvac
h,λ(η, k) + P ind

h,λ(η, k) . (9.23)

The vacuum power spectrum, Pvac
h,λ(η, k), follows from Qvac

k,λ and is given by

Pvac
h,λ(η, k) =

2k3

π2M2
P

|uλ(η, k)|2 . (9.24)

Vacuum GW modes are unpolarized, since the mode equation for the modes uλ in Eq. (9.15) is
independent of polarization, as are the boundary conditions in Eq. (9.16). Therefore, the vacuum



9.1. Gauge-field-induced gravitational waves 197

power spectrum is also unpolarized,Pvac
h,+ = Pvac

h,−. The induced power spectrum,P ind
h,λ , is computed

from Qind
k,λ. After applying Wick’s theorem, one obtains

P ind
T,λ(η, k) =
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4π2M4
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∫
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(9.25)

×
∣∣∣∣∫ 0
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Gk(η, τ)

a2(τ)

[
A′
α(τ, p)A

′
β(τ, q) + αβ pq Aα(τ, p)Aα(τ, q)

]∣∣∣∣2 ,
where q = |k − p|, k = |k|, and p = |p|.3 In the case of PAI, the gauge-field mode functions
Aλ(η, k) solve the standard mode equation for axion inflation, Eq. (3.18), while in the case of FAI,
they solve the mode equation which accounts for the presence of a conducting medium of charge
carriers, Eq. (6.35). In either case, one polarization mode is enhanced over the other one, and thus,
the induced power spectrum P ind

h,λ is polarized; P ind
h,+ ̸= P ind

h,−.
Assuming a period of slow-roll inflation and neglecting slow-roll corrections, one may analyt-

ically determine the mode functions uλ(η, k) and the Green function Gk(η, τ) similar to the case
of scalar perturbations given in the previous chapter. This yields the standard result for the tensor
power spectrum in the super-horizon limit (cf. Eq. (1.82)):

Pvac
h = Pvac

h,+ + Pvac
h,− ≃ 2

(
H

πMP

)2

, (9.26)

Furthermore, for PAI in the weak-backreaction regime, the induced tensor power spectrum can be
computed analytically using the approximate gauge-mode functions Aλ(η, k) in Eq. (3.30) for the
case of a constant instability parameter ξ = (βφ̇)/(2HMP). Assuming, for definitiveness, that
ξ > 0, this analytical computation gives [56–58]

P ind
h,λ ≃ cλ

(
H

MP

)4 exp(4πξ)

π2ξ6
, (9.27)

with the coefficients being c+ ≃ 8.6× 10−7 and c− ≃ 1.8× 10−9 (see Ref. [58]). In the case of
FAI, no such analytical results for P ind

h,λ are known.
For our purposes, these analytical results however merely serve the purpose of illustration. In

what follows, we instead compute both the vacuum and induced tensor power spectrum numerically.
The strategy to do so is analogous to the one we used to compute the induced scalar power spectrum
in Sec. 8.3. In summary, it entails; a) computing the full dynamical background evolution using
the GEF method; b) using the GEF solution to determine the mode functions Aλ(η, k), the tensor
mode functions uλ(η, k), and the Green functionGk(η, τ) numerically; c) using these to determine
both Pvac

h,λ from Eq. (9.24) and P ind
h,λ by performing the integration in Eq. (9.25) numerically. For

details on this procedure, we refer to App. B.

9.1.3 From inflationary gravitational waves until today

The calculation we have performed above only serves to determine the spectrum of tensor pertur-
bations that is created during inflation. However, what we are interested in for phenomenological
applications is how these inflationary tensor perturbations translate to the spectrum of GWs which

3The momentum integral over the gauge-field mode functions in Eq. (9.25) diverges for p → ∞ just as the induced
scalar power spectrum in the previous chapter. As usual, we regularize this ultraviolet (UV) divergence by means of
the conventional UV cutoff at the tachyonic instability scale kh [83]. Depending on the model in questions, this scale is
either given by Eq. (3.24) for PAI or Eq. (6.56) for FAI.
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could be detected by current or future experiments today. Since axion inflation produces ten-
sor perturbations from quantum fields, such GWs would then be detectable today as a stochastic
gravitational-wave background (SGWB) (see the textbook [192] or the review article [219] for
more details on SGWBs from inflation and other cosmological sources).

The spectrum of a cosmological SGWB is conventionally expressed in terms of the GW energy
density in units of the critical energy density and per logarithmic frequency,

ΩGW(f) =
1

3H2
0M

2
P

d ρGW(f)

d ln f
, (9.28)

where H0 = h × 100 km s−1Mpc−1 is the Hubble rate today, f is the frequency of GWs today,
and ρGW is the present-day energy density in GWs, i.e., [192],

ρGW =
1

4
M2

P ⟨ḣTT
ij (η0,x)ḣ

ij,TT(η0,x)⟩ , (9.29)

with η0 denoting conformal time today. ΩGW(f) can then be directly related to the tensor power
spectrum we have introduced in the previous section by accounting for two effects: (i) the evolution
of a GW mode through FLRW spacetime after inflation has ended, and the GW source has switched
off (in our case, this means the electromagnetic fields have decayed), and (ii) the cosmological
redshift of the GW frequency (see, e.g., Ref. [192]).

For the first effect, one considers that, following its creation during inflation, a GW mode hk,λ
with wavenumber k = |k| exits the Hubble horizon at a time ηout,k defined by k ≃ H(ηout,k).
While this mode is super-horizon, we can assume that the corresponding tensor power spectrum
is conserved at its value upon horizon exit, Ph(ηout,k, k). As usual, once inflation has ended, H
begins to decrease, and eventually the GW mode with wavenumber k reenters the horizon at a time
ηin,k with k ≃ H(ηin,k). Since the tensor power spectrum is assumed to be conserved while k is
super-horizon, we have that Ph(ηout,k, k) ≃ Ph(ηin,k, k). After the horizon reentry of hk,λ, we
assume that the GW source (the gauge field) has become inactive, and the subsequent evolution of
hk,λ is governed by the source-free evolution equation

h′′k,λ + 2Hh′k,λ + k2hk,λ = 0 . (9.30)

One can then relate the GW mode at horizon reentry, hk,λ(ηin,k), to its value today, hk,λ(η0),
by solving this equation for the known cosmological evolution through radiation domination and
matter domination. The effect can be captured by means of a transfer function relating the two
amplitudes; hk,λ(η0) = TGW(k)hk,λ(ηin,k). From this, it immediately follows that

Ph(η0, k) = |TGW(k)|2Ph(ηin,k, k) ≃ |TGW(k)|2Ph(ηout,k, k) . (9.31)

One can then switch from comoving wavenumber k to the physical frequency f measured today
by the standard relationship f = k/(2πa0) with a0 being the scale factor today. This accounts for
the cosmological frequency redshift. Putting everything together, one then obtains the following
relationship between ΩGW in Eq. (9.28) and Ph(ηout,k, k) [192];

ΩGW(f) =
π2

3H2
0

f2|TGW(f)|2Ph(ηout,kf , kf ) , kf = 2πa0f . (9.32)

To obtain this result, one uses that dρGW/d log f ∝ f2Ph(η0, kf ) which follows from spatial
isotropy and the fact that k ≫ H once hk,λ has reentered the horizon (see Ref. [192]).
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In this chapter, we use the following standard expression for the transfer function [219];

|TGW(f)|2 ≃ H2
0Ωr

8π2f2
g∗(Tf )
g∗(T0)

(
g∗,S(T0)
g∗,S(Tf )

)4/3
[
1 +

9

16

(
feq√
2f

)2
]
|Treh(f)|2 . (9.33)

Here, the functions g∗(T ) and g∗,S(T ) represent the effective number of relativistic degrees of
freedom which, respectively, contribute to the energy and entropy density of the SM thermal
plasma at temperature T . The temperature Tf corresponds to the time when the wavenumber
kf reentered the horizon and T0 ≃ 2.73K is the temperature of the CMB photons today. As
usual, Ωr is the fractional energy density in radiation today, h2Ωr = 4.2× 10−5 [16]. The fourth
factor describes the transition of GW modes from radiation to matter domination, with feq =
2.1 × 10−17Hz the frequency corresponding to matter–radiation equality [219]. The last factor,
|Treh(f)|2, affects modes which reenter the horizon during a period of reheating before the onset of
radiation domination. This term is evidently subject to the details of reheating. In our subsequent
analysis, we shall assume instantaneous reheating, which corresponds to |Treh(f)|2 = 1.4

One can also simply expand the relationship kf = 2πa0f , between a frequency f and the
corresponding comoving momentum kf , following the same logic that lead to Eq. (1.85). Assuming
instantaneous reheating, one obtains

f =
kf

2πa0
=

kf
2πaend

(
g∗,S(T0)
g∗,S(Treh)

)1/3 T0
Treh

, (9.34)

where aend denotes the scale factor at the end of inflation, and the reheating temperature Treh, is
given by Eq. (1.48). From this, one may also estimate the maximal frequency reached by GWs
produced during inflation, which correspond to modes leaving the Hubble horizon at the end of
inflation, k = aendHend,

fend =
Hend

2π

(
aend
areh

)(
g∗,S(T0)
g∗,S(Treh)

)1/3 T0
Treh

inst. reh.≃ 1.83× 1011
(
Hend

MP

)1/2

Hz . (9.35)

Here, we used that g∗(Treh) ≃ g∗,S(Treh) ≃ 104.4 for Treh ≳ 2× 102GeV [453, 454].
In practice, we can then use Eq. (9.32) to determine ΩGW by relying on numerical results

for the tensor power spectrum based on Eqs. (9.23) to (9.25). Furthermore, we can deduce the
scale factor at the end of inflation, aend5 from the GEF results for the inflationary background,
which we combine with the numerical values for g∗(T ) and g∗,S(T ) from Refs. [453, 454] to
evaluate Eqs. (9.33) and (9.34). This workflow allows one to go from the inflationary background
dynamics via the tensor power spectrum to ΩGW, and is implemented in the Python package that
we developed alongside this thesis; the GEFF [7].

9.2 Model specifications and constraints

Having established how we can compute GW spectra for axion inflation, we can proceed with
the phenomenological analysis concerning their detectability with current or next-generation GW
experiments. In this section, we first consider technical aspects for this analysis. Specifically, we
first specify our treatment of background dynamics for both PAI and FAI, and we consider what
constraints CMB measurements impose upon them. Then, we discuss what GW experiments are

4See also Refs. [451, 452] for an approximate expression for Treh(f) assuming a period of reheating described by
an equation of state parameter w = 0.

5Our convention is to set the scale factor to one when initializing of our system during inflation, aini = 1.
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relevant for our analysis, how we estimate the sensitivity of these experiments to a GW signal, and
we discuss existing experimental constraints on the amplitude of a cosmological SGWB.

9.2.1 Modelling of inflationary dynamics and CMB constraints

As discussed in chapter 1, an inflationary background of GWs can extend over many orders of
magnitude in frequency, from GWs that have exited the horizon at the time that CMB scales left
the inflationary horizon, corresponding to frequencies fCMB ∼ 10−18Hz, to those that have exited
the horizon at the end of inflation, with frequencies fend given by Eq. (9.35). In our analysis, we
want to capture the entire GW spectrum over all frequencies relevant for GW detection, starting
from nanohertz frequencies relevant for PTA experiments. However, we need to also consider that
the CMB imposes an upper bound on inflationary GWs at fCMB. To cover the entire frequency
range we are ultimately interested in, we want to determine the dynamics of inflation for at least
60 e-foldings.

To cover this entire time-span, we use the GEF to compute the evolution of the inflationary
background for both PAI and FAI. From our prior discussions in e.g., chapter 3, we know that the
CMB constrains early gauge-field production, as these source non-Gaussian scalar perturbations.
Thus, we initialize the GEF using slow-roll initial conditions (cf. chapter 4), i.e., we initialize the
inflaton field on the slow-roll attractor of its potential, and we assume gauge-field production is
initially absent. Specifically, we model inflation based on a quadratic potential, V (ϕ) = m2ϕ2/2,
and our initial conditions for the inflaton field are specified accordingly; φ(0) = 15.55MP and
φ̇(0) = −

√
2/3mMP. This way, we are guaranteed 60 e-folds of inflation with the possibility of

additional e-foldings because of late-time strong-backreaction effects.
For the case of FAI, we focus on the scenario where the gauge field coupled to the inflaton is

identified with the SM hypercharge field. We model this precisely as detailed in Sec. 6.4. This
means, we account for Schwinger pair production of all SM fermion species, and we assume that the
electroweak symmetry is intact during inflation, such that these fermion fields are massless. Since
we assume gauge-field production is inefficient upon initializing our system, we also assume that
Schwinger pair production of fermions is initially ineffective, thus, we initialize their energy density
as ρχ(0) = 0. Schwinger pair creation is modelled by means of the mixed-picture representation
of the Schwinger-induced current, and we take Schwinger damping as only affecting gauge-field
modes with momenta below the instability scale, k ≤ kh.

Our choice of potential requires further explanation, given that a quadratic inflation potential
is ruled out by CMB measurements (see Sec. 1.5). We nonetheless adhere to this potential for two
reasons. First, this potential is the primary benchmark scenario in the literature on strong gauge-field
backreaction in axion inflation (see, e.g., Refs. [109, 128, 378]). Second, it yields representative
results for GFIGW spectra for any inflationary potential ending its slow-roll trajectory in a nearly
quadratic potential. This is due to the large separation between frequencies covered by current
and planned GW observatories, fGW ∼ 10−9 − 106Hz (see below), and the frequency scales
constrained by the CMB measurements, fCMB ∼ 10−18Hz. Specifically, we consider that our
results are relevant for the class of inflationary models with scalar potentials of approximately the
form

V (φ) =

{
1
2m

2φ2 , |φ| ≲ φthr

VCMB(φ) , |φ| ≳ φthr
, (9.36)

i.e, for models where the potential has an arbitrary shape VCMB(φ) at early times during inflation,
such that the potential satisfies CMB constraints, and a quadratic potential as the inflaton approaches
the end of inflation. In this case, as long as gauge-field backreaction on the inflaton field sets in
after the moment of time defined through |φ| ∼ φthr, our GW spectra are then insensitive to the
choice of VCMB(φ). Let us explain this point in more detail: Around the transition in the shape of
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the potential, when backreaction effects from gauge-field production are still negligible, the slow-
roll evolution of the inflation field will approach the attractor solution of chaotic inflation [148,
149]. Then, for an appropriate choice of the threshold value φthr, gauge-field production will only
become relevant after the system has already spent a few e-folds in the attractor solution. Hence, the
subsequent inflaton evolution, gauge-field production, and SGWB spectra will have no memory of
the model-dependent shape of the potential at large field values. In other words, our results derived
at |φ| ≲ φthr will be identical to those of a pure V (ϕ) = m2ϕ2/2 model. The conditions imposed
on VCMB(φ) by our construction are minimal: continuity demands VCMB(φthr) = m2φ2

thr/2, and
monotonicity imposes VCMB(φCMB) ≳ VCMB(φthr).

Following this logic, one may then constrain the mass of the inflaton, m, by using standard
slow-roll results for the amplitude of scalar perturbations, AS , and the tensor-to-scalar ratio, r as
given in chapter 1,

AS ≃ V

24π2M2
PεV

∣∣∣∣
φ=φCMB

, r = 16εV |φ=φCMB
, (9.37)

with the slow-roll parameter εV = (MPV,φ/V )2/2. We shall use the measured value AS =
exp(3.044)10−10 = 2.1 × 10−9 [16, 203], and the upper bound, r ≲ 0.03 [202, 203], which
together imply (see also Sec. 1.5)

V (φthr) ≲ VCMB(φCMB) ≲ 9.3× 10−10M4
P . (9.38)

A second, independent constraint can be derived by considering the bound on scalar non-
Gaussianity at CMB scales. This upper bound may be written as |ξCMB| ≲ 2.5 [15, 49, 56,
57], which, assuming that the inflaton evolves on the slow-roll attractor at CMB scales, translates
into the condition εV ≲ 12.5/β2, where εV is the first slow-roll parameter (cf. Eqs. (1.29), (1.33)
and (3.20)). When combined with the measured value of AS , this can be further expressed as a
constraint on the inflaton potential at φthr,

V (φthr) ≲ VCMB(φCMB) ≲ 6.2× 10−6M4
P/β

2 . (9.39)

Next, we seek to translate these bounds on V (φthr) into bounds on the inflaton mass m. In
doing so, it is worth remembering the goal of this exercise: we are interested in determining at
which point the inflaton potential will have to be quadratic to a good approximation, such that GW
spectra that are computed assuming a quadratic potential are indeed insensitive to the potential
shape at higher scales. To do so, one can translate φthr to a characteristic threshold frequency,
fthr, which corresponds to the frequency of GWs today that left the horizon when φ = φthr. This
way, GWs with frequencies above fthr are sure to have originated from the inflationary dynamics
evaluated in a quadratic potential. By using standard results for the dynamics of the inflaton field
during chaotic inflation (see Sec. 1.2.2), one can approximately relate this threshold frequency to
the inflaton potential at the threshold scale,

V (φthr) ≃ m2M2
P

[
51.7− 4.6 log10

(
fthr
Hz

)
+ 2.3 log10

(
m

MP

)
− 2∆NBR

]
. (9.40)

To arrive at this equation, we first use that any GW frequency, f , can be related to its corresponding
comoving momentum k as f = k/(2πa0); then we consider that the GWs with the largest frequency
originate from the end of inflation, and are determined by the Hubble rate (see Eq. (9.35));
and finally, we use that Hend ≃ m/

√
6 for chaotic inflation. To account for the possibility

of strong-backreaction effects prolonging inflation past the expected slow-roll result, we also
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include an additional redshift term ∆NBR. While in Eq. (9.40), we assume that reheating occurs
instantaneously, the effect of reheating would also be an additional source of redshift, entering into
Eq. (9.40) the same way as ∆NBR (cf. Eq. (4.3) in our original publication, Ref. [5]).

To see Eq. (9.40) applied, consider two scenarios (first for ∆NBR = 0): In a conservative
construction, we may demand that the GW spectrum starting from low frequencies upwards needs
to originate from the chaotic-inflation stage of Eq. (9.36). In this case, the CMB constraints from
Eq. (9.38) imposes a tighter bound on the inflaton mass m, as there is less flexibility in modifying
the inflaton potential at higher scales to accommodate CMB constraints. For example, choosing the
threshold frequency to correspond to energy scales relevant for BBN, fthr = fBBN ≃ 10−12Hz,
we find m ≲ 3.1× 10−6MP. In the opposite extreme, we may state that only GW spectra at high
frequencies need to originate from chaotic inflation dynamics, picking, e.g., fthr = 10−6Hz. Then
the bound by Eq. (9.38) is slightly relaxed, and we findm ≲ 3.8×10−6MP, reflecting that we gained
slight flexibility in adapting the inflaton potential at higher scales. Next, consider how additional
backreaction affects these bounds. Backreaction implies that inflation is prolonged without a need
for the inflaton to traverse down the potential. This entails that the inflaton amplitude corresponding
to fthr can be lower than in a scenario without backreaction. For example, in a scenario with
extreme backreaction, ∆NBR = 20, the bound on the inflaton mass for fthr = 10−6Hz is relaxed;
m ≲ 6 × 10−6MP. Note, however, that the extended duration of inflation due to backreaction
should also not be too large such that it does not affect the physics corresponding to frequencies
f < fthr. This surely occurs when the term in square brackets in Eq. (9.40) becomes negative.
In this discussion, we only accounted for Eq. (9.38), as the non-Gaussianity bound, Eq. (9.39),
only becomes more constraining for β ≳ 80, and our subsequent analysis shall not extent to such
large values of the dimensionless axion–vector coupling. Ultimately, we find that the bound on the
inflaton mass is not very sensitive to the threshold frequency fthr, thus we opt for the conservative
estimate m ≲ 3.1× 10−6MP for fthr = fBBN and ∆NBR = 0.

9.2.2 Gravitational-wave detection characteristics and constraints

To estimate the observational prospects for detecting a GW signal with a given GW observatory,
we shall employ the signal-to-noise ratio (SNR) defined as [455–457]

S/N =

(
ndettobs

∫ fmax

fmin

df

(
Ωsignal(f)

Ωnoise(f)

)2
)1/2

. (9.41)

The integration range [fmin, fmax] corresponds to the frequency band of the detector, ndet = 1 or
2 distinguishes between auto-correlation and cross-correlation searches for an SGWB signal, and
tobs is the observation time. For experiments that are currently not operational, we set tobs = 1yr.

In our analysis, we account for three different experiments, each representative of current
or next-generation detectors in their respective frequency band. For next-generation detectors,
we use ET for the frequency band 1Hz − 10 kHz [458],6 and LISA for the frequency band
10 µHz − 1Hz [228, 460]. For the PTA frequency band, 1 nHz − 100 nHz, we estimate the
potential for a GFIGW observation by the NANOGrav collaboration in their 15-year data set [242],
henceforth referred to as NG15. To compute the SNR for this dataset, we work with the total
observing time span covered by it, tobs = 16.03 yrs. Additionally, we consider any sensitivity
by the LIGO–Virgo network as a constraint, given that it did not observe an SGWB in its third

6Alternatively, one could also consider Cosmic Explorer [459], whose design sensitivity is comparable to ET, and
which covers a similar frequency range.
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observing run [239].7 We shall refer to these constraints as HLVO3 corresponding to Hanford (H),
Livingston (L), and Virgo (V). These detectors cover a frequency band 10Hz−50 kHz [223–225].
For ET and LISA, we use the strain noise spectraΩnoise collected in Ref. [461, 462]. For the HLVO3
constraints, we work with the characteristic HLV strain noise spectra available at Ref. [463]. For
NG15, we take the noise spectrum Ωnoise provided by the NANOGrav collaboration [464, 465].
This collection of noise spectra also allows us to compute power-law-integrated sensitivity (PLIS)
curves [466] for HLVO3, ET, LISA, and NG15, which we show in Figs. 9.4 and 9.8.

The energy density of GWs also contributes to the energy budget of dark radiation, which can
be quantified in terms of the effective number of relativistic degrees of freedom in addition to SM
photons and neutrinos. We denote the difference between the total effective number of relativistic
degrees of freedom, Neff , and the SM prediction NSM

eff [467] by

∆Neff = Neff −NSM
eff , NSM

eff = 3.0440± 0.0002 , (9.42)

which allows us to write the upper limit on the allowed amount of dark GW radiation as [219]∫ fend

f
BBN

df

f
h2ΩGW(f) ≲ 5.6× 10−6∆Neff . (9.43)

While Planck data alone imposes the limit ∆Neff ≲ 0.33 [16], combined BBN and CMB data
suffer from larger uncertainties [468, 469], which weakens this limit. Following Ref. [242], we
work with a conservative limit, ∆Neff ≲ 0.5 in what follows.

9.3 Gravitational waves from pure axion inflation

In this section, we now discuss the first half of our results, focussing on GFIGW production in
the model of pure axion inflation (PAI). To build towards these results, we begin by considering
different features of a representative benchmark GW spectrum for PAI that we may use to build
intuition on how to interpret our later results. Thereafter, we proceed with our full detectability
analysis. For this, we start by using analytical arguments to identify a suitable region of the (m,β)
parameter space in which we can expect to find a potentially observable GW signal. We follow up
on these estimates with a comprehensive parameter scan over this region and finish with a detailed
discussion of our results.

9.3.1 A benchmark spectrum for pure axion inflation

In section 9.1, we have mainly discussed the production of GWs from gauge fields abstractly, noting
that the resulting GW spectrum (or equivalently the tensor power spectrum) decomposes into a
vacuum and an induced contribution. We now want to consider how this decomposition manifests
itself in a typical GW spectrum for axion inflation when accounting for the fact that gauge-field
production is a dynamical process, which starts out weak, but grows continuously as the inflaton
field is rolling down its potential hill.

To discuss this, we study a representative GW spectrum which we obtain for the standard
benchmark scenario m = 6.16 × 10−6MP and β = 25. As a reminder, this is precisely the

7Note that the LIGO–Virgo–KAGRA network has recently concluded their fourth observing run, and has updated
their search for an SGWB by also including data from the first part of the fourth observing run of LIGO [240]. This
improves upon their existing upper limits on the amplitude of an SGWB by roughly a factor of two. In what follows,
we show results that are based on our original publications [4, 5], for which this dataset had not yet been available.
However, given that the improved upper limit differs by an order-one factor, we expect that our subsequent results and
conclusions are not qualitatively altered by these updated constraints.
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Figure 9.1: A representative GW spectrum for pure axion inflation which is computed for the standard
benchmark β = 25 andm = 6.16× 10−6MP. We indicate the typical separation of the GW spectrum
into three pieces. At low frequencies, vacuum GWs dominate the spectrum, then gauge-field-induced
GW production takes over, finally, gauge-field production during the regime of strong backreaction can
lead to additional features in ΩGW.

benchmark scenario for which we previously analyzed the dynamics of axion inflation in Sec. 4.2.2
(cf. Fig. 4.1). The spectrum which we obtain for this data point is shown in Fig. 9.1. For
the moment, we are only concerned with the GW spectrum itself and less so with assessing its
detectability or considering CMB constraints.

To understand Fig. 9.1, we need to briefly remind ourselves of the fact that different frequencies
in GWs probe different time periods during inflation. Low frequencies correspond to small
comoving wavenumbers k, which have left the Hubble horizon at early times during inflation,
while higher frequencies correspond to larger comoving wavenumbers, which have thus left the
horizon later during inflation. Correspondingly, low frequencies probe the physics of inflation at
early times, high frequencies at later times. Turning then towards the GW spectrum in Fig. 9.1,
we see that it decomposes into three distinct pieces. At low frequencies, the spectrum is nearly
flat, it then rises rapidly at around a frequency f ∼ 1Hz, and finally, it flattens out again and
exhibits two local maxima. These three phases can be then mapped to the dynamical growth
of gauge fields during axion inflation; at early times, gauge-field production has not yet led to a
significant production of electromagnetic radiation, and thus there is no active source of GWs.
The low-frequency part of the GW spectrum therefore is dominated by vacuum GWs, i.e., ΩGW is
primarily determined from the nearly scale-invariant Pvac

h,λ in Eq. (9.24). At some point, GFIGW
production becomes efficient, and the induced contribution of the GW spectrum begins to dominate,
P ind
h,λ > Pvac

h,λ . This explains the sudden growth of the spectral amplitude in Fig. 9.1. The final stage
of the spectrum then corresponds to GWs which are sourced in the strong-backreaction regime of
axion inflation. The typical oscillations in the gauge-field energy densities that emerge during the
strong-backreaction regime imprint themselves in the GW spectrum in the form of two peaks. The
maximal frequency of the spectrum is then set by the largest wavenumber that exits the horizon
before the end of inflation (cf. Eq. (9.35)).

As indicated in Fig. 9.1, we can also use simple analytical arguments to extrapolate how this
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behavior changes for variations of the parameters β and m of our model. As we initialize our
system in the weak-backreaction regime, the vacuum contribution to ΩGW will initially always
dominate. Its amplitude in the weak-backreaction regime can be estimated based on slow-roll
dynamics, and scales with H2 ≃ m2 (cf. Eq. (9.26)). The induced contribution then takes over,
initially for dynamics that are governed by weak backreaction, where the analytical formula for
P ind
h,λ in Eq. (9.27) approximately applies. From this, one can deduce that the induced contribution

scales as P ind
h,λ ∝ H4 ≃ m4. The coupling strength β on the other hand regulates the growth in

P ind
h,λ , which scales exponentially with ξ and thus with β. For larger β, gauge-field production

becomes efficient at an earlier time, which shifts the rise in the GW spectrum to lower frequencies.
Furthermore, following Eq. (9.35), the overall position of the spectrum on the frequency axis is
also regulated by the inflaton mass as fend ∝ H1/2 ≃ m1/2. Finally, the contribution of ΩGW

from the strong-backreaction regime plays a special role. A phase of strong backreaction prolongs
the duration of inflation past what is expected from slow-roll dynamics. This implies that physical
frequencies are further redshifted than what would have been expected if strong-backreation effects
were absent (there is an unexpected phase of quasi-exponential growth in the scale factor). This
redshift moves all features in ΩGW which are not due to strong backreaction to the left. As a result,
any growth in ΩGW over the vacuum contribution happens already at lower frequencies than what
would be expected based on purely analytical estimates assuming weak backreaction. In addition,
the prolonged phase of strong backreaction allows for more gauge-field production, which further
enhances the induced GW spectrum.

At this point, it is important to stress the regime of validity of our present analysis, which relies
on the fact that the GEF adequately captures the inflationary dynamics of pure axion inflation. As
discussed in chapter 4, this is true for the phase of weak backreaction, and the onset of the strong-
backreaction regime. However, the GEF can only qualitatively resolve the nonlinear evolution of
the system for strong gauge-field backreaction, because it cannot capture the dynamical growth and
backreaction of inflaton inhomogeneities in this regime. Accordingly, the GW spectra we compute
here are reliable up until the onset of strong backreaction, but once strong backreaction begins, we
can only qualitatively capture the further sourcing of the GW spectrum, and the additional redshift
in frequency. This is in contrast to lattice techniques, which can fully account for inhomogeneous
backreaction.8

Despite this limitation, our GEF-based approach however comes with a great advantage; its
cheap numerical cost makes a comprehensive analysis of GW production over a large portion
of the (m,β) parameter space feasible. Lattice techniques, which can capture the full phase
of inhomogeneous backreaction, are limited to the study of a few benchmark points. To our
knowledge, there is only a single lattice study which considers GFIGW production during inflation,
namely Ref. [380], and their analysis is limited to four benchmark spectra for different values of
m and β. A second advantage of our GEF-based approach is that we can also capture the
dynamical evolution of the inflationary system over more than 60 e-foldings, thus many orders of
magnitude in GW frequencies. This is in contrast to lattice results, whose dynamical range is more
limited. Considering that one needs to capture both the growth of the induced contribution and
the subsequent evolution of the spectrum over multiple orders of magnitude in frequency, the GEF
approach is well suited for the type of analysis we perform here. The way to therefore think of
our GEF results is that they establish a GEF benchmark, a type of precursor analysis to identify
regions of parameter space which warrant further exploration using lattice techniques.

We should also mention that our results rely on the assumption that GFIGW production ends
once inflation has ended. This is a simplification, as gauge-field production, and thus the sourcing

8One can expect that in this regime, also inflaton inhomogeneities may become important as a source of GWs, as the
source term Σϕ in Eq. (9.5) can become relevant in this regime.
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of GWs, can continue into a stage of preheating. To reliably compute this effect, however, also
necessitates lattice simulations. Such an analysis has been performed in a set of two papers,
Refs. [385, 386] for two fixed values of the inflaton mass m.9 In what follows, we shall use the
results in Refs. [385, 386] as an indication for the importance of preheating effects, and to guide
our conclusions.10

With this first intuitive understanding of GFIGW production in place, and a keen awareness of
the limitations of our approach, we are then fully prepared to discuss our results of our extensive
parameter-space analysis.

9.3.2 Identifying relevant parameter-space regions

To begin, we first aim to identify a relevant region of parameter space where GW production is not
so weak as to not be observable, while not being so strong that it violates the bound ∆Neff < 0.5 in
Eq. (9.43). To identify the conditions that are needed to achieve this, we estimate the expected GW
amplitude by relying on the approximate analytical formula for the induced tensor power spectrum
in Eq. (9.27). This strategy directly follows from our qualitative analysis of the benchmark spectrum
in Fig. 9.1.

Considering that the induced tensor power spectrum in the weak-backreaction regime scales
withH and ξ as in Eq. (9.27), we can determine how a decrease in the inflaton massm ∝ H needs to
be compensated by an increase in the axion–vector coupling β to maintain an equal amplitude in the
tensor power spectrum. Using Eq. (9.27), and taking into account that |ξ| = β|∂φ/∂N |/(2MP),
one arrives at

log10

(
m

MP

)
≃ − π

2 log(10)

∣∣∣∣ 1

MP

∂φ

∂N

∣∣∣∣β + C , (9.44)

withC an arbitrary constant. For chaotic inflation, we have that |∂φ/∂N | ≲ 1.4MP (cf. Eq. (1.34)),
which we can use with the analytical expression for Ph,λ in Eq. (9.27) to estimate that

log10(h
2Ωmin

GW)1/4 + 3.3 ≲ C ≲ log10(h
2Ωmax

GW)1/4 + 3.3 , (9.45)

where h2Ωmin
GW and h2Ωmax

GW are the minimal and maximal amplitudes in between which the
SGWB signal is supposed to fall. To expect any observable signal for LISA or ET (whose
expected sensitivity reach extends to the lowest values of h2ΩGW), we conservatively estimate
h2Ωmin

GW ≈ 10−15, allowing for strong-backreaction effects to enhance the signal after the slow-roll
phase. At the same time, we estimate h2Ωmax

GW ≈ 10−5 to ensure ∆Neff < 0.5. Collectively, this
implies that observable GW signals should approximately be attainable for m and β following a
log-linear relationship as in Eq. (9.44) with the constant offset ranging from −0.45 ≲ C ≲ 2.05.

We then perform a first preliminary scan of the (m,β) parameter space to further refine these
expectations. In this first parameter scan, we identify that parameter points which are excluded by
∆Neff > 0.5 all lie above a line following the log-linear relationship log10(m/MP) ≳ tan θβ+0.3
with tan θ ≈ −0.4. This motivates us to work in a suitably rotated parameter space described by
the two parameters (

x
y

)
=

(
cos θ sin θ
− sin θ cos θ

)(
β

log10 (m/MP)

)
(9.46)

9See also Ref. [85], the authors of which also comment on the necessity for capturing GFIGW production into the
reheating phase.

10Note that these authors used ∆Neff ≲ 0.33 when assessing the possibility for ∆Neff violation for GWs from
preheating, which is directly inferred from the Planck result for Neff , Ref. [16]. This is in contrast to our work, which
uses ∆Neff ≲ 0.5, to better reflect the uncertainties regarding BBN determinations of Neff , as explained previously.
This small difference in the upper limit on ∆Neff however proves insignificant for our later discussion.
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with cos θ ≈ 0.93, sin θ ≈ −0.37. Variations of y thus correspond to varying the constant
offset of the line log10(m/MP) = tan θβ + C, with y = cos θC ≳ −0.44. We then perform a
refined parameter space scan over 51× 21 evenly spaced points y ∈ [0.15, 0.55] for x ∈ [10, 60].
This narrow range in y coordinates is chosen such that we can accurately determine the line of
∆Neff = 0.5, while also allowing us to identify the regions where GW signals are potentially
observable with a signal-to-noise ratio larger than one.

9.3.3 Results for pure axion inflation

The results of our parameter scan can be summarized as follows: we find that ∆Neff excludes a
large region of the (m,β) parameter space, constraining regions which otherwise would be allowed
by CMB bounds on the inflaton mass m based on the tensor-to-scalar ratio in Eq. (9.38) or the
non-Gaussianity bound in Eq. (9.39). Moreover, for ET, LISA, and HLVO3, we do not find a single
parameter space point with a signal-to-noise ratio exceeding unity which is not simultaneously in
conflict with ∆Neff .11 To elaborate upon these findings, we show the results of our analysis in
Figs. 9.2 and 9.3, once in terms of the model parameters β and m (Fig. 9.2), and once in terms of
x and y (Fig. 9.3).

Let us begin with Fig. 9.2. Here, we show the region which is excluded by ∆Neff > 0.5 as a
gray shaded area, and CMB constraints on the inflaton mass following from Eqs. (9.38) and (9.39)
in purple. The CMB constraints are placed at m ≲ 3.1× 10−6MP which follows from Eq. (9.40)
and Eq. (9.38) for fthr = fBBN and ∆NBR = 0. We may immediately note that the bound coming
from ∆Neff is evidently more stringent than CMB bounds on m, constraining far lower inflaton
masses for larger axion–vector couplings β. In addition to these bounds, we also highlight three
regions in which we find a signal-to-noise ratio above one for the three experiments ET, LISA and
HLVO3 in red, green and blue, respectively. All regions of parameter space wherein a GW signal
would be potentially observable lie above the line excluded by ∆Neff , putting into question their
phenomenological viability.

As a point of comparison, we also indicate the results of Refs. [380, 386] in Fig. 9.2. The two
points marked by stars give the results of Ref. [386] with β ≃ 14, m ≃ 6.16 × 10−6MP (red)
and β ≃ 16, m ≃ 6.16 × 10−7MP (yellow). For these points, Ref. [386] found violations of
∆Neff < 0.33 by accounting for gauge-field production during preheating. The β values of these
points are estimated based on Fig. 1 in Ref. [386] and may not be exact. As these points lie below our
excluded region, they emphasize that post-inflationary GFIGW production may be more important
than what our methods can account for. The results marked by dots indicate the benchmark points
studied in Ref. [380]. These are β ≃ 10, 12, 15, and 18 for m ≃ 5.31 × 10−6MP, which we
respectively mark in light-blue, dark-blue, orange, and red. For the first two points, Ref. [380] found
∆Neff -violation from gauge-field production after inflation (in accordance with Ref. [386]). For
the latter two, they instead obtained no∆Neff -violation during inflation, which already accounts for
strong backreaction including inflaton inhomogeneities. These lattice data points clearly underpin
that the excluded region, ∆Neff > 0.5, following from our results is not a hard bound on PAI.
Rather, as previously explained, our results are a GEF benchmark meant to guide future lattice
studies that can go beyond the limitations of our analysis. Nevertheless, as we shall discuss in
the subsequent paragraphs, our results still allow us to draw important conclusions about the

11We also do not find a region with S/N > 1 for NG15, but this can be put down to the region of parameter space we
have explored. An observable signal at PTA frequencies requires a GW spectrum which rises already at f ∼ 10−9 Hz
over the vacuum contribution. Such a swift rise in the GW spectrum requires larger values of β than what we captured
in our parameter-space scan. In particular, extrapolation suggests that β ∼ 100 is necessary (see also table 9.1), but
technical limitations prohibit us from scanning above β ≳ 60. For similar reasons, we also do not capture the full LISA
frequency band in our analysis, which also would require β values as large as 80.
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Figure 9.2: Results of our final parameter scan for PAI shown in terms of β and m/MP. The
gray-shaded area shows the region where ∆Neff > 0.5, implying an overproduction of GFIGWs in
conflict with CMB and BBN constraints. The purple-shaded area showsm > 3.1×10−6MP, which is
excluded due to the bound on the tensor-to-scalar ratio as given by Eq. (9.38) for a threshold frequency
fthr = fBBN and ∆NBR = 0. We also depict regions of S/N > 1 for ET (red), LISA (green),
and HLVO3 (red). The red and yellow stars, respectively, indicate β = 14, m = 6.16 × 10−6MP

and β = 16, m = 6.16 × 10−7MP, the approximate parameter points for which Ref. [386] found
∆Neff > 0.33 for gauge-field production during preheating. The light-blue, blue, orange, and red
points indicate β ≃ 10, 12, 15, and 18 for m ≃ 5.31 × 10−6 corresponding to results obtained by
Ref. [380]. The first two points violate ∆Neff bounds only during preheating, the latter two avoid
∆Neff bounds due to inhomogeneous-backreaction effects (cf. Sec. 4.3).

onset of strong backreaction and the detection prospects for GFIGWs from PAI in next-generation
interferometer experiments.

In Fig. 9.3, we show our results in the rotated (x, y) coordinate plane, which allows us to better
resolve several interesting features of our results. In dashed black lines, we indicate reference
lines of constant β and m/MP. In this very narrow diagonal slice of the β–log10(m/MP) plane,
variations in y along constant x keep β roughly constant while only very mildly varying m/MP.

As in Fig. 9.2, the area with ∆Neff > 0.5 is shown as shaded in gray and the one with
m > 3.1 × 10−6MP is shaded in purple. We also indicate regions of S/N > 1 shaded in red,
blue, and green for ET, HLVO3, and LISA, respectively. By this, we can see more clearly that there
are no regions of S/N > 1 for these experiments which also lie outside the region constrained
by ∆Neff . The green- and red-shaded regions at x ≲ 12 correspond to points for which Pvac

h

would be observable with LISA and ET. These regions are, however, excluded by our CMB
bounds. Furthermore, in dashed white lines, we indicate regions where the duration of inflation is
extended by more than ∆NBR e-folds — a smoking-gun signature of strong backreaction. Notably,
∆NBR > 3, 4, 5 always occurs simultaneously to ∆Neff > 0.5. This clearly suggests a direct
correspondence between ∆Neff -violation and strong backreaction. A clear interpretation is that
the extended period of gauge-field production during the phase of strong backreaction leads to the
observed overproduction of gravitational radiation. This interpretation is strengthened by the fact
that regions where backreaction effects are absent (indicated by the contour line for ∆NBR < 1 in
dashed brown), lie clearly outside the boundary describing ∆Neff > 0.5. Apparently, when strong
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Figure 9.3: Same results as in Fig. 9.2 shown in terms of x and y. As before, the gray-shaded area
indicates ∆Neff > 0.5 and the purple-shaded area indicatesm > 3.1×10−6. The red, blue, and green-
shaded areas indicate S/N > 1 for ET, HLVO3, and LISA, respectively. Clearly, S/N > 1 is only
possible for parameter-space points in conflict with ∆Neff < 0.5. In white dashed lines, we indicate
where the duration of inflation is extended by more than ∆NBR ≃ 3, 4, 5 due to strong-backreaction
effects. In dashed brown, we show where the extended duration of inflation is less than one e-fold,
∆NBR < 1. Evidently, strong backreaction is required for an observable signal, but simultaneously
leads to an overproduction of gravitational radiation. The points indicated in shades of light-blue are
x = 36 and y = 0.19, 0.21, 0.23. The magenta points are x = 50 and y = 0.17, 0.19, 0.21. SGWB
spectra for these six benchmark points are shown in Fig 9.4.

backreaction does not take place, ∆Neff -violation can be avoided, but the resulting GW spectra
also fall short of the sensitivity region for ET, LISA, or HLVO3.

To expand upon this observation, we select six benchmark points for which we show the full
SGWB spectra in Fig. 9.4. These points are indicated in Fig. 9.3 by three light-blue or magenta
points that, respectively, refer to x = 36, y = 0.19, 0.21, 0.23 or x = 50, y = 0.17, 0.19, 0.21.
The same color scheme is also used for the corresponding GW spectra in Fig. 9.4. What can be
seen by these spectra is that a marginal increase in the inflaton mass, m, (≃ y) for a fixed value of
β can lead to a sudden and drastic increase in the amplitude of ΩGW. Although this amplification
is needed to reach the sensitivity range of LISA, ET or HLVO3, it is too violent and leads to a
conflict with ∆Neff . Comparing to Fig. 9.3, it is notable that this sudden increase occurs only for
benchmark points which undergo a prolonged phase of expansion, which therefore indicates that
the observed amplification of the GW spectra can be attributed to strong-backreaction effects.12

The physical process behind this can be explained as follows. Below a certain threshold mass,
(e.g., m ≃ 6.7 × 10−14MP for β = 33.5 or m ≃ 3.9 × 10−19MP for β = 46.5), gauge-field-
induced friction on the inflaton is just small enough such that inflation can still end on the usual
slow-roll trajectory, i.e., reaching φ̇2 ≃ V (φ). However, only a very mild increase past this
threshold mass allows a marginally larger amount of gauge-field production, resulting in a slight
increase of gauge-field friction. This prevents the inflaton field from accelerating enough to end
inflation, and the system enters the strong-backreaction regime. Once this process is triggered,

12Comparing these spectra to Fig. 9.1, the reader may wonder at the absence of the flat vacuum part of the GW spectrum
The vacuum contribution for these spectra is strongly suppressed given the low inflaton mass m, see Eq. (9.24).
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Figure 9.4: SGWB spectra for the six benchmark points marked in Fig. 9.3. We explicitly plot our
numerical data points and connect them by piece-wise linear interpolation. Spectra in shades of light-
blue correspond to β = 33.5 and m = 6.4, 6.7, 7.0× 10−14MP or x = 36 and y = 0.19, 0.21, 0.23,
those in shades of magenta correspond to β = 46.5 and m = 3.9, 4.0, 4.2 × 10−19MP or x = 50
and y = 0.17, 0.19, 0.21. In red, blue, and green, we show PLIS curves for ET, LISA and HLVO3.
In gray, we suggest ∆Neff > 0.5 (although Eq. (9.43) is an integrated bound). For each set of three
benchmark points, one can notice a qualitative threshold mass, m ≃ 6.7 × 10−14MP for β = 33.5
or m ≃ 3.9 × 10−19MP for β = 46.5. A small increase past this threshold mass triggers strong
backreaction, leading to a drastically increased SGWB amplitude, while also redshifting the signal
to lower frequencies. Without strong backreaction, signals are too weak to be observed, with strong
backreaction, the signal conflicts with ∆Neff < 0.5.

the end of inflation is delayed by multiple e-folds as the inflaton’s kinetic energy oscillates and
the energy density in the electromagnetic field further increases. During this stage, the additional
growth in electromagnetic radiation further sources GWs, a process which is only interrupted once
the electromagnetic energy density becomes dominant, ρEM ≃ V (φ). By the time inflation has
ended this way, the amplitude in GWs has been increased by several orders of magnitude above the
levels before strong backreaction had set in.

To cement this interpretation, it is instructive to study the behavior of the backreaction parameter
δKG for these benchmark points (cf. Eq. (3.27)). As a reminder, δKG quantifies the importance
of gauge-field friction, with δKG ∼ 1 signaling strong backreaction. In Fig. 9.5, we show the
evolution of δKG as a function of e-folds just before the expected end of slow-roll inflation. The
parameter space points are the same as in Fig. 9.4, and we use a consistent color scheme. For the
three parameter points that manage to avoid ∆Neff > 0.5, inflation ends on the slow-roll attractor
(∆NBR ≃ 0) just before δKG = 1, thus never triggering strong backreaction. The opposite is
true for the points where the ∆Neff -bound is violated. To explain this observation, we can note
the approximate scaling δKG ∝ H2 ∝ m2 that is suggested by Eq. (3.32) for as long as weak
backreaction persists. This entails that a marginally larger inflaton mass implies a marginally
increased relevance of gauge-field friction effects. As a consequence, for slightly larger m, the
inflaton field is slightly more sensitive to gauge-field friction, keeping the inflaton from reaching
the end of slow-roll inflation by a fraction of an e-fold longer. This slight increase in the duration of
inflation also leaves the potential for gauge-field production to continue marginally longer, buying
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Figure 9.5: Evolution of the backreaction parameter δKG for the six benchmark points shown in
Fig. 9.4 with the corresponding color scheme. On the horizontal axis, we show the number of e-folds
∆NBR after the naive end of slow-roll inflation, approximately 61 e-folds after initializing our system.
Notably, for the benchmark points with ∆Neff < 0.5, inflation ends just before δKG = 1.

just enough time to tip the system over the edge of strong backreaction.

9.3.4 Summary on constraints and detectability regions

Following this discussion, we can state that our results entail two important observations: first, we
find that strong backreaction appears to be a prerequisite for an observable GW signal from PAI
for both LISA and ET. Moreover, we observe that strong-backreaction effects inevitability lead to
a conflict with ∆Neff bounds. Together, the two results imply that there is a limited potential for
observing GWs in our model of pure axion inflation. Both of these observations, however, warrant
further discussion.

Let us first focus on the bounds implied by∆Neff . We can summarize this bound by performing
an empirical fit to the boundary of the region shown in Fig. 9.3. Motivated by the approximate
scaling relation between β and log10(m/MP) in Eq. (9.44), we describe the viable parameter
region by

log10

(
m

MP

)
≲ t1β + t2 log10

(
β

10

)
+ C, (9.47)

allowing for a mild deviation from a linear relation to capture logarithmic terms neglected in the
derivation of Eq. (9.44). Our fit yields the coefficients t1 = −0.387, t2 = −1.34, and C = 0.51.
Note that t1 is consistent with the initial parameter scan, tan θ ≃ −0.4 ≃ t1. Within the regime
of validity of our approach, points which lie above this empirical contour region are ruled out by
an overproduction of GWs.

However, it should be clearly stated that this line does not represent a hard exclusion limit, as is
made clear by the results of Refs. [380, 385, 386], which we have indicated in Fig. 9.2. Our results
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Detector
Parameter scan Extrapolation

β m/MP β m/MP

HLVO3 32.5− 45.0 3× 10−18 − 2× 10−13 —
ET 27.0− 49.5 5× 10−20 − 5× 10−11 —
LISA 42.5− 56.0 8× 10−23 − 2× 10−17 ≲ 82.0 ≳ 5× 10−33

NANOGrav — ≲ 107.0 ≳ 5× 10−43

Table 9.1: Regions of interest for future studies including inhomogeneous backreaction.

are limited by our computational method, as we are not able to account for inhomogeneous-
backreaction dynamics nor can we consistently follow gauge-field production into the post-
inflationary epoch to study GW production during preheating. References [385, 386] have shown
that, for β = 14, m = 6.16×10−6MP and β = 16, m = 6.16×10−7MP, gauge-field production
leads to a post-inflationary violation of ∆Neff . The same was found by Ref. [380] for β = 10, 12
and m = 5.31 × 10−6MP. In all these four cases, their parameter points lie below our excluded
region. From this observation, we may deduce that an absence of gauge-field backreaction during
inflation does not necessarily imply that gauge-field dynamics cannot be enhanced by such effects
after inflation has ended.

However, our results do appear consistent within the scope of our method: For β = 10, 12
andm = 5.31× 10−6MP, the benchmark points studied in Ref. [380], the authors find that strong
backreaction is not reached during inflation, which is in agreement with our results. This accordance
is consistent with the direct comparison between lattice and GEF results in Ref. [378, 379] (see also
Fig. 4.3), which demonstrates that GEF results accurately capture the weak-backreaction regime
as well as the onset of strong backreaction. This consistency clearly suggests that the first major
result of our analysis is consistent in the lead up to the strong-backreaction regime: observable GW
signals from PAI within the reach of current or near-future interferometers can only be attained for
parameter values that also result in strong backreaction.

Meanwhile, the onset of strong backreaction may not necessarily imply an overproduction of
gauge-field-sourced gravitational radiation, unlike what our results may imply. Comparing again
to the lattice simulation performed in Ref. [380], we find that their data points β = 15, 18 and
m = 5.31× 10−6MP are also consistent with an extended period of inflation due to backreaction
effects, while avoiding ∆Neff > 0.5, as the coupling of gauge fields to inflaton gradients dampens
gauge-field production, and thus the creation of GFIGWs. In this way, their results manage
to penetrate our excluded region indicated by Eq. (9.47). However, given the dynamical range
covered in their simulations, it is not evident if accounting for the dynamics after inflation may
lead to an overproduction of GFIGWs, after all.

These caveats notwithstanding, the relevance of the contour line in Eq. (9.47) should not be
understated. Unlike the lattice results discussed above, the GEF allows us to perform an extensive
parameter scan of the PAI parameter space, which allows us to draw conclusions beyond the study
of specific benchmark points. The exclusion region in Eq. (9.47) represents a GEF benchmark that
can be used to guide follow-up lattice studies, indicating regions of interest wherein potentially
observable signals for current or future GW observatories may lie. We summarize these regions
in Table 9.1. The ranges indicated in this table should be understood as lying above the contour
given by Eq. (9.47) (see also Fig. 9.2). For homogeneous backreaction, we find that all regions
of interest within the range of our parameter scan are in conflict with ∆Neff > 0.5. Solving the
full dynamics of PAI including inhomogeneous backreaction, parts of these regions may yield
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observable (excludable in the case of HLVO3) signals. For LISA and NANOGrav, we extrapolate
the regions of interest based on Eq. (9.47) and the frequency corresponding to the end of inflation
estimated in Eq. (9.35).

9.4 Gravitational waves from fermionic axion inflation

We now follow up on our results for the model of PAI by studying GW production in the model
of FAI, particularly for the case where the Schwinger effect encompasses SM fermion production,
i.e., FAI. As for PAI, we begin our discussion by considering a single benchmark spectrum for FAI
to build an expectation for our analysis and to highlight the differences with respect to the model
discussed in the previous section. We then discuss the results of our full GW analysis based on a
comprehensive parameter-space exploration for FAI.

9.4.1 A benchmark spectrum for fermionic axion inflation

The main difference between PAI and FAI regarding the sourcing of GFIGWs is the fact that
Schwinger pair creation inhibits the production of electromagnetic fields (cf. chapter 6). This
reduction in the efficiency of gauge-field production directly implies that there is less electromag-
netic radiation which can source GWs in the case of FAI. To illustrate how this effect manifests
itself in the GW spectrum, Fig. 9.6 shows two GW spectra computed for the same parameter space
point, β = 30 and m = 6.16× 10−6MP, once for the PAI model and once for the FAI model. For
this first comparison, we are at this stage not concerned with experimental constraints, and merely
consider the qualitative differences between the two spectra.

Looking at Fig 9.6, we can see that the amplitude in the FAI spectrum (magenta) is suppressed
by several orders of magnitude with respect to the PAI spectrum (teal). Clearly, this effect can be
attributed to Schwinger damping, as merely the amplitude of the gauge-field-induced part of the
spectrum is lessened, while the flat vacuum part of the spectrum remains unaffected. Similarly, this
explains why the GW spectrum for FAI rises more gradually than the PAI spectrum. The second
noticeable feature is the absence of peaked features at high frequencies in the case of FAI. This
also can be attributed to the reduced efficiency of gauge-field production for FAI, as this hinders
the onset of the strong-backreaction dynamics that are otherwise present for PAI. The same effect
also explains why the induced contribution rises at mildly higher frequencies for FAI than it does
for PAI, as the prolonged duration of inflation associated with backreaction shifts features in the
GW spectrum to the left, as explained in Sec. 9.3.1.

Based on these considerations, we need to revisit some of our previous estimates for the
relevant parameter space region for our GW analysis of FAI. Perhaps surprisingly at first glance,
our parameter scan needs to be performed over a smaller range in inflaton masses m, and not
primarily larger couplings β. The reason is that the induced contribution to the tensor power
spectrum, P ind

h,λ still scales as H4 ≃ m4, even for the model of FAI. Although the analytical
formula for P ind

h,λ in Eq. (9.27) is no longer valid, the scaling with H in fact already follows from
the full integral expression for this quantity, Eq. (9.25). The inhibited sourcing of GFIGWs in FAI
implies that gauge-field spectra grow less rapidly, thus to achieve an appreciable amplitude in GWs,
we need to consider large values ofm. Loweringm can no longer be compensated as efficiently by
an increase in β, which has a reduced effect regarding the amplification of the spectrum compared
to the case of PAI. Consequently, the parameter-space analysis we perform in what follows is not
performed in rotated coordinates as in the case of PAI (see Eq. (9.46)), but rather it proves prudent
to perform a linear scan in β and log10

m
MP

.
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Figure 9.6: A representative GW spectrum for FAI (magenta) compared to one for PAI (teal). Both
are computed for the benchmark β = 30 andm = 6.16×10−6MP. The amplitude for the gauge-field-
induced part of the FAI spectrum is reduced because of the damping effects of fermions. Similarly,
there are no additional peaks at high frequencies, as gauge-field backreaction remains inefficient.

Since our numerical analysis of GFIGW production for FAI is the first of its kind, we do not
have a basis for comparing our results to the literature. In particular, lacking any lattice analyses
in the region of parameter space we shall focus on, we have no basis on which to assess the
importance of inflaton inhomogeneities for our results. Following our discussion in chapters 4, we
can however speculate that inflaton inhomogeneities are unimportant for FAI, at least as long as
strong-backreaction effects are irrelevant. Similarly, there is no study of GW production during
preheating for FAI.

9.4.2 Results for gauge-field-induced gravitational waves

For our study of GFIGW production in the model of FAI, we perform a parameter scan over inflaton
masses ranging between 10−7.5 − 10−5.5MP and β between 20 − 60. The main results of this
analysis are summarized in Fig. 9.7. Here we indicate regions with S/N > 1 for ET (red), LISA
(green), and NG15 (orange), with CMB constraints on the inflaton mass, m ≲ 3.1 × 10−6MP,
given in purple. Evidently, for β ≳ 30, FAI supports sufficiently strong gauge-field production
such that the resulting GWs would be detectable by both LISA and ET. In fact, we find a large
overlap between regions of S/N > 1 for ET and LISA, indicating that the GW amplitude spans a
large frequency range. For β ≳ 54 and m ≳ 2× 10−5MP, the signal can even extend down to the
nanohertz regime where the GW signal could potentially explain the evidence for an SGWB in the
NG15 dataset. However, to support large enough amplitudes in ΩGW, the inflaton mass needs to
be sufficiently high seeing as gauge-field production is less efficient in the presence of fermions.
The need for large inflaton masses entails that a large part of the LISA and ET region of interest is
in tension with the CMB bound onm, but a small viable region remains for β ≳ 45. The region of
interest for NG15 is clearly excluded by the CMB bound. In contrast, we find that neither ∆Neff

nor HLVO3 impose any constraint in the region of parameter space that we analyze.
Alongside the SNR regions in Fig 9.7, we also indicate the relevance of gauge-field backreaction

by showing contour lines for the extended duration of inflation due to backreaction, ∆NBR. These
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Figure 9.7: Regions with S/N > 1 for ET (red), LISA (green), and NG15 (orange) for FAI. Planck
constraints on the inflaton mass are shown as a purple-shaded region. In dashed black, we show contour
lines for ∆NBR, the prolonged duration of inflation due to gauge-field backreaction. The benchmark
points marked in cyan, violet, and magenta correspond to the GW spectra shown in Fig 9.8. For β ≳ 45,
we find a viable region for a detection by ET or LISA, while a FAI interpretation of the NG15 signal
appears to be excluded by Planck data.

contours match with those shown in Fig. 6.7, where we first discussed the regime of fermion-
tempered backreaction (cf. Sec. 6.4). As we have noted as part of this discussion, larger masses and
couplings increase the relevance of backreaction. However, the implications of strong backreaction
for our present GW analysis are in stark contrast to our findings for PAI in the previous section.
Firstly, we note that, for FAI, strong backreaction is not required to obtain an observable GW
signal. Moreover, strong backreaction is not inevitably tied to a violation of ∆Neff ≲ 0.5 in this
model. In particular, ∆Neff appears to be largely irrelevant for FAI, even for an extremely increased
duration of inflation, ∆NBR ≳ 15. This can be clearly attributed to the distinct dynamical regime
of fermion-tempered backreaction that we discussed in Sec. 6.4, as it allows for a delayed end of
inflation without being accompanied by an overproduction of gauge bosons.

Also shown in Fig 9.7 are three benchmark points for β = 59 with m = 1.5 × 10−6MP,
2.5× 10−6MP and 2.5× 10−5MP in cyan, violet, and magenta, respectively. The full GW spectra
for these points are presented in Fig. 9.8 alongside the PLIS curves for ET, LISA, and NG15. In
addition, we show constraints from HLVO3 in terms of its PLIS curve. Constraints from the Planck
satellite on the tensor-to-scalar ratio are also indicated.13

13The construction of the Planck bound in this figure is subtle, and requires further explanation. As detailed in
Sec. 9.2.1, we do not specify the inflaton potential at CMB scales, VCMB, but leave it as model-dependent above a given
threshold field value φthr (cf. Eq. (9.36)). Per our construction in Eq. (9.40), we consider that Planck bounds only apply
to the more flexible model where VCMB(ϕ) is arbitrary above φthr. However, to compute the spectra shown in Fig. 9.8
to low frequencies requires a definite potential shape down to CMB scales. The GW spectra we compute therefore
assume the definite shape V (ϕ) = m2ϕ2/2 even up to CMB scales. We can call this the m2ϕ2-equivalent of the actual,
more flexible model that we otherwise assume in our discussion. The CMB bound in Fig. 9.8 should then be interpreted
as follows: if an m2ϕ2-equivalent GW spectrum violates the CMB bound in Fig. 9.8, the corresponding more flexible
potential in Eq. (9.36) also violates the observational CMB constraints on As, r, and |ξCMB|, with the converse also
being true. This construction firstly entails that the CMB limit in Fig. 9.8 is not a model-independent sensitivity curve
on the same footing as the PLIS curves in the plot; it is constructed assuming the m2ϕ2-equivalent model, and only
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Figure 9.8: GW spectra for the benchmark points β = 59 with m = 1.5 × 10−6MP (cyan), m =
2.5×10−6MP (violet), andm = 2.5×10−5MP (magenta). PLIS curves are shown for ET, LISA, and
NG15 with the same colors as in Fig. 9.7. In addition, we indicate constraints from HLVO3 in blue and
from Planck in purple (cf. footnote 13). Clearly, all spectra avoid ∆Neff constraints, but the magenta
spectrum conflicts with the Planck observations.

Comparing Fig. 9.8 to its counterpart for PAI, Fig. 9.4, confirms our previous description of
the differences between PAI and FAI. For PAI, we found peaked spectra with a strongly blue-tilted
GW spectrum, surpassing the vacuum contribution by many orders of magnitude. For FAI, on
the other hand, GFIGWs are abundant enough to be observable by ET, LISA, or even NG15, but
never in threat of violating bounds on ∆Neff . Instead of the drastic amplification of GWs due to
strong backreaction, a temperate amplitude in GFIGWs is sustained over many orders of magnitude
in frequency. A first initial burst in gauge-field production lifts the spectrum above the vacuum
contribution, where it then remains with only a mild blue tilt. This is clearly a consequence of the
dampened efficiency of gauge-field production due to Schwinger pair creation.

The two lower-mass spectra, m = 1.5 × 10−6MP and 2.5 × 10−6MP, are nearly identical
up to an increase in amplitude for the higher-mass spectrum. For f ≳ 10−11Hz, the spectrum
rises with a mild blue tilt, h2ΩGW ∝ f0.1 (except for a small decrease due to the change in g∗,S
around the QCD crossover at f ∼ 10−9Hz). The spectra reach the sensitivity curves for ET and
LISA, and also avoid CMB constraints at f ∼ fCMB. The GFIGW contribution only becomes
important at f ∼ 10−12Hz and the vacuum contribution is not in tension with the upper limit on
the tensor-to-scalar ratio, r ≲ 0.03, as indicated by the purple shaded region in Fig. 9.7.

The spectrum at high mass, m = 2.5× 10−5MP, is qualitatively different. It exhibits features
that we can clearly attribute to fermion-tempered backreaction. As a reminder, fermion-tempered
backreaction features a drastically increased duration of inflation, including multiple subsequent
oscillation periods in the electromagnetic energy densities. As a reference, the reader is invited to

applies there. Secondly, the m2ϕ2-equivalent GW spectrum does not need to satisfy the constraint on the tensor power
spectrum, rAS ≲ 0.03 × 2.1 × 10−9, which only applies to the GW spectra computed for the actual, more flexible
model, where VCMB(ϕ) is unspecified. What we show in Fig. 9.8 is a “would-be” upper limit on rAS which only applies
to the m2ϕ2-equivalent model. To construct it we take Eq. (9.38) and Eq. (9.40) for fthr = 10−12 Hz and NBR = 0.
The excluded region is then constructed assuming a flat tensor power spectrum up to fCMB = 7.7× 10−17 Hz.
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consider Fig. 6.6, which shows the inflationary dynamics for the spectrum we are discussing here.
As we can infer from this figure, fermion-tempered backreaction causes a drastically increased
duration of inflation for this benchmark point, ∆NBR ≃ 14. This increased duration of inflation
implies that the GW spectrum in Fig. 9.8 is redshifted by an additional factor of 105 with respect to
the other two spectra in this plot. This explains why this spectrum rises at much lower frequencies
compared to the other two. The oscillatory features in electromagnetic radiation are also clearly
visible as the repeated peaks at high frequencies.

Notably, there is a clear conflict between the spectrum for m = 2.5 × 10−5MP and Planck
constraints. This conflict is two-fold. On the one hand, the GFIGW spectrum already rises at
CMB scales for this spectrum, thus violating bounds on the tensor-to-scalar ratio r. However, this
is model-dependent and is due to our simplified assumption that the inflaton potential is purely
m2ϕ2-like for this data point. If we were to flatten the inflaton potential at early times, one can
expect gauge-field production to set in later due to the lower inflaton velocity on the flatter sections,
thus shifting the GFIGW part of the spectrum further to the right. However, this would not save
the GW spectrum presented here from being ruled out, as even the vacuum contribution for this
spectrum is too high, which can be both read off from Fig. 9.7 and Fig. 9.8 (see also footnote 13).

Another thing to remark upon about the spectrum for m = 2.5 × 10−5MP is that it reaches
the sensitivity for NANOGrav. However, even if we disregard the fact that this data point is ruled
out by Planck data, the spectrum we observe is still not suitable to explain existing NG15 data,
despite the fact that it reaches a sufficient amplitude in ΩGW. NG15 data favors a GW signal with
a spectral tilt h2ΩGW ∝ f5−γ , with γ = 3.2 ± 0.6 (median and 90% credible interval) [242].
Clearly, the spectrum we see in Fig 9.8 falls short of this spectral slope with h2ΩGW ∝ f0.06

around the relevant frequencies. In fact, changes in the effective number of relativistic degrees
of freedom around the QCD phase transition even lead to momentary drops of the spectral index
below zero (i.e., γ > 5), which is clearly disfavored by the NG15 data.

In summary, our results for FAI are in stark qualitative contrast to our results for PAI. For
PAI, we found that the most stringent constraints on the (m,β) parameter space came from the
bound ∆Neff < 0.5, which is entirely irrelevant for the FAI model. The reason is that the reduced
efficiency of gauge-field production in FAI prevents the drastic overproduction of GFIGWs that
we observe for PAI. These more temperate dynamics result in GW spectra which are prospectively
observable by both ET and LISA. However, these same damping effects also imply that a larger
Hubble rate at production is required in order to supply the necessary amplitude in GWs. There-
fore, we find that the most relevant constraints on the SGWB from FAI come from the Planck
measurements of AS and the limit on r. Similarly, these damping effects entail that it is hard
to achieve a sufficiently large amplitude in ΩGW to reach the sensitivity of NG15. To achieve
this amplitude, one needs to enhance the GW amplitude by increasing the inflaton mass, which
conflicts with Planck data, and, regardless of these bounds, also fails to achieve a spectrum which
is sufficiently steep to agree with NG15 results.

9.4.3 Estimating fermion-induced gravitational waves

Up until now we have exclusively considered GWs sourced by gauge fields. However, our previous
exploration of the FAI model in chapter 6 has served to demonstrate that the Schwinger effect can
lead to the production of a large abundance of fermions during axion inflation, with their energy
density possibly surpassing that of the gauge field at the end of inflation. If this fermion gas is
sufficiently anisotropic, one would therefore expect that it contributes correspondingly to the total
amplitude of the GW spectrum.

A computation of this additional contribution, on equal footing to the one for the gauge field, is
beyond the scope of this thesis. But, we can make an educated estimate of its relevance based on a
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simple scaling argument that accounts for the amplitude of the gauge-field-induced GW spectrum,
and the energy density that is, respectively, contained in fermions and gauge fields:

ΩχGW ∼ α∗

(
ρχ
ρEM

)2

ΩEM
GW . (9.48)

Here, ΩχGW is the contribution from fermions to the GW spectrum, while ΩEM
GW is that of the gauge

field. What we assume here is that the overall spectral dependence for the fermion contribution
matches that of the gauge field, and we simply relate the two contributions via their respective
energy densities, ρχ for the fermions, and ρEM for the gauge field. This assumption aligns with
our effective modelling of the conducting fermionic medium as direct functions of the gauge-field
expectation values, ⟨E2⟩, ⟨B2⟩, and ⟨E · B⟩ (cf. chapter 6). The additional coefficient α∗ is
included to describe how inherently anisotropic (quadrupolar and beyond) the fermion gas is, i.e.,
its ability to source GWs.14

Our GEF results give us direct access to the evolution of ρEM and ρχ, and also allow us
to access ΩEM

GW. What is missing to evaluate Eq. (9.48) is an estimate for α∗, which requires
knowledge of the microphysical behavior of fermions. To estimate α∗, we should reflect on the
origin of fermion production in our model. As discussed in chapter 6, fermion production in axion
inflation proceeds via the Schwinger mechanism for nearly collinear electric and magnetic fields.
As argued in Ref. [120], this pair creation process results in the production of two distinct fermion
populations. The first population are chiral fermions which are directly produced from the electric
field via the chiral anomaly. Ref. [120] argues that these fermions quickly thermalize due to internal
scattering, which we take to imply that they quickly become isotropic and are thus irrelevant for
the production of GWs. However, a second population of left-right symmetric fermions occupies
higher Landau levels due to the presence of the magnetic field. For these fermions, scattering is
negligible, and they do not thermalize. In Ref. [120], it is estimated that this second population is
dominant in ρχ, with chiral fermions only making up a small fraction of around 10−2 − 10−3. We
take this to imply that, in principle, a large fraction of ρχ may be anisotropic. We will thus assume
an optimistic value, α∗ = 1 for our estimates.

In Fig. 9.9, we show the prospective relevance of the fermionic contribution by considering
how the SNR regions for LISA (green), ET (red), and NG15 (orange) are affected when adding
the estimate for ΩχGW from Eq. (9.48) to ΩEM

GW from Eq. (9.25). The S/N > 1 regions enveloped
by dotted lines indicate the result with ΩχGW included, while the dashed-dotted lines are computed
from ΩEM

GW alone. Besides LISA, ET, and NG15, also HLVO3 now shows sensitivity to ΩGW. The
sensitivity region for HLVO3 is shown in blue.

There are several notable effects of the fermionic contribution toΩGW. Firstly, we may observe
that fermion-sourced GWs increase the sensitivity region for LISA and ET, particularly for large β.
This clearly signals that, in the frequency regions covered by LISA and ET, ΩχGW may contribute
more to the total spectrum than ΩEM

GW. That this effect is more pronounced for larger β may be
readily attributed to the fact that an increase in β increases the efficiency of gauge-field production
via the inflaton field, which in turn increases fermion production, such that ΩχGW becomes more
relevant as well. In contrast to ET and LISA, we find that the sensitivity region for NG15 has not
been significantly increased. We attribute this to the observation that fermion production occurs
towards the end of inflation, as suggested by our results in Sec. 6.4. Therefore, at low frequencies,
ΩχGW contributes less to the total GW spectrum than ΩEM

GW does, so the ΩGW in the nanohertz
14The inspiration for this Ansatz comes from Ref. [470], who derived a heuristic formula for estimating the GW

amplitude for an arbitrary GW source after inflation. Their formula does not directly apply to our case, because we
consider inflationary GW production, but their scaling arguments should apply. These entail the quadratic scaling of
Ωχ

GW with energy density, and the inclusion of the parameter α∗ to parametrize the anisotropy of the source.
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Figure 9.9: Sensitivity regions when estimating the additional contribution to h2ΩGW due to the
fermion gas. The regions with S/N > 1 are shown for ET (red), LISA (green), NG15 (orange),
and HLVO3 (blue). The fermion contribution may boost the detectability region for ET and LISA,
thus dominating over the GFIGW contribution at high frequencies. At low frequencies, the extra
contribution matters little, as evident by the NG15 region being nearly insensitive to the additional
source. More so, the enhanced signal at high frequencies implies that HLVO3 is in conflict with a FAI
interpretation of the NG15 signal. These results are a simple estimate assuming an optimistically large
fraction of anisotropic fermions.

band remains largely unaffected. However, at late times, the fermionic contribution becomes more
important, and thus ΩχGW can surpass ΩEM

GW at higher frequencies. This explains the appearance of
an S/N > 1 region for HLVO3: because ΩχGW is more blue-tilted than ΩEM

GW, the total amplitude
in GWs is overall increased at higher frequencies. Based on our simple estimates alone, including
ΩχGW thus further weakens the FAI interpretation of the NG15 signal, as the HLVO3 region largely
overlaps with the one for NG15.

9.5 Summary and conclusion

In this chapter, we have analyzed the creation of gravitational waves in axion inflation with a focus
on the dynamical balance between gauge-field creation, backreaction, and Schwinger pair creation.
Using the gradient-expansion formalism (GEF), we investigated gauge-field-induced gravitational
waves (GFIGWs) in two models of axion inflation; pure axion inflation (PAI), which does not
account for Schwinger pair creation, and fermionic axion inflation (FAI), which does. Based on
this framework, we then assessed how the different dynamical mechanisms in these models impact
the resulting gravitational-wave (GW) signal by performing a comprehensive phenomenological
analysis of its detectability for next-generation GW interferometers and PTA experiments.

Our results for PAI demonstrate the importance of gauge-field backreaction effects in this model.
Studying GFIGW production in the parametric regime close to the onset of strong backreaction,
we find that an observable GW signal in the Einstein Telescope (ET) or the Laser interferometer
Space Antenna (LISA) is only realized in regions of parameter space that also lead to strong
backreaction. At the same time, we observe that the non-linear dynamics of strong backreaction
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result in an extended period of gauge-field production during which the electromagnetic background
is considerably amplified and the resulting induced GWs end up conflicting with BBN and CMB
bounds on the number of additional relativistic species in the early Universe, ∆Neff .

Our results for FAI instead underpin the importance of accounting for the nontrivial interplay
between gauge-field production and the Schwinger effect during axion inflation. In the particular
case we have considered here, i.e., one where the Schwinger effect is highly effective, we find that
Schwinger pair creation demonstratively drains the electromagnetic background, which therefore
inhibits the ability of GFIGW production. This effect however does not imply that GFIGWs
from FAI are unobservable; our results demonstrate that GW production during FAI can source
a stochastic gravitational wave background (SGWB) in reach of ET or LISA as long as inflation
occurs at sufficiently high scale. We even find GW signals with a sufficient amplitude to reach
the sensitivity range of the latest dataset of the NANOGrav collaboration (NG15). However, this
prediction necessitates an inflationary scale in tension with existing Planck data, and the resulting
spectral slope is too shallow to adequately explain NG15 observations. Based on simple estimates,
we also note that GWs sourced by fermions may be highly relevant in this model, as they could
even dominate the GW spectrum at high frequencies. This could further increase the prospects of
detecting an SGWB from FAI with LISA or ET. Moreover, this could entail additional pressure
on an interpretation of the NG15 dataset in terms of GWs from FAI, seeing as this signal is
correlated with a high-frequency fermionic contribution to the GW spectrum in conflict with the
non-observation of a SGWB by LIGO and Virgo. In stark contrast to our findings for PAI, we
observe that strong-backreaction effects are not required for a GW signal from FAI to reach the
sensitivity of LISA or ET. Furthermore, we find that the damped production of gauge fields in FAI
results in mildly blue-tilted GW spectra which are never in threat of violating ∆Neff bounds.

For our analysis, we relied on simplifying assumptions of a homogeneous inflaton field even
when modelling the regime of strong backreaction. As established in previous chapters of this
thesis, this assumption is necessary for us to solve the dynamics of axion inflation using the GEF,
but it also entails that our analysis does not capture the dynamical growth and backreaction of
inflaton inhomogeneities in the regime of strong gauge-field backreaction. This is particularly
relevant for our analysis of PAI, where lattice simulations demonstrate that inflaton gradients are
dynamically relevant during strong backreaction. This needs to be taken into consideration when
interpreting our results for this model. For one, our observation that GWs from PAI are only
observable by LISA and ET if strong-backreaction effects are present appears to be solid, seeing
as GFIGWs produced during weak backreaction fall short of the required amplitude, and the GEF
method is well-suited to study these dynamics. What is less certain is that ∆Neff violation is
indeed an inevitability of the strong-backreaction period, seeing as inhomogeneous-backreaction
effects may prevent an overproduction of GFIGWs. Indeed, based on the recent lattice results of
Ref. [380], it seems likely that the additional impact of inflaton gradients allows for a smoother
transition between the weak and strong-backreaction regime than what our results suggest. Such
a more gradual rate of gauge-field production in the strong-backreaction regime may lead to a
detectable GW signal for PAI in ET, LISA, or even NANOGrav after all. In this case, the results
we have presented here may serve as a guide for identifying the relevant regions in parameter space
for further studies using, e.g., lattice simulations.

For the model of FAI, the role played by inflaton inhomogeneities is less certain given the lack
of lattice studies for this model. Seeing as our results are not as dependent on strong-backreaction
effects, it is however conceivable that these effects may be less impactful than for PAI. Also in the
case of FAI, our findings beckon the need for further scrutiny using lattice techniques. Similarly, our
effective modelling approach to fermion creation deserves further attention. Our results emphasize
the potential relevance of fermion production during axion inflation, which inadvertently reinforces
the necessity to go beyond our effective approach and to compute fermion backreaction onto the
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gauge field from first principles.
A natural continuation of our work is to extend our analysis to other variants of axion inflation.

In our work, we assumed that the inflaton potential is quadratic near its minimum, but our conclu-
sions may be altered if the inflaton potential is not parabolic at times when tensor modes relevant
for GW observations exit the Hubble horizon, see for instance Refs. [82–84]. Moreover, applying
our formalism to multifield realizations of axion inflation could yield potentially interesting results,
for instance for the case of aligned natural inflation [88], or even in the scenario where the axion
field which sources gauge fields is a spectator to inflation [84, 471, 472].

Another topic of interest concerns GFIGW production during the reheating phase, which was
previously studied by Refs. [85, 380, 385, 386]. Our results motivate the further investigation of
these effects for PAI also in previously unexplored regions of parameter space indicated by our
GEF benchmark. More so, preheating studies for the model of FAI are still missing at the current
point in the literature, and may reveal important additional effects for GW production, and beyond.

Our focus in this chapter has primarly been on the gauge field as a source for an SGWB.
For the model of FAI, we have already pointed out that the fermions themselves could make a
relevant contribution to the SGWB. The other major source of GWs which could meaningfully
contribute to the spectrum of GWs from axion inflation are scalar perturbations, which can source
GWs at second order in perturbation theory. In the model of PAI, these scalar perturbations can
be efficiently sourced by gauge fields, while the fermions in FAI may also act as a source of
scalar perturbations. Additional features in the GW spectrum due to scalar-induced or fermion-
induced gravitational waves could alter the detection prospects for GWs from axion inflation beyond
what we have reported here. A starting point for investigating scalar-induced gravitational waves is
necessarily the study of scalar perturbations from gauge fields, which entails building on our results
in the previous chapter. For the case of FAI, our estimates of the fermion-induced contribution to
the GW spectrum clearly motivates the further study of both fermion-induced scalar and tensor
perturbations. A starting point in this direction could be to apply the formalism for computing
fermion-induced GWs presented in Refs. [122, 123] to the model of FAI.

Overall, the results of our analysis demonstrate how the rich dynamical structure of axion
inflation, both with and without the inclusion of the Schwinger effect, can profoundly affect phe-
nomenological prediction for axion inflation like the sourcing of gravitational radiation. This
underpins the necessity for apt numerical techniques to resolve these dynamics, and further rein-
forces our development of the GEF formalism both for pure axion inflation and fermionic axion
inflation in previous chapters of this thesis. Although our analysis of pure axion inflation sub-
stantiates the need for capturing the full dynamics of the strong-backreaction regime, including
the influence of inflaton gradients, it also highlights the relevance of homogeneous-backreaction
techniques like the GEF; with its relatively cheap numerical cost and large dynamical range, it
allows one to perform a comprehensive analysis of large regions of our model’s parameter space,
which can be used to guide the numerically more costly lattice simulations in follow-up studies.

In the case of FAI, our effective treatment of Schwinger pair creation with the GEF allowed
us to reveal that, while Schwinger damping drastically reduces gauge-field production, it does not
render the effects of gauge-field production phenomenologically unimportant. In fact, our results
suggest that the opposite is true: the damped creation of gauge fields allows one to avoid undesirable
consequences such as the overproduction of gravitational radiation, while the additional creation
of fermions may add even more wealth to the study of GWs from axion inflation than previously
expected. These results motivate a rich research program to refine the modelling of inflationary
dynamics including the creation of gauge fields and the Schwinger effect, and to further investigate
the direct phenomenological implications of fermion production.
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Conclusion

Cosmic inflation is the leading paradigm in modern cosmology to explain the origin of primor-
dial inhomogeneities whose existence is evidenced in the anisotropies of the cosmic microwave
background (CMB). In the conventional models of slow-roll inflation, this process is modelled
as a minimally coupled scalar field, which drives a period of accelerated expansion, while its
vacuum fluctuations, and those of the spacetime metric, generate the curvature perturbations that
seed the CMB anisotropies. Similarly, excited vacuum fluctuations of the metric also give rise to
primordial gravitational waves (GWs), which may be detected by GW experiments, or future CMB
missions. However, in realistic extensions of slow-roll inflation, the inflaton field can also couple
to other matter fields, which may modify these conventional predictions. Such interactions can
trigger the creation of particles during inflation, which can in turn source primordial perturbations
in addition to the conventional perturbations that arise from vacuum fluctuations. Understanding
the impact that inflationary particle production can have on observables is an important theoretical
undertaking, as distinctive features of particle production in, e.g., the spectra of inflationary GWs,
may be experimentally probed in current or next-generation GW experiments.

In this context, models of axion inflation occupy an important role, because the pseudoscalar
inflaton field in these models may couple to Abelian gauge bosons via the Chern–Simons operator
ϕFµνF̃

µν . This is an effective channel for Abelian gauge-field production, through which the
rolling of the inflaton field can effect a near exponential production of helical gauge bosons.
These field excitations may also be a channel for continued particle production, as they can create
particle–anti-particle pairs from the vacuum via the Schwinger effect. At the same time, gauge-field
production in axion inflation is also prone to significant backreaction on the inflaton dynamics,
while charge carriers may backreact on gauge-field production. A self-consistent treatment of these
coupled dynamics requires a numerical framework capable of evolving the inflationary background
and capturing the interplay between these interacting sectors, while also connecting the resulting
dynamics to observables such as the spectra of primordial curvature perturbations and GWs.

In this thesis, we have developed such a self-consistent numerical framework by building on the
gradient-expansion formalism (GEF) [128, 135]; a semi-analytical formalism to describe gauge-
field production and backreaction during axion inflation. The GEF reformulates the nonlinear
equations of motion of axion inflation into a coupled set of ordinary differential equations (ODEs),
which are numerically inexpensive to solve. Prior to the work presented in this thesis, the GEF
had existed as a complementary method to the existing numerical methods for studying axion
inflation, i.e., the mode-by-mode approach and lattice simulations of axion inflation, but it had
only been applied in select case studies that mainly demonstrated its ability to solve the equations
of motion of axion inflation [128]. Throughout this thesis, we have distinctly changed this status
quo: as part of the four analyses we have presented, the GEF has developed into a tool that
can be used for comprehensive stability analysis in axion inflation (cf. chapter 5), a tool which
models the Schwinger effect in a more refined way (cf. chapter 6), and, we have expanded the GEF
into a framework that can be directly applied to infer both the spectrum of gauge-field-induced
scalar (cf. chapter 8) and tensor (cf. chapter 9) perturbations based on the background dynamics
that are determined through the GEF. These developments have all been performed as part of
specific research projects whose individual results are important contributions to the literature on
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axion inflation in their own right. For the conclusion of this thesis, we now want to view these
contributions through the lens of the GEF as a self-consistent numerical GEF framework that can
be applied to the study of axion inflation.

Taking this perspective, the improved effective model of Schwinger pair production that we have
devised in chapter 6 is a cornerstone in the development of this numerical GEF framework. Our
revised effective description builds upon the existing modelling of Schwinger pair production in
axion inflation, which assumes that the charge carriers produced by the Schwinger effect constitute
a conductive medium that dampens gauge-field production. Our improved version addresses two
conceptual shortcomings of this original description. First, we resolved an ambiguity in the effective
description of charge carriers as a conductive medium. Previous authors modelled the backreaction
of charge carriers onto gauge-field production as either a charge current expressed through a purely
electric conductivity [104, 128], J = σEE, or a purely magnetic conductivity [120, 121, 132],
J = σEB. This ambiguity arises from the idealization that electric and magnetic fields in axion
inflation are collinear. We improved upon this by deriving an unambiguous mixed representation,
J = σEE + σBB, which is valid for the realistic case where electric and magnetic fields are not
collinear in the comoving frame. In addition, we also identified a characteristic length-scale lS
that describes the separation of charge carriers in the conductive medium given the strength of the
electric field that has created them. Prior to our work [128], Schwinger damping was modelled
as affecting gauge-field modes of arbitrary wavelength, λ. We modify this description such that
only gauge-field modes with wavelengths λ > lS are subjected to the presence of this conductive
medium. This reflects a more realistic physical description of Schwinger damping.

Collectively, these two modifications; scale-dependent damping, and the mixed-picture repre-
sentation of the induced current J , represent a conceptual improvement over the existing effective
description of Schwinger damping. By adapting the GEF to incorporate these changes, we could
therefore improve our numerical GEF framework in its ability to dynamically determine the effect
of Schwinger pair production. In a first application, this revised version of the GEF enabled us to
perform a comprehensive case study regarding the efficiency of Schwinger pair production in the
case where the gauge field in axion inflation produces massless Standard Model (SM) fermions. As
part of this case study, we could demonstrate that our new effective model of Schwinger damping
can lead to order-of-magnitude differences in the energy density stored in both gauge fields and
fermions. Moreover, the GEF also enabled us to identify a previously unknown dynamical regime
of fermion-tempered backreaction, where efficient Schwinger pair production coexists with strong
gauge-field friction effects on the inflaton field.

A second key component of our work is the development of a numerical scheme that can be
used to determine scalar and tensor power spectra for axion inflation based on the inflationary
background dynamics that we computed using the GEF. In particular, our method permits us
to determine both vacuum and gauge-field-induced contributions to the scalar and tensor power
spectra, which had previously not been done using the GEF.

As a first application, this permitted us to closely assess the role of gauge-field-induced metric
perturbations in axion inflation. Expanding upon the results of previous calculations, we devised a
formalism that self-consistently takes into account curvature perturbations coming from gauge-field
sourced inflaton and scalar metric perturbations, whereas previous such calculations only included
sourced inflaton perturbations. Building on the results of a controlled analytical calculation, the
numerical approach based on the GEF allowed us to demonstrate that gauge-field-sourced metric
perturbations contribute only marginally to the total spectrum of curvature perturbations in axion
inflation. In particular, to reach this conclusion, our numerical GEF framework was vital, as it
allowed us to also extend our analysis to a regime where gauge-field backreaction effects on the
background dynamics of axion inflation are strong. Based purely on analytical techniques, this
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conclusion would otherwise have only been valid assuming negligible gauge-field backreaction on
the dynamics of the inflaton field. Similarly, the GEF also permitted us to extend the application
of our new formalism to determine how gauge-field backreaction affects the evolution of curvature
perturbations themselves. Here, we could show that the inclusion of these effects can lead to
unanticipated infrared divergences in the scalar power spectrum. While the significance of this
infrared divergence remains unclear, our GEF framework will certainly be a valuable tool in
understanding it in the future.

Our work in chapter 9 also serves to illustrate the use of our numerical GEF framework
in directly connecting the dynamics of axion inflation to observable predictions. Therein, our
framework enabled us to perform a comprehensive study regarding the detectability of GWs from
axion inflation with current or next-generation GW observatories. In particular, the numerical
efficiency of the GEF allowed for an extensive parameter-space exploration to study observational
prospects of gauge-field-induced gravitational waves (GFIGWs) with either current pulsar-timing-
array (PTA) experiments or next-generation GW interferometers, all while taking into consideration
constraints on inflation from the Planck satellite, and bounds on the number of dark relativistic
species beyond SM radiation, ∆Neff .

For this study, the analysis pipeline we have devised as part of our GEF framework allowed us
to perform an equally thorough investigations into GW production for two separate variations of
axion inflation: pure axion inflation (PAI), where the Schwinger effect is treated as ineffective or
absent, and fermionic axion inflation (FAI), where we assume that the Schwinger effect produces
massless SM fermions. In particular, this comprehensive analysis of GW production in both PAI
and FAI serves to underpin the qualitatively distinct phenomenology that may arise when the
Schwinger effect is active during axion inflation.

In the analysis of GWs from PAI, we find that a sufficient amplitude in gauge-field-induced
gravitational waves (GFIGWs) is only reached once backreaction effects have become important.
However, simultaneously, these backreaction effects increase the duration of inflation, which allows
for an increased production of GFIGWs. This continued phase of gauge-field production ultimately
results in an overproduction of these GWs in violation of existing ∆Neff -bounds on their integrated
amplitude. This leads us to conclude that detection prospects for GWs from PAI for both the Laser
Interferometer Space Antenna (LISA) and the Einstein Telescope (ET) may be limited.

In contrast, our results indicate a more optimistic perspective on the detectability of GFIGWs
from FAI. In this case, we could demonstrate that a damping of gauge-field production effectively
reduces the amplitude of the GW spectrum sourced by these fields. Consequently, we find no
conflict with GFIGW production and ∆Neff bounds for FAI. Meanwhile, we could show that the
amplitude of GWs in this model may be detectable in the LISA and ET frequency band if the
scale of inflation is sufficiently high. Moreover, based on simple estimates, we find that these
detection prospects could even be enhanced when accounting for fermions as an additional source
of GWs at high frequencies. However, such estimates will require a more refined computation in
the future, e.g., by directly computing the GW contribution from fermions on a first-principles
basis as suggested in Refs. [122, 123].

To our knowledge, the results of the FAI analysis are the first-ever numerical analysis of GWs
from axion inflation where Schwinger damping is fully taken into account. Moreover, the analysis
of PAI is the first-ever comprehensive parameter space exploration of this kind. Therefore, both
these results constitute important contributions to the current literature regarding GW production
from axion inflation in their own right, and the GEF framework we have developed in this thesis
was vital component in obtaining these results.

Although these different applications of our GEF framework serve to demonstrate its usefulness,
our approach does not come without limitations. Fundamentally, all our results and conclusions are
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computed based on the inflationary background dynamics that we determine using the GEF. How-
ever, at present, the GEF is unable to resolve the dynamical effects that inflaton inhomogeneities
can have on the production of gauge fields, and ultimately on the entire inflationary system. As
demonstrated in several independent lattice simulations [378–380], this inhomogeneous backreac-
tion becomes dynamically relevant once gauge-field backreaction effects are strong. This can lead
to quantitative differences regarding the dynamical evolution of gauge fields during axion inflation
as discussed in chapter 4. Since the GEF cannot capture these effects, conclusions that we can draw
based on our GEF framework may require further scrutiny in the future using lattice techniques.

This limitation is especially relevant for the case of PAI, where the effect of inhomogeneous
backreaction are clearly demonstrated. In this case, the results that one obtains based on our
GEF framework should be rather viewed as establishing a GEF benchmark, with results that are
obtained in the strong-backreaction regime requiring an independent confirmation using lattice
simulations. In the context of this thesis, this is most clearly the case for our results regarding
the detectability of GWs from PAI, as discussed in detail in chapter 9. However, we believe that
these GEF benchmarks offer valuable information for lattice studies, as these simulations can be
numerically costly and are thus less suitable for vast parameter-space scans like the ones we can
perform with the comparatively faster GEF.

From this perspective, the linearized gradient expansion formalism (LGEF) that we developed
and applied in chapter 5 could prove to be an insightful tool. The LGEF can be used to study the
linear stability analysis of steady-state solutions in axion inflation, which exist under simplifying
assumptions of a constant Hubble rate and an inflaton potential with a constant gradient. One
important insight that the LGEF provides is a new criterion to determine the onset of strong-
backreaction effects. In the future, this new criterion could be used alongside the GEF to signal
the onset of backreaction effects, and to highlight at what point results that are obtained using our
GEF framework need to be reassessed by lattice simulations.

An additional insight that the LGEF provides is that it clarifies the stability of the Anber–Sorbo
solution — the particular steady state-solution that exists in the regime where gauge-field friction
on the inflaton field dominates over Hubble friction. In this context, the LGEF allowed us to refine
the previous findings of Ref. [131] that imply that the Anber–Sorbo solution is unstable. Our results
give a more subtle perspective: for one, we find that the Anber–Sorbo solution is indeed unstable
in the regions of the axion-inflation model space that were explored in Ref [131], but on the other
hand, the LGEF reveals a possible region of the axion-inflation phase space, where backreaction
may be strong. Enticingly, this region may also correspond to a regime where axion gradients
are ineffective at backreacting on the dynamics of gauge-field production. This claim needs to
be further analyzed using lattice techniques, but, if true, such regions of stable backreaction are
precisely where the GEF could be used to its full capability.

An important open question that should be further explored in future work is the relevance of
inhomogeneous-backreaction effects in the context of Schwinger damping. At present, lattice simu-
lations that take the Schwinger effect into consideration appear to indicate that dynamical feedback
from inflaton inhomogeneities on gauge-field production is unimportant as long as the Schwinger
pair creation is effective at suppressing gauge-field backreaction on the inflaton field [134]. How-
ever, this claim needs to be further explored, in particular, since we have demonstrated in this work
that Schwinger damping and gauge-field backreaction can coexist in the case of fermion-tempered
backreaction. The relevance of inhomogeneous-backreaction effects in this dynamical regime
requires careful scrutiny.

One possibility to approach this problem could be a comparative analysis between the GEF
and lattice simulations including the Schwinger effect, similar to the thorough comparison for
PAI performed in Refs. [378, 379]. In this case, the GEF may prove useful in calibrating such
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simulations. As we have seen explicitly in our work, Schwinger damping accumulates through the
course of inflation over a large range of e-folds, which could be challenging to resolve in lattice
simulations due to their limited dynamical range. Here, the GEF could be used to calibrate these
simulations, as it can provide the necessary nontrivial input regarding the dynamical state of the
coupled system consisting of the inflaton field, the gauge field, and charged fields.

An alternative possibility to assess the dynamical relevance of inhomogeneous backreaction
would be to compute their effect perturbatively. That is, one may first compute the dynamics of
inflation based on the GEF, assuming inflaton inhomogeneities are dynamically irrelevant. In a
second step, one then determines the amplitude of inflaton inhomogeneities to assess their potential
to backreact on gauge-field production. A similar approach was recently taken in Ref. [87] who
studied GW production in PAI using the mode-by-mode approach. Withing our GEF framework,
such an a posteriori assessment regarding the importance of inflaton inhomogeneities could be
achieved by building on our existing method to compute the spectra of sourced scalar perturbations.
Indeed, this approach could also be used to assess the relevance of inflaton inhomogeneities in the
presence of Schwinger damping even without relying on lattice simulations.

Moreover, a numerical approach that can perturbatively assess the importance of inhomoge-
neous backreaction could also prove valuable in combination with the LGEF, for instance to confirm
or refute the claim that the LGEF can be used as an indicator of inhomogeneous backreaction, as
we have speculated upon in chapter 5.

Evidently, inhomogeneous backreaction is a highly relevant topic when discussing numerical
methods that aim at studying the dynamical production and backreaction of gauge fields during
axion inflation. Ultimately, it may therefore be worthwhile to revisit the results of Ref. [372],
who attempt to perturbatively include inflaton-backreaction effects into the GEF. As we have noted
upon in chapter 4, their approach may be refined by taking into account longitudinal gauge-field
polarizations in the existing GEF formulation, as inflaton inhomogeneities can also source these
modes [379]. Including longitudinal gauge-field modes into the GEF could help to improve the
agreement between lattice and GEF results in the strong-backreaction regime, and would ultimately
improve the entire GEF framework we have established in this thesis. A starting point for this
improvement could be the GEF variant developed in Ref. [392], which accounts for the production
of longitudinal gauge-field modes in an inflation scenario featuring massive vector fields.

Beyond the discussion of inhomogeneous-backreaction effects, the numerical GEF framework
we have devised in this thesis could also serve as the basis for a variety of phenomenological
analyses that expand upon our current work. For instance, our method for computing the spectrum
of curvature perturbations using the GEF could be used as a starting point into a thorough analysis
of primordial-black-hole formation in axion inflation. Similarly, our approach could also be used to
determine the importance of scalar-induced gravitational waves in axion inflation, an effect which
our GW analysis did not yet account for. Finally, our improved modelling of the Schwinger effect
may serve as the basis for exploring dark-matter production in axion inflation, or to consider SM
fermion production in axion inflation in the context of baryogenesis scenarios.

Overall, the concrete applications of our GEF framework in this thesis have established it
as a useful tool, which can now be used in a variety of applications beyond the results of this
thesis. The essence of this GEF framework is our new Python package, the GEFF [7], wherein
many improvements, modifications, and developments that we have devised in this thesis are self-
consistently implemented. With this, we hope to provide a basis on which future work can build
to further explore the rich phenomenology of axion inflation, and to improve our understanding of
its complex dynamical structure.
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Appendix A

Whittaker functions

In this appendix, we briefly summarize the properties of Whittaker functions to the extent that they
are needed for the discussion of axion inflation in chapters 3, 6, and 8. The properties of Whittaker
functions may be, e.g., found in Refs. [186, 473].

A.1 Properties of Whittaker functions

The two kinds of Whittaker functions, Mκ,µ and Wκ,µ constitute a set of linearly-independent
solutions to the Whittaker differential equation

d2f

dz2
+

(
−1

4
+
κ

z
+

1/4− µ2

z2

)
f = 0 . (A.1)

These two solutions are related to the confluent hypergeometric KummerΦ and TricomiU functions
as

Mκ,µ(z) = e−z/2zµ+1/2Φ(µ− κ+ 1/2; 1 + 2µ; z) , (A.2)

Wκ,µ(z) = e−z/2zµ+1/2 U(µ− κ+ 1/2; 1 + 2µ; z) . (A.3)

In the limit of |z| → ∞ (with −3π/2 < arg z ≤ −π/2), their asymptotic form is given by

Mκ,µ(z) =
Γ(2µ+ 1)

Γ(µ+ 1/2 + κ)
e−iπ(µ+1/2−κ)e−z/2zκ[1 +O(z−1)]
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Γ(2µ+ 1)

Γ(µ+ 1/2− κ)
ez/2z−κ[1 +O(z−1)] , (A.4)

Wκ,µ(z) = e−z/2zκ[1 +O(z−1)] . (A.5)

Here, Γ denotes the Euler Gamma function. The derivatives of Mκ,µ and Wκ,µ further satisfy the
recurrence relationships
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)
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Finally, the Wronskian of the Whittaker functions takes the form

W[Wκ,µ(z), Mκ,µ(z)] =
Γ(2µ+ 1)

Γ(µ+ 1/2− κ)
, (A.8)
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as may be readily derived from Eqs. (A.4) and (A.5) and the fact that the Wronskian is a constant
function of z.

A.2 Whittaker functions in axion inflation

The properties of Whittaker functions are needed to determine analytical expressions for gauge-field
mode functions in axion inflation. For the purposes of this thesis, we require these expressions in
two particular scenarios: the conventional axion inflation model without Schwinger pair production,
which we discuss in chapter 3, and axion inflation including Schwinger pair creation, discussed in
chapter 6.

The expressions we give below may be, for instance, used to determine boundary terms
appearing in the gradient-expansion formalism equations in chapters 4 and 6.

Axion inflation without the Schwinger effect

The conventional mode equation for a gauge-field mode Aλ(η, k) in axion inflation takes the form
(c.f. Eq. (3.19))

A′′
λ(η, k) +

(
k2 − 2λξaHk

)
Aλ(η, k) , (A.9)

with η conformal time, k the mode functions wavenumber, λ its polarization, and ξ the instability
parameter defined in Eq. (3.20). Assuming de Sitter space, η = −1/(aH), and a constant value for
ξ, Eq. (A.9) takes the form of the Whittaker equation in Eq. (A.1) (with z = −kη, µ = ±1/2, and
κ = −iλξ). Imposing Bunch–Davies initial conditions, Aλ(η, k) → e−ikη/

√
2k for −kη → ∞,

selects the solution given by Wκ,µ as may be determined from its asymptotic form in Eq. (A.5).
Hence, one obtains

Aλ(η, k) =
1√
2k
e

λπξ
2 W−iλξ, 1

2
(2ikη) , (A.10)

in agreement with Eq. (3.28).

Axion inflation including the Schwinger effect

For the effective model of axion inflation presented in chapter 6, the mode equation for Aλ(η, k)
includes the effects of a conductive medium, and reads

A′′
λ(η, k) + σEΘA

′
λ(η, k) +

[
k2 − 2λkaH

(
ξ +

σBΘ

2H

)]
Aλ(η, k) = 0 , (A.11)

with electric and magnetic conductivities σE and σB , and Θ(η, k) a step function in η which
we specify further below (see chapter 6 for the physical interpretation of Θ(η, k)). Applying the
substitution

Aλ(η, k) =
√

∆k(η)fλ(η, k) , ∆k(η) = exp

(
−

η∫
−∞

a(η′)σE(η′)Θ(η′, k)dt′
)
, (A.12)

one finds that the mode functions fλ(η, k) evolve according to (c.f., Eq. 6.40)

f ′′λ (η, k) +
[
k2 − 2λkξeffaH − sE + s2E

k2
a2H2

]
fλ(η, k) = 0 . (A.13)
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Here, we assumed that σE and σB are constant, and we introduced ξeff and sE as defined in
Eqs. (6.36) and (6.41). In de Sitter space, i.e., for η = −1/(aH), Eq. (A.13) is also in the form of
Eq. (A.1) with κ = −iλξeff and µ = 1/2 + sE . Thus, Aλ(η, k) is generally given by

Aλ(η, k) =

√
∆k(η)

2k
e

λπξeff
2

[
Cλ,kW−iλξeff , 12+sE

(2ikη) +Dλ,kM−iλξeff , 12+sE
(2ikη)

]
, (A.14)

where Cλ,k and Dλ,k are time-independent coefficients.
In chapter 6, we have presented two choices for Θ(η, k). The simple version is that the function

is constant for all η and k; Θ(η, k) = 1. In this case, the mode function Aλ(η, k) obeys damped
Bunch–Davies boundary conditions, Eq. (6.43). These boundary conditions fix Cλ,k = 1 and
Dλ,k = 0 in Eq. (A.14), and one obtains

Aλ(η, k) =

√
∆k(η)

2k
e

λπξeff
2 W−iλξeff , 12+sE

(2ikη) . (A.15)

Alternatively, Θ(η, k) may be modelled as a step function as defined in Eq. (6.49). For the
purposes of this appendix, this step function may be conveniently written in the form

Θ(η, k) = θ(η − η∗(k)) , (A.16)

where η∗(k) denotes a fixed moment in conformal time for every wavenumber k. This entails that
a gauge mode function Aλ(η, k) with a fixed wavenumber k solves Eq. (A.9) for η < η∗(k), while
solving Eq. A.11 with Θ(η, k) = 1 for η > η∗(k).

In the domain η < η∗(k), Aλ(η, k) may obey the conventional Bunch–Davies boundary
condition, Aλ(η, k) → e−ikη/

√
2k for −kη → ∞ and the mode function takes the form of the

Whittaker-W function in Eq. (A.10). In the domain η > η∗(k), the expression forAλ(η, k) instead
follows from Eq. (A.14). The coefficients Cλ,k and Dλ,k may then be determined by matching
Eq. (A.14) and (A.10) at η∗(k) to ensure that the physical mode function Aλ(η, k) is smooth. This
matching yields the following linear equations

W = Cλ,kW̃ +Dλ,kM̃ , (A.17a)

W ′ = Cλ,k

[
W̃ ′ − i

sE
2kη∗

W̃

]
+Dλ,k

[
M̃ ′ − i

sE
2kη∗

M̃

]
, (A.17b)

where we have introduced the notation

W =W−iλξ, 1
2
(2ikη∗) , W̃ =W−iλξeff , 12+sE

(2ikη∗) , M̃ =M−iλξeff , 12+sE
(2ikη∗) , (A.18)

and where a prime denotes the derivative of a Whittaker function with respect to its argument, i.e.,
W ′
κ,µ(z) =

d
dzWκ,µ(z). Eq. (A.17) can be solved using Eqs. (A.6) to (A.8);

Cλ,k = −iΓ(1 + sE + iλξeff)

(2kη∗)Γ(2 + 2sE)

[
W+1M̃+(1 + sE − iλξeff)WM̃+1 + (sE + iλsB)WM̃

]
,

(A.19a)

Dλ,k = i
Γ(1 + sE + iλξeff)

(2kη∗)Γ(2 + 2sE)

[
W+1W̃ −WW̃+1 + (sE + iλsB)WW̃

]
. (A.19b)

Here, the subscript +1 denotes the corresponding Whittaker function with the index κ increased
by one unit, e.g., W+1 =W1−iλξ, 1

2
(2ikη∗

)
. Also, we write sB = ξeff − ξ.
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Appendix B

Numerical determination
of mode functions and power spectra
This appendix is partially adapted from the appendix in Ref. [4]. The detailed contributions of the
author to this article is outlined at the beginning of this thesis.

As we have seen in chapters 4, the gradient-expansion formalism (GEF) allows us access to the
dynamical evolution of the homogeneous and isotropic inflationary background. Based on these
dynamics, we can then determine the spectral evolution of a variety of quantum fields during
inflation, for instance that of the gauge field, the curvature perturbation, and the tensor metric
perturbation. In this appendix, we provide details on the numerical strategies that we employ in the
main text to compute the spectra for these fields based on pre-determined inflationary background
dynamics from the GEF.

Specifically, in what follows, we assume that the evolution of the inflationary background is
known starting from some initial time ηini until some final time ηend with η denoting conformal
time. This means, we assume that the typical background quantities like the Hubble rate, H , the
scale factor a etc. are known functions of η. Alternatively to conformal time, we also use cosmic
time t, or e-folds N which we define such that N(ηini) = 0. Moreover, we implicitly assume
a phase of accelerated expansion which is approximately described by de Sitter space such that
η ≃ −1/H(η) with H being the comoving Hubble scale.

B.1 Solving a homogeneous mode equation

In multiple instances throughout this thesis, we have encountered the following generic situation:
we want to determine the spectrum of a quantum fieldXk that is given by mode functionsX(η, k)
with k = |k|, and these mode functions (i) evolve according to a homogeneous mode equation of
the type

X ′′(η, k) + pk(η)X
′(η, k) + qk(η)X(η, k) = 0 , (B.1)

with real coefficients pk(η) and qk(η) depending on the inflationary background dynamics and k;
and (ii) evolve as positive-frequency plane waves at asymptotic early times −kη → ∞. In these
cases, the spectrum of Xk can be determined by numerically solving Eq. (B.1) for a range of
wavenumbers k starting from some initial time ηini until the end of inflation ηend. In this section,
we outline a general strategy by which this can be achieved.

Specifically, this problem has appeared in two variations in the main text: (a) the gauge field in
axion inflation (cf. Sec. 3.2) whose mode functions,Aλ(η, k) evolve according to the homogeneous
mode equation given by Eq. (3.19) (no Schwinger effect) or Eq. (6.35) (with the Schwinger effect);
(b) the vacuum part of the curvature and tensor metric perturbation (cf. chapters 8 and 9) whose
mode equations are respectively given by Eqs. (8.23) and (9.15).



236 Appendix B. Numerical determination of mode functions and power spectra

Assumptions and Notation

Let us first mention restrictions on the form of the mode equation (B.1) which need to be met
for our strategy to work. In particular, these requirements are necessary to ensure that Eq. (B.1)
indeed admits an asymptotic solutionX(η, k) ∝ e−ikη for modes k that are deep inside the Hubble
horizon, as these boundary conditions are later needed for us to define initial conditions for a mode
X(η, k) with fixed k. Note that all these requirements are fulfilled for the mode equations for
which we use this strategy in the main text, and we only state them here for the sake of clarity and
to establish some useful notation.

To discuss these restrictions, we need to rewrite Eq. (B.1) such that it takes the form of a
harmonic oscillator with a time-dependent frequency. This can be achieved via the introduction of
a rescaled mode function Y (η, k) defined as

X(η, k) ∝
√
∆k(η)Y (η, k) , with ∆k(η) ≡ exp

(
−
∫ η

ηini

pk(η
′)dη′

)
, (B.2)

such that Y (η, k) obeys

Y ′′(η, k) + ω2
k(η)Y (η, k) = 0 , with ω2

k(η) ≡
(
qk −

1

2
p′k −

1

4
p2k

)
. (B.3)

The restrictions we consider are imposed on the frequency ωk in this equation, which needs to
behave as ωk(η)2 ≃ k2 for −k/H(η) ≫ 1 to ensure that we can indeed impose Bunch–Davies
boundary conditions on Y (η, k).

For this to be possible, a sufficient condition is that the coefficients pk(η) and qk(η) in Eq. (B.1)
should behave as

qk(η) ≃ k2 , pk(η) ∼ H(η) , for − k/H(η) ≫ 1 . (B.4)

and our strategy implicitly assumes that this condition is satisfied.
Moreover, our strategy requires some additional structure for the frequency term ωk for reasons

that become clear later on. Specifically, our numerical strategy relies on the existence of a
characteristic momentum scale kc in the mode equation Eq. (B.1) which ensures

kc(η) ≳ H(η) , such that ωk(η)
2 ≃ k2 for k ≫ kc(η) . (B.5)

If this characteristic scale exists, it means that we can always write the boundary condition for
Y (η, k) as1

Y (η, k) ≃ 1√
2k
e−ikη for k ≫ kc(η) ≳ H(η) . (B.6)

Looking back at the particular mode equations appearing in the main text, the scale kc is either
the instability scale kh for the gauge field mode functions in axion inflation, or simply the Hubble
scale H for the mode functions of the curvature and tensor metric perturbations. For other cases,
this scale needs to be appropriately identified.

1This normalization of Y (η, k) requires an appropriate choice of the proportionality factor in Eq. (B.2). This
proportionality factor is unimportant for our present discussion, but we emphasize that it cannot be arbitrary, and needs
to be chosen appropriately depending on the concrete physical system. For instance, in the case of the mode functions
for vacuum curvature perturbations, we need that the vacuum mode functions are normalized as in, e.g., Eq. (8.83).
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The strategy

Having discussed these requirements, the strategy for solving Eq. (B.1) simply involves writing
Eq. (B.1) in a form that is more suitable for numerical integration, and defining a simple algorithm
for initializing modes in their asymptotic boundary state.

First, we rewrite Eq. (B.1) as a set of coupled linear differential equations. To this end, the
following choice of variables have proven to be useful

fk(η) ≡
√
2kY (η, k) , gk(η) ≡

√
2

k

(
Y ′(η, k)− 1

2
p′k(η)Y (η, k)

)
. (B.7)

These functions simply evolve according to

f ′k = kgk +
1

2
pkfk , g′k = −qk

k
fk +

1

2
pkgk , (B.8)

and they are asymptotically given by

fk(η) ≃ e−ikη , gk(η) ≃ −ie−ikη , for k ≫ kc(η) , (B.9)

where we used Eq. (B.6) and Eq. (B.4).
For a fixed wavenumber k, we then compute the evolution of fk and gk numerically by solving

Eq. (B.8) in terms of cosmic time t. To initialize fk and gk, we consider that their evolution is well-
approximated by Eq. (B.9) for times t ≤ tk, with tk implicitly defined through k = 105/2kc(tk).
Therefore, we can explicitly use fk(tk) = e−ikη(tk) and gk(tk) = −ie−ikη(tk) as initial conditions
and evolve these functions starting from tk onward. This initialization procedure has proven to
be useful because fk and gk are analytical simple, but rapidly oscillating functions as long as
k ≫ kc. Numerically evolving such functions forward in time can be extremely costly, and by
only computing fk and gk for times t ≥ tk we can significantly reduce this cost. In particular, this
initialization procedure requires the existence of a characteristic scale kc as given in Eq. (B.5).

Finally, this approach can be readily applied to determine X(k, η) for any wavenumber

k ∈ [105/2kc(tini), 10
5/2kc(tend)] with tini/end = t(ηini/end), (B.10)

by using Eqs. (B.2) and (B.7) to relate fk to X(k, η) (cf. footnote 1 regarding the constant of
proportionality in Eq. (B.2)).

B.2 Retarded Green function

In chapters 8 and 9, we have noted the necessity for determining the retarded Green function for a
mode equation as in Eq. (B.1), i.e., the function defined by[

∂2η + pk(η)∂η + qk(η)
]
Gk(η, τ) = δ(η − τ) , (B.11a)

Gk(η, τ ≥ η) ≡ 0 ,
∂

∂η
Gk(η, τ)

∣∣∣
τ→η

= 1 . (B.11b)

Here, we present a simple numerical strategy that we can use to determine Gk(η, τ). Note that,
we assume that pk and qk behave as described in the Sec. B.1, i.e., they asymptotically behave as
in Eq. (B.4), and we suppose the existence of a critical scale kc(η) as in Eq. (B.5).
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First, we can note that the retarded Green function Gk(η, τ) can be directly written in terms of
the mode function X(η, k) that solves Eq. (B.1):

Gk(η, τ) =
Im [X∗(η, k)X(τ, k)]

Im [X(τ, k)X∗′(τ, k)]
θ(η − τ) . (B.12)

This is possible since X(η, k) and its complex conjugate constitute two linearly independent
solutions to Eq. (B.1). Therefore, one could, in principle, use the approach in the previous
section to determine numerical solutions for X(η, k) and use these to directly evaluate Eq. (B.12).
However, this strategy proves impractical, because the term in the denominator in Eq. (B.12) suffers
from numerical cancellation as η → τ . An alternative, more stable approach to obtain Gk is to
write Eq. (B.12) as

Gk(η, τ) =
Bη
k(τ)

k
θ(η − τ) . (B.13)

and to directly evolving the function Bη
k(τ) in time for τ ≤ η and fixed values of k and η.

To do so, we define a second function Cηk (τ) alongside Bη
k(τ), writing the two as

Bη
k(τ) ≡ k

Im [X∗(η, k)X(τ, k)]

Im [X(τ, k)X∗′(τ, k)]
, Cηk (τ) ≡

Im [X∗′(η, k)X(τ, k)]

Im [X(τ, k)X∗′(τ, k)]
. (B.14)

From Eq. (B.1), it can be readily derived that these two functions evolve according to

∂τB
η
k = kCηk + pkB

η
k , ∂τC

η
k = −qk

k
Bη
k . (B.15)

where we emphasize that the derivative ∂τ acts on the argument τ of Bη
k(τ) and Cηk (τ), not the

superscript η.
In practice, we can then obtain Bη

k directly by solving Eq. (B.15) backwards in time starting
from τ → η, where we have particularly simple initial conditions given by

Bη
k(η) = 0 , and Cηk (η) = 1 . (B.16)

These directly follow from the definitions of these functions in Eq. (B.15) and the fact that the
imaginary part of a real scalar vanishes. In particular, we determine the evolution of Bη

k using
cosmic time t as an integration variable for Eq. (B.15). For the sake of efficiency, we only evolve
Bη
k until a time tk defined by k = 105/2kc(tk) as in the previous section. For times t ≤ tk we

instead use that Bη
k(τ) can be written as

Bη
k(τ) ≃

√
∆k(η)

∆k(τ)
Im[f∗k (η)e

−ikτ ] , for k ≫ kc(τ) , (B.17)

which directly follows from Eqs. (B.2), (B.7) and (B.14). Thus, only the value f∗k (η) is needed
to approximately describe the behavior of Bη

k(τ) for t ≤ tk, and these can be readily determined
using the strategy described in Sec. B.1.

As in the last section, Eq. (B.13) implies that we can then determineGk(η, τ) in Eq. (B.13) for
any wavenumber k ∈ [105/2kc(tini), 10

5/2kc(tend)], and for any η and τ with ηini ≤ τ ≤ η ≤ ηend.
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B.3 Induced scalar and tensor power spectra

In chapters 8 and 9, we present numerical results for the induced scalar and tensor power spectra for
axion inflation that we determine by integrating their respective integral expressions in Eqs. (8.39)
and (9.25). Here, we briefly summarize how we compute these integrals in practice. The approach
we present here is inspired by the discussion in the appendices of Ref. [83].

Both integrals in question can be schematically written in the form

PX(η, k) ∝
∫

d3p
∑

α,β=±1

∣∣∣∣∫ 0

−∞
dτ Gk(η, τ)K (τ ; p, q;α, β)

∣∣∣∣2 (B.18)

where we have three momenta p = |p|, k = |k| and q = |k−p|, a retarded Green functionGk, and
the kernel K depends on gauge-field mode functions Aα(τ, p) and Aβ(τ, q). Moreover, although
not explicitly apparent in Eq. (B.18), PX(η, k) is UV divergent, and we regularize it by enforcing
that the momenta inside the integral satisfy q, p ≤ kh(η) with kh the instability scale for the gauge
field during axion inflation (see Eqs. (3.24) and (6.56)).

To compute PX(η, k) for a definite time η ≤ ηend and a fixed momentum k, we first use the
approach in Sec. B.2 to numerically determine the Green function Gk(η, τ) for ηini ≤ τ ≤ η.
Similarly, we compute the spectrum of mode functions Aλ(τ, k̃) for a discrete set of wavenumbers
k̃ ∈ [kIR, kh(η)] using the strategy in Sec. B.1. Here, kIR = 105/2kh(ηini) is the smallest
wavenumber that we can access given that we know the inflationary dynamics from ηini onward,
and kh(η) is the largest momentum that enters in Eq. (B.18).

Next, we introduce the integration variables suggested in Ref. [83],

A =
1

2k
(p+ q) , B =

1

2k
(p− q) , (B.19)

and re-express Eq. (B.18) as an integral over e-folds N . This yields

P ind
X (k, η) ∝(4πk2)

∫ Amax

Amin

dA

∫ B0(A)

−B0(A)
dB|A−B| (B.20)

×
∑
α,β=±

∣∣∣∣∣
∫ N(η)

0
dN ′Bη

k

(
τ(N ′)

)
K
(
τ(N ′); k(A+B), k(A−B);α, β

)∣∣∣∣∣
2

.

To arrive at this expression, we have used Eq. (B.13) to expressGk throughBη
k and the integration

boundaries in Eq. (B.21a) are defined through

Amin =max

(
AIR ,

1

2

)
, Amax = AUV , s (B.21a)

B0(A) =


A−AIR, for Amin ≤ A ≤ 1

2 +AIR;
1
2 , for 1

2 +AIR < A ≤ AUV − 1
2 ;

AUV −A, for AUV − 1
2 < A ≤ AUV ,

(B.21b)

with AIR = kIR/k and AUV = kh(η)/k. These integration boundaries are needed to ensure we
only integrate over momenta p, q ∈ [kIR, kh(η)].

Finally, the integral in Eq. (B.21a) can be computed by first determining the inner integral over
N using the trapezoid rule, and then performing the integral over A and B by first interpolating
the spectrum of mode functions Aλ(τ, k̃) for fixed τ(N) and subsequent quadrature integration.
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Appendix C

General expressions for
electric and magnetic conductivities

In this appendix, we give general expressions for the electric and magnetic conductivities σE and
σB that appear in our effective description of Schwinger pair production during axion inflation
presented in chapter 6. Therein, we have presented three possible representations for these con-
ductivities: the electric picture, with σE ̸= 0 and σB = 0, the magnetic picture, with σE = 0 and
σB ̸= 0, and the mixed picture, with both σE ̸= 0 and σB ̸= 0.

The fundamental result which motivates the three representations of σE and σB is the expres-
sions for the Schwinger-induced current J for a configuration of constant and collinear electric and
magnetic fields in de Sitter space, as derived in Refs. [118, 397, 398, 402]. For a single species of
charge carriers with mass m and charge Q, the magnitude of this current is given by

|J | =
(
e|Q|

)3
6π2H

|E||B|ψ
(
π|B|
|E|

)
exp

(
− πm2

e|QE|

)
, (C.1)

where e denotes the gauge coupling associated with the gauge charge Q, H is the Hubble rate,
E and B, respectively, denote electric and magnetic fields, and ψ(x) = cothx for a fermion or
ψ(x) = 1/(2 sinhx) for a charged scalar.

Expressions for the electric and magnetic picture

Both the electric and the magnetic picture directly follow from Eq. (C.1). Assuming multiple,
non-interacting charge carrier species χi with respective masses mi and charges Qi, each species
will constitute a charged current Ji given by Eq. (C.1). The total induced current from all these
fields is given by the sum over the individual charged currents; J =

∑
i Ji. For collinear electric

and magnetic fields, Eq. (C.1) suggests that the same holds for their magnitudes; |J | =∑i |Ji|.
We now make the Ansatz J = σEE. Following the above considerations, this yields the

general expression for σE in the electric picture:

σE =
e3

6π2H

√
⟨B2⟩

∑
i

|Qi|3ψi
(
π

√
⟨B2⟩
⟨E2⟩

)
exp

(
− πm2

i

e|Qi|
√
⟨E2⟩

)
. (C.2)

Here, we have replaced the magnitudes of E and B by their respective RMS values, ⟨E2⟩ and
⟨B2⟩ according to the assumptions behind our effective model in 6. Additionally, for each charge-
carrier species χi, we, respectively, have ψi(x) = cothx or ψi(x) = 1/(2 sinhx) for fermions
and charged scalars.
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Similarly, we can derive the general expression for the magnetic picture by making the Ansatz
J = σEB. This yields

σB =
e3

6π2H
sign (⟨E ·B⟩)

√
⟨E2⟩

∑
i

|Qi|3ψi
(
π

√
⟨B2⟩
⟨E2⟩

)
exp

(
− πm2

i

e|Qi|
√
⟨E2⟩

)
, (C.3)

where sign ⟨E ·B⟩ accounts for the fact that Eq. (C.1) is also valid forE andB in an anti-collinear
configuration.

Expressions for the mixed picture

The mixed-picture representation of σE and σB is valid beyond the assumption of collinear electric
and magnetic fields. However, in a frame where E and B are collinear, Eq. (C.1) is still valid.
Moreover, for multiple charge carriers χi, the magnitudes of their individual charge currents Ji are
still additive in the collinear frame, i.e., |J ′| = ∑i |J ′

i |, with prime (′) denoting quantities in the
collinear frame. Following the procedure in chapter 6 for boosting to the comoving frame, where
E and B are not collinear, and using Eq. (6.29), the general expressions for σE and σB are then
given by

σE =
e3

6π2H

|⟨E ·B⟩|√
Σ

√
⟨E2 −B2⟩+Σ

⟨E2 +B2⟩+Σ

∑
i

Ji , (C.4a)

σB =
e3

6π2H

⟨E ·B⟩√
Σ

√
⟨B2 −E2⟩+Σ

⟨E2 +B2⟩+Σ

∑
i

Ji , (C.4b)

where
Σ =

√
⟨E2 −B2⟩2 + 4⟨E ·B⟩2 , (C.5)

and

Ji = |Qi|3ψi
(
π

√
⟨B2 −E2⟩+Σ

⟨E2 −B2⟩+Σ

)
exp

(
− πm2

i

√
2

e|Qi|(⟨B2 −E2⟩+Σ)1/2

)
. (C.6)
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Appendix D

Equation of motion for ζ
and scalar source functions
This appendix is adapted from the appendices in Ref. [2]. The detailed contributions of the author
to this article is outlined at the beginning of this thesis.

In this appendix, we give supplementary information to chapter 8. In the first section, we present
a detailed derivation of the master equation for the curvature perturbation variable ζ in Eq. (8.17).
The second section gives the full expressions for the source terms L and K entering the scalar
power spectrum and bispectrum in Eqs. (8.39b) and (8.42). Regarding notation, this appendix is
consistent with chapter 8.

D.1 Deriving the equation of motion for ζ

In what follows, we discuss how one may arrive at the equation of motion for the curvature
perturbation variable ζ in Eq. (8.17).1

To start, we derive three auxiliary equations from the linearized Einstein equations (8.13).

(i) By substituting Ψ = Φ− 2Fσ into Eq. (8.13a) and solving for δϕ′ we obtain

δϕ′ =
2M2

P

φ′

{[
− k2 +

φ′2

2M2
P

− a2

M2
P

⟨B2⟩
]
Φ− 1

2M2
P

[
3Hφ′ + a2V,ϕ(φ)

)]
δϕ

− Fρ − 3HFq −
[ φ′2

M2
P

+
a2

M2
P

⟨E2⟩
]
Fσ

}
. (D.1)

(ii) Similarly, we substitute Ψ = Φ− 2Fσ into Eq. (8.13b), solving for Φ′ to find

Φ′ = −HΦ+
φ′

2M2
P

δϕ+ Fq + 2HFσ . (D.2)

(iii) Next, we seek to determine the combination (Φ′ + HΨ)′. First, we use Eq. (8.13c) and
(Φ′ +HΨ)′ = Φ′′ +HΨ′ +H′Ψ, to obtain

(Φ′ +HΨ)′ =
a2

2M2
P

{
φ′

a2
δϕ′ − V,ϕ(φ)δϕ−

[φ′2

a2
+

1

3
⟨E2⟩

]
Ψ+

1

3

[
⟨E2⟩+ 2⟨B2⟩

]
Φ

}
− 2HΦ′ − (H′ +H2)Ψ +

1

3
Fp −

2

3
k2Fσ . (D.3)

1We implicitly work in Fourier space, so the Laplace operator appearing in all equations in the main text is replaced
as ∆ → −k2 with k = |k|, the absolute value of a Fourier-mode’s wavevector.
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Substituting Ψ = Φ− 2Fσ and Eq. (D.2), one gets

(Φ′+HΨ)′ =
[
−k2+ φ′2

2M2
P

+
a2

3M2
P

(
⟨E2⟩− ⟨B2⟩

)]
Φ− 1

2M2
P

[
5Hφ′+2a2V,ϕ(φ)

]
δϕ

− 2

3
Fρ − 5HFq −

[2
3
k2 +

φ′2

M2
P

+
2a2

3M2
P

(
2⟨E2⟩+ ⟨B2⟩

)]
Fσ . (D.4)

With these equations in place, we now turn toward the curvature perturbation variable ζ.

(iv) The expression for ζ in Eq. (8.16) can be written as

ζ =M11Φ+M12δϕ+ c
(ρ)
1 Fρ + c

(q)
1 Fq + c

(σ)
1 Fσ , (D.5)

with
M11 = 1 , M12 =

H
H2 −H′

φ′

2M2
P

, (D.6)

and
c
(ρ)
1 = c

(σ)
1 = 0 , c

(q)
1 =

H
H2 −H′ . (D.7)

(v) We then determine a similar form for ζ ′ by taking the derivative of

ζ = Φ+
H

H2 −H′ (Φ
′ +HΨ) (D.8)

and using Eqs. (D.2) and (D.4). This yields

ζ ′ =M21Φ+M22δϕ+ c
(ρ)
2 Fρ + c

(q)
2 Fq + c

(σ)
2 Fσ , (D.9)

with

M21 = − H
H2 −H′

[
k2 +

2a2

3M2
P

⟨B2⟩
]
, (D.10a)

M22 = − a2

3M4
P

H
(H2 −H′)2

{
βφ′2

2MP
⟨((E ·B))⟩+

(
⟨E2⟩+ ⟨B2⟩

)[
Hφ′ + a2V,ϕ(φ)

]}
,

(D.10b)

and

c
(ρ)
2 = −2

3

H
H2 −H′ , c

(σ)
2 = −2

3

H
H2 −H′

[
k2 +

a2

M2
P

⟨E2⟩
]
, (D.11a)

c
(q)
2 = 1 +

( H
H2 −H′

)′
− 5

H2

H2 −H′ (D.11b)

=
Ha2

M2
P(H2 −H′)2

{
φ′
[
V,ϕ(φ)−

β

3MP
⟨((E ·B))⟩

]
− 2

3
H
(
⟨E2⟩+ ⟨B2⟩

)}
.

(vi) Eqs. (D.5) and (D.9) form a set of linear equations relating the vector (ζ, ζ ′) to (Φ, δϕ) via a
matrixM and the source functionsFα via vectors c(α) = (c

(α)
1 , c

(α)
2 ). Inverting this equation
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yields

Φ =
(
M−1

)
11
ζ +

(
M−1

)
12
ζ ′ −

∑
α=ρ,σ,q

[(
M−1

)
11
c
(α)
1 +

(
M−1

)
12
c
(α)
2

]
Fα , (D.12)

δφ =
(
M−1

)
21
ζ +

(
M−1

)
22
ζ ′ −

∑
α=ρ,σ,q

[(
M−1

)
21
c
(α)
1 +

(
M−1

)
22
c
(α)
2

]
Fα , (D.13)

where M−1 denotes the inverse matrix of the matrix M .

(vii) We then take the time derivative of Eq. (D.9) to obtain

ζ ′′ =M21Φ
′ +M ′

21Φ+M22δφ
′ +M ′

22δφ+
∑

α=ρ,σ,v

[
c
(α)
2 F ′

α + (c
(α)
2 )′Fα

]
. (D.14)

Inserting Eqs. (D.2), (D.1), and the equations of motion for the sources Eq. (8.14), we can
express ζ ′′ in terms of Φ, φ, and the sources Fρ, Fq, Fσ, F ′

σ, and δE·B:

ζ ′′ = d(Φ)Φ+ d(δφ)δφ+ d(q)Fq + d(ρ)Fρ + d
(σ)
1 Fσ + d

(σ)
2 F ′

σ + d(E·B)δE·B . (D.15)

The coefficients in Eq. (D.15) are given by

d(Φ) =M ′
21 −HM21 −

2M2
P

φ′

[
k2 +

a2

M2
P

⟨B2⟩ − φ′2

2M2
P

]
M22 +

a2

3M2
P

(
⟨E2⟩+ 2⟨B2⟩

)
c
(q)
2

+
a2

M2
P

{
β

MP

M2
P

φ′ ⟨((E ·B))⟩
[
k2 +

a2

M2
P

⟨B2⟩ − φ′2

2M2
P

]
−H⟨E2⟩+ 2⟨((E · rotB))⟩

}
c
(ρ)
2 , (D.16a)

d(δφ) =M ′
22 +

φ′

2M2
P

M21 −
[
3H+

a2

φ′ V,ϕ(φ)
]
M22 −

β

MP

a2

2M2
P

⟨((E ·B))⟩c(q)2
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(viii) In a final step, one then uses Eqs. (D.12) and (D.13) to arrive at Eq. (8.17) from the main
text

ζ ′′k + pkζ
′
k + qkζk = r(q)Fv + r(ρ)Fρ + r

(σ)
1 Fσ + r

(σ)
2 F ′

σ + r(E·B)δE·B , (D.17)

Here, we have again included the lower index k indicating the momentum of the Fourier
mode. The coefficients in this equation are given by
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r
(σ)
2 = d

(σ)
2 , r(E·B) = d(E·B) . (D.18f)

Particular case: No backreaction

In Secs. 8.2 and 8.3, we study the particular scenario where gauge-field backreaction terms are
explicitly set to zero in Eq. (D.17). This means, setting ⟨E2⟩ = ⟨B2⟩ = ⟨E ·B⟩ = ⟨E · rotB⟩ =
0 in the above equations. The resulting expressions for the coefficients in Eq. (D.18) are then
substantially simplified. For pk and qk one obtains the simple relationships given in Eq. (8.20),
while for the r(α)’s, one gets
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β

MP

H
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D.2 Expressions for the source functions K and L

The source term on the right-hand side of Eq. (D.17) is conveniently decomposed into five contribu-
tions. Furthermore, in the main text, this source term was further expanded in terms of gauge-field
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mode functions and creation and annihilation operators, see Eq. (8.35). The functions K and L
appearing in this equation may themselves also be decomposed into five terms, each proportional
to one of the coefficients r(α) in Eq. (D.17). These terms are given by
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Entirely analogous expressions can be found for the source function L:
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The final source terms are then
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In our notation, the source terms used in Ref. [57] are given by
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with r(E·B) and r(σ)2 given by the expressions for ⟨E2⟩ = ⟨B2⟩ = ⟨E ·B⟩ = 0, i.e., as given in
Eq. (D.19) (see also the discussion below Eq. (8.64)).

Polarization vectors

Let us also discuss the treatment of the polarization vectors appearing in Eqs. (D.20) and (D.21).
In chapter 8, the source terms K and L appear in the integral expressions for the induced scalar
power spectrum, Eq. (8.39b), and bispectrum, Eq. (8.42), for the case where the momenta p, p′ and
k in Eqs. (D.20) and (D.21) obey p + p′ = k. As detailed in Ref. [2], this particular momentum
configuration allows one to evaluate the polarization vector combinations appearing in Eqs. (D.20)
and (D.21). Using the identities for the polarization vectors ϵλ(p) in Eq. (3.16), one may determine
that all expressions involving polarization vectors in Eqs. (D.20) and (D.21) are related as follows
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)
. (D.24c)

For the particular case of the scalar power spectrum, where two momenta p and p′ are fully
constrained via momentum conservation, one may then derive that [2]

(
ϵλ(p) · ϵλ′(p′)

)
=

1

2

(
1− λλ′

p · p′

pp′

)
. (D.25)

For the calculation of the bispectrum, this relationship is however no longer valid, as there are
in total three momenta entering the integral in Eq. 8.42. In this case, one may derive a similar
expression for ϵλ(p) · ϵλ′(p′) as detailed in App. E of Ref. [2].
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